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Every man who is high up likes to think that he has done it all
himself, and the wife smiles and lets it go at that.
— James M. Barrie
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Abstract
The Internet is increasingly used to transport time-critical traffic. Applications like video conferencing, television, telephony and distributed games
have strict requirements to the delay and availability offered by the underlying network. At the same time, connectivity failures caused by failures in
network equipment is a part of everyday operation in large communication
systems. The traditional recovery mechanisms used in IP networks are not
designed with real-time applications in mind. The distributed nature of popular intradomain routing protocols allows them to eventually recover from
any number of failures that leaves the network connected, but this is a time
consuming process that can lead to unacceptable performance degradations
for some applications.
In this work, we argue that there is a need for fast recovery mechanisms
that allow packet forwarding to continue over alternate paths immediately
after a failure, before the routing protocol has converged on the altered topology. To give rapid response, such mechanisms should be proactive in the sense
that an alternate route is readily available when a failure is discovered, and
local, so that the recovery action can be effected by the node that discovers
the failure. Further, care should be taken so that the shifting of recovered
traffic to an alternate route does not lead to congestion and packet loss in
other parts of the network.
We present and investigate mechanisms that can respond quickly to failures or unexpected traffic shifts in the network. First, we evaluate the recovery strategy used in a network protocol called Resilient Packet Ring (RPR).
The ring topology used in RPR allows the implementation of very fast protection mechanisms. We look at the performance of these mechanisms, and
propose improvements that reduce packet loss and shorten the experienced
disruption time after a link or node failure. Then, in the main part of this
work, we focus on fast recovery in general mesh networks. We present Rev

vi
silient Routing Layers (RRL) and Multiple Routing Configurations (MRC),
which are methods for near-instantaneous recovery from component failures
in packet networks. We discuss and evaluate our mechanisms with respect
to state requirements and distribution of the recovered traffic. For MRC,
we move on to present methods for reducing the chances of congestion after
a recovery operation. We show that if we have knowledge about the traffic
demands, we can use this information to create MRC recovery paths that
avoid the most heavily used parts of the network. Finally, we show how the
concepts used in RRL and MRC to give recovery from component failures
also can be used to avoid congestion when there are sudden shifts in the
traffic distribution. Our method is more flexible than traditional traffic engineering methods used in connectionless IP networks, since it does not involve
changing link weights to respond to a changed traffic situation.
Fast recovery mechanisms like those proposed in this work can help improve the stability and availability of IP networks. This is an important
requirement for enabling new and existing real-time applications over generalpurpose Internet infrastructure.
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Chapter 1
Introduction
In recent years the Internet has been transformed from a special purpose
research network to an ubiquitous platform for a wide range of everyday
communication services. It has now become an integrated part of the communications infrastructure that all modern societies rely on. As our dependency
on the Internet has increased, the demands on its reliability and availability have increased accordingly. A failure in central network equipment has
the potential to disconnect thousands of users from essential services like
personal communications, financial transactions and online gaming. The increased demand for a robust Internet is further actualized by the migration of
traditional services like television and telephony from special purpose transport networks over to IP based media. Users of such services have long been
accustomed to high availability and reliability. We believe that increased
availability and reliability will be critical for the adoption of the Internet as
the preferred transport medium for new and existing real-time applications.
The Internet was originally developed for military purposes, and the ability to recover from failures has always been a central design goal [1]. Networks running the Internet Protocol are intrinsically robust, since routing
protocols such as OSPF or IS/IS are designed to update the forwarding information based on the changed topology after a failure. In these protocols,
upon detecting the failure of one of its attached links, a router broadcasts
an update message to all other routers in the network domain. When the
new state information is distributed, each router individually calculates new
valid routing tables. Such distributed protocols allow IP networks to recover
from any number of failures that leaves the network connected.
However, with the increased number of time-critical services being depen1
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dent on the Internet infrastructure, the traditional recovery mechanisms are
no longer sufficient. A key problem is that the process that is used to restore
new valid routes in a network after a failure situation is slow. A component
failure is typically followed by a period of routing instability before the network converges in a new state. During this period, packets will be dropped
due to invalid routes, and this may give unacceptable performance degradations for some types of applications. A central theme in this work is fast
recovery mechanisms that allow packet forwarding to continue uninterrupted
in a failure scenario.

1.1

Context of this work

A large and distributed organism like the modern Internet faces a wide range
of challenges to its operation. Examples of such challenges are natural faults
in networking components, misconfigurations, operational errors, large scale
natural disasters, and malicious attacks against hardware and protocols. In
addition, the network must cope with unusual but legitimate conditions
caused by flash crowds and high mobility of nodes and subnets. These challenges vary widely with respect to severity, complexity and underlying causes.
A networks ability to offer a reasonable service when faced with these
challenges, is referred to as the resilience of the network [2, 3]. A resilient
network needs a range of systems and mechanisms at different networking
layers to respond to the different threats. For example, redundant paths
and duplication of networking equipment is often used to withstand physical
failures. To be resilient against misconfigurations and operational errors,
a network needs operation and management systems that can continuously
monitor the network and detect potential inconsistencies. Cryptographic
methods can be used to secure the exchange of routing information, so that
an attacker cannot give invalid routing information to the routers. Traffic
monitoring systems are needed to be able to detect and counter outsider
threats like denial of service attacks.
Even if much effort is spent on preventing potential threats from materializing into actual failures, the size and complexity of large networks implies
that failures will occur. A network then needs mechanisms to recover from
the failure state and revert to normal operation.
This dissertation presents and discusses some such mechanisms aiming
at increasing network resilience. These mechanisms are in different ways
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parts of a routing protocol, and are concerned with how traffic can be routed
on an alternative path through a network when a failure or an unexpected
traffic pattern occurs. A unifying characteristic of the methods we present
is that they are all designed to respond to an anomaly in a very short time.
All the mechanisms presented in this thesis are proactive, in the sense that
they take measures in advance to prepare for a possible challenge to the
operation. We build defense structures and mechanisms that are used to
continue packet forwarding and to distribute the traffic in the network in an
intelligent manner during the failure situation. Our main concern is network
recovery after loss of connectivity in parts of the network due to a component
failure.

1.1.1

Network recovery

By network recovery we mean the process of returning to an operational state
after a failure situation in a network. Recovery is used as a common term
for protection and restoration. In essence the difference is that protection
schemes are proactive, meaning that they calculate backup routes in advance,
while restoration schemes are reactive, calculating the backup routes upon
detection of failures. Hence restoration offers more flexibility in deciding the
recovery action based on type and localization of the failure. Restoration
also avoids the extra amount of state that is needed in protection schemes
to maintain the pre-calculated backup paths. The main advantage of protection mechanisms is recovery speed. Hence, protection mechanisms are often
used to give fast recovery and prevent loss of traffic until a slower but more
resource-efficient restoration mechanism has created a new set of valid paths.
Regarding terminology on recovery, it is also common to distinguish between
global, also known as end-to-end, and local recovery. With global recovery,
several or all the nodes in the network must be informed about the failure
and take the appropriate action. The recovery action is typically invoked by
a node that is not local to the failure. With a local approach, it is usually
the node that detects the failure that also performs the recovery. Since signalling is needed, global recovery typically reacts slower to failures than local
recovery.
Physical failures in the networking equipment can occur due to e.g. cable
cuts, power failures or failing interface cards. Such failures can lead to a
partial or complete loss of connectivity. When these failures occur, a new
path must be found in the network that avoids the failed element. In central
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parts of a network, routers and links are often duplicated, so that a backup
is instantly available when the primary fails. When this is not the case, a
communications protocol must try to re-establish the connectivity through
a different path. This can be done by a network layer protocol like IP, or at
a lower protocol layer.
Recovery mechanisms at different networking layers have different strengths
and weaknesses [4, 5, 6]. First, they differ in the scope of failures they can recover from. Mechanisms at lower protocol layers cannot recover from failures
in an IP router or the forwarding software. Conversely, several logical IP links
might share a common physical fiber, and hence a physical failure might affect several IP links. Recovery from the failure of such a link is difficult at the
networking layer. Second, there is a difference with respect to the efficiency
and granularity of the mechanisms. Optical layer mechanisms typically work
at a much coarser granularity than network layer recovery protocols, and
must hence reserve more backup capacity in the network. Finally, there
has traditionally been a difference with respect to recovery speed. Protection mechanisms at the optical layer can give very fast (sub-50 ms) recovery,
while at the networking layer, only much slower restoration mechanisms with
recovery times in the order of several seconds are commercially available.

1.1.2

The problems we address

In IP networks running a link state routing protocol like OSPF or IS-IS,
a component failure triggers a global re-calculation of new routes based on
the altered topology. This network-wide re-convergence is a time consuming process, and a link or node failure is typically followed by a period of
routing instability and packet loss. This phenomenon has been studied in
both intradomain [7] and interdomain context [8], and has an adverse effect on real-time applications [9]. Events leading to a re-convergence have
been shown to occur frequently, and are often triggered by external routing
protocols [10].
Much effort has been devoted to optimizing the different steps of the
convergence of IP routing, i.e., detection, dissemination of information and
shortest path calculation, but the convergence time is still too large for applications with real time demands [11]. A key problem is that since most network failures are short lived [12], too rapid triggering of the re-convergence
process can cause route flapping and increased network instability [7].
The IP convergence process is slow because it is reactive and global. It
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reacts to a failure after it has happened, and it involves all the routers in the
domain. We believe that in order to achieve the short recovery times that are
required by real time applications, we need protection mechanisms that are
proactive and local also at the networking layer. In this work we introduce,
discuss and evaluate several such mechanisms that can give fast recovery and
maintain packet forwarding during the IP re-convergence phase. We first look
at the protection mechanisms in a ring-based link layer technology, before
we present network layer mechanisms that give fast recovery in general mesh
networks.
Networks are often carefully engineered by the operators so that the distribution of traffic is fitted to the capacities of the links. When traffic is
moved from the original path and over to an alternative path by a recovery
mechanism, this will disturb the original traffic distribution, and may lead to
congestion and packet loss [13]. Some work has been done to address this, but
none of the existing proposals take into consideration the use of a proactive
protection mechanism. In this work, we discuss how a good load distribution
can be achieved in the network immediately after a failure situation when
our proactive recovery scheme is used.
Mechanisms for controlling the traffic distribution in IP networks with
shortest path routing are normally based on finding a suitable set of link
weights. These link weights are calculated based on an estimate of the traffic
demands between the nodes in the network. However, the traffic demands
are constantly changing, and finding a good estimate of the traffic matrix
that is robust to such changes is a non-trivial task [14]. Frequently adapting
the link weights to a changed traffic matrix has serious implications for the
stability of the network [15]. In this work, we propose a method for rapidly
adapting the load distribution in the network to changes in demands, while
avoiding the stability issues involved in changing the link weights.

1.2

Contributions

In this work we present and discuss mechanisms for increasing network resilience against failures and unexpected changes in traffic demands1 . Most
1

Most of the mechanisms and results presented in this dissertation have previously been
published in the proceedings of various international conferences. A list of these papers
and a discussion of the contributions from the different authors is given in appendix A.
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of our contributions are related to recovery from component failures, i.e.,
the task of finding an alternate route through the network when the primary route can not be used due to a failed or otherwise unavailable link,
router or network segment. The proposed recovery mechanisms are designed
for use within a single Autonomous System (AS), sometimes referred to as
intradomain recovery. Also, our mechanisms are mainly focusing on connectionless technologies, where data traffic can be sent without establishing an
explicit path from the source to the destination. Finally, all the mechanisms
we present are proactive, in the sense that alternative routes are planned in
advance and are ready to use when a failure or a change in the traffic is
detected.
In the remainder of this section, we present the contributions we make in
this work.

1.2.1

Resilient Packet Ring protection

Our first contribution is an analysis and improvement of the protection mechanisms in a link layer technology designed with fast recovery as a primary
target. Resilient Packet Ring (RPR, IEEE Std. 802.17) is a recent standard
for a packet based, ring topology network. RPR is a Medium Access Control
(MAC) protocol which allows packets to be sent in both directions around
the ring on two counter-rotating ringlets. Ring topologies have for a long
time been used to give failure recovery, and RPR is a good example of how
the ring properties can be used to create very fast protection mechanisms.
The RPR standard claims that a failure will be repaired within 50 ms. At
the same time, RPR maintains a guarantee that all packets sent on the ring
will arrive at its destination in sending order. We analyze the RPR protection mechanisms, and find that in some cases the in-order delivery guarantee
prevents real sub-50 ms recovery. We proceed to describe three different
mechanisms for improving the RPR recovery time. We demonstrate that
with these mechanisms, the recovery times are reduced to well below 50 ms
while maintaining in-order delivery. The choice between these mechanisms
is a tradeoff between complexity and the amount of changes to the original
standard on the one hand, and recovery times and packet loss on the other.
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Resilient Routing Layers

To achieve fast network layer recovery from link failures in general mesh
topologies, we present Resilient Routing Layers (RRL). RRL is agnostic to
the network layer technology, and is applicable for both connectionless and
connection oriented protocols. The key element in RRL is to create a small
number of logical network topologies termed backup configurations. These
backup configurations are used to prepare valid alternate routing or forwarding entries in each router. The pre-computed backup entries allow RRL to
give almost instantaneous recovery from any link failure. Inherent in RRL is
a tradeoff between the extra state information that must be stored in each
router and important properties like the backup path lengths and the ability
to recover from more than one concurrent failure. We provide algorithms
for creating backup configurations that balance these tradeoffs in different
ways, and evaluate their performance. We show that for the evaluated networks, RRL can give recovery paths that are close to the optimal, with a high
probability of recovering traffic even with multiple concurrent link failures.

1.2.3

Multiple Routing Configurations

We present Multiple Routing Configurations (MRC), which is a scheme for
fast recovery from link and node failures in IP networks. MRC uses backup
configurations to prepare alternative routes in the network. It can be seen as
a refinement of RRL that is adapted to an IP setting and extended to also
protect against node failures. Like RRL, MRC is proactive and local, and
allows packet forwarding to continue on an alternate route immediately after
the discovery of a failure. MRC guarantees recovery from both single link and
single node failures with a single mechanism. We formally define the MRC
mechanism, and evaluate its performance with respect to state overhead,
backup path lengths and post-failure load distribution. As our evaluations
show, the routing of recovered traffic over an alternate backup path gives
a new load distribution in the network, and can in some situations lead to
congestion and packet loss. Hence, we present methods that improve the
load distribution in the network while recovered traffic is routed according
to MRC. Given an estimate of the traffic demand matrix, we seek to avoid
routing recovered traffic over highly utilized links. This is done without compromising on the load distribution in the failure free case. Our evaluations
show that with this method, we can achieve a post-failure load distribution
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than is better than what is achieved by a full shortest path re-convergence
on the altered topology.

1.2.4

Multi Topology traffic engineering

Intradomain traffic engineering in connectionless IP networks is traditionally
done by carefully tuning the link weights that determine the shortest paths
and thus the load on each link in the network. We argue that these methods
are not flexible enough to deal with uncertainties and random variations in
the traffic demands. Instead, we propose a new traffic engineering method
based on the recent concept of Multi-Topology routing. We present two
different ways of utilizing this for load balancing purposes. Our evaluations
show that our method is significantly better at handling demand variations
than traditional methods.

1.3

Scientific framework

Computer science as a discipline was born in the 1940s, and centered around
the use of the newly invented electronic computers for automating computing
tasks. Since then, it has evolved and developed in many different directions.
Today, most institutions for higher education have computer science courses
in their curricula.
The field of computer science is rooted in at least three older disciplines.
First, it is closely related to mathematics, and overlaps in areas like boolean
logic, graph theory and formal proofs. Second, it is related to the natural
sciences through the use of controlled experiments to investigate the properties of a (often man-made) system. Finally, computer science has much in
common with various engineering disciplines, since much of the knowledge in
the field is gained through designing and implementing prototypes and full
scale systems. Not surprisingly, it is difficult to arrive at a concise definition
of computer science, or even to agree on whether it is a meaningful term at
all [16].
The Association for Computing Machinery (ACM) has done an effort to
define the fields of computer science and computer engineering [17]. They
describe three main paradigms in the field; theory, abstraction (modeling)
and design. The theory paradigm is rooted in mathematics, and is concerned
with giving formal proofs for different properties of a system. The abstraction
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paradigm is rooted in experimental science, and is concerned with making
models of a system, and conducting experiments to measure the validity of
the model. Finally, the design paradigm is concerned with building systems
with certain properties, and testing whether the system meets a given set of
requirements.
Two closely intertwined disciplines are computer science and computer
engineering. The authors of [17] state that they find no fundamental difference between the core material in the two fields, but that computer scientists
focus most on analysis and abstraction, while computer engineers emphasize
abstraction and modeling.
The starting point for this work is the observation that there is a need for
mechanisms that can give rapid response to failures and sudden traffic shifts
in data networks. Specifically, we see the need for methods that can give
fast recovery from component failures in packet switched networks, and that
does this in a resource-efficient way that minimizes the chance of congestion.
With this in mind, we develop and design different methods to handle failure
events in computer networks. To test functional aspects and evaluate the
performance of our proposed methods, we build models of networks and
protocols. Seen in the context of the ACM classifications, this places our
work mainly in the abstraction and design paradigms.

1.3.1

Evaluation methodology

A number of new mechanisms are proposed in this work, and their performance is evaluated and compared to existing methods. Generally, the
performance of new mechanisms can be measured in three different manners;
by building and analyzing mathematical models of the system, by doing
measurements on existing systems or prototypes of systems, or by means of
simulations [18]. In this work, all performance evaluations are done by means
of simulations. This was the only feasible possibility in our case. First, the
size and complexity of the relevant networks that our mechanisms are designed for makes it hard to build analytical models that accurately capture
the effects of our mechanisms. Second, building large scale test networks
or doing measurements on operational networks was impossible due to both
financial limitations and time constraints.
Simulation models are built to resemble the behavior of an existing or
imagined real life system. In a simulation model, real world components
are mapped to corresponding modelled entities. There are many problems
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involved in building good simulation models of large networks, and even a
“good” simulation model may not capture all relevant aspects of a system
[19]. Not only does the Internet grow rapidly, it also changes substantially
in unpredictable ways. The web and peer-to-peer programs for sharing of
content between users on a global scale are examples of applications that in
short time scales have given large changes in traffic patterns. In addition
comes the difficulties in selecting performance metrics that accurately reflect
the different implications of a new mechanism. These considerations make it
difficult to make hard statements about the performance and future benefits
of a new mechanism based on simulations.
When conducting simulations described in this work, we have taken measures to make our results as trustworthy as possible. First, our simulations
are limited to a single network domain (Autonomous System) rather than
several interconnected networks. This makes our modelling task much easier.
Also, most of our evaluations are done on many different network topologies,
both real and synthetically generated. We have taken care to use traffic
models that are as realistic as possible.
Two different classes of simulations are used in this work. The first kind
calculates the routing between nodes and the resulting traffic distribution,
but it does not simulate individual packets and does not have a clock that
advances simulated time. We use this approach to evaluate network and
routing properties like recovery path lengths, state overhead and load distributions. For this purpose, we have built our own simulation framework in
the Java programming language.
To evaluate packet loss, delays and other dynamic properties, we have
used a discrete event packet simulator based on the J-sim framework [20].
This framework gives us tools for event scheduling, time management and
output handling, as well as models of networking entities like routers, links,
line cards and routing protocols. In this framework we have built our network
models and incorporated our novel mechanisms.
The details about simulation setup is given along with each simulated
scenario.

Chapter 2
State of the Art
This chapter will give an overview of network recovery and load balancing
methods that are relevant in the context of this work. Figure 2.1 shows a
schematic classification of different network technologies and corresponding
recovery methods. The main contributions in this work are in the context of
protection in connectionless networks. Hence, in this section we focus more
on proactive than reactive mechanisms, and we focus more on connectionless
than connection-oriented technologies. In addition to pure recovery mechanisms, we will also take a look at the state of the art within connectionless
load balancing.

Restoration

Protection

Connectionless
Connection−oriented

Figure 2.1: Classification of network technologies and recovery schemes
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Recovery in connection-oriented protocols

With connection-oriented network protocols, data traffic if forwarded along
predefined paths from a source to a destination. These paths must be established by an appropriate mechanism before the data exchange can start.
Connection-oriented protocols are dominant at the physical layer, and are
also popular at the networking layer thanks to the Multi Protocol Label
Switching (MPLS) protocol [21]. Both protection and restoration mechanisms can be used to recover traffic after a failure in connection-oriented
networks. Since the main topic in this work is proactive recovery, we will
limit our discussion to protection mechanisms. These come in two flavors;
global (path protecting) mechanisms that prepare an alternate end-to-end
path from source to destination, and local (link or node protecting) mechanisms that prepare a local detour around the protected component.

2.1.1

MPLS protection

In MPLS, a Label Switched Path (LSP) is set up between each source and
destination. An LSP can be protected either globally by setting up a disjoint
end-to-end backup LSP [22], or locally by setting up a separate backup LSP
for each node or link on the path [23]. With global protection, the detection of
a failure must be signalled back to the ingress node, which is then responsible
for switching to the backup LSP. With local protection, the discovering node
locally diverts traffic to a pre-computed LSP that avoids the failed element.
This does not require signalling back to the ingress node, and hence local
protection can give shorter recovery times than global protection.
Local protection in MPLS comes in two different versions, called one-toone backup and facility backup. With one-to-one backup, a separate backup
LSP is set up for each LSP that traverses a protected link or node. The
backup LSP starts in the discovering node, and merges with the protected
LSP at some point downstream of the protected component. Hence, as many
as (n − 1) backup LSPs are needed to protect an LSP against all possible
node failures on a path of n hops. With the facility backup, several LSPs
may be protected by the same backup LSP, if they share a common point
of intersection downstream of the protected component. The facility backup
option will still need (n − 1) backup LSPs to fully protect an LSP that
traverses n nodes, but now each of those backup LSPs may cover a set of
LSPs. Hence the total number of backup LSPs in the network can be reduced.
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However, this might come at the cost of a higher backup capacity requirement
[24]. As we will see below, the high number of backup LSPs required to
achieve local protection, has been addressed by several connection-oriented
protection schemes.

2.1.2

Shared path protection schemes

At the physical (optical) layer, ring topologies have traditionally been used
to devise fast protection mechanisms such as the popular SONET/SDH Automatic Protection Switching [25]. Optical networks have later evolved into
more general mesh networks, and many mechanisms have been proposed for
both protection and restoration in such networks (see e.g. [26, 27, 28]). A
key concern for these mechanisms is how to set up the backup paths in the
most bandwidth-efficient way. This is achieved by so-called shared protection,
where several working paths share the same backup path. A complete survey
of such mechanisms is outside the scope of this work, but we will mention two
schemes because they have later been adapted to be used in packet-switched
technologies at higher protocol layers.
One such approach, based on building multiple spanning trees in the network, was introduced in [29]. Later, a more general version of this approach
appeared under the name Redundant Trees [30, 31]. The basic idea in Redundant Trees is to construct two trees, named red and blue, so that any
node is connected to the common root in at least one of the trees in case
of a link or node failure. This way, traffic that passed through the failure
can always be recovered in either the red or the blue tree. They describe
polynomial time algorithms for creating trees that protect against both link
and node failures. The Redundant Tree approach has later been proposed
used for recovery in MPLS [32]. This method differs from [31] by building
a separate set of trees for each destination node, using the destination node
as root. In addition, they calculate optimal primary paths, using the blue
and red trees only for recovery. The authors demonstrate that the approach
requires few labels and that the backup path lengths are not considerably
longer than for MPLS fast reroute.
Protection cycles (p-cycles) is another approach for shared path protection [33]. The main idea is to pre-configure one or more p-cycles visiting all
nodes in the topology. When a link fails, the traffic is locally switched to be
routed according to the p-cycles instead of the original path. They describe
an integer linear programming formulation for how the p-cycles can be opti-
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mally constructed with respect to backup capacity reservation, and describe
a distributed protocol that approximates the optimal solution. P-cycles was
originally designed to protect only against link failures, but has later been
extended to also give protection against node failures using so-called nodeencircling p-cycles [34]. Much work has been done on different aspects of
the p-cycle concept, including the use of Hamiltonian cycles [35] and improved protection against multiple concurrent failures [36]. While originally
designed for optical WDM networks, p-cycles have later been proposed for
use in IP/MPLS networks [37]. P-cycles are then set up as LSPs, and traffic is routed around the failure through an MPLS tunnel along the p-cycle.
A separate set of node-encircling p-cycles must be built to give protection
against node failures.

2.2

Link layer recovery

In the IEEE 802 network protocol series, which includes among others Ethernet (802.3), Token Ring (802.5) and RPR (802.17), the Spanning Tree
Protocol (STP) [38] is used to give loop-free routing when several LAN segments are interconnected by switches. As the name suggests, this is achieved
through blocking ports in some of the switches, so that the remaining parts
form a spanning tree. Upon the failure of a switch or a LAN segment, STP
must be run again to form a new valid spanning tree. Even if the original
STP has later been replaced by a faster variant known as the rapid Spanning
Tree Protocol (rSTP), the convergence time of the protocol is still in the
range of seconds.
Some methods have been proposed to give faster recovery at the link
layer. Ethernet Automatic Protection Switching (EAPS) [39] can be used
to protect a LAN segment with a ring topology. With EAPS, protection
is managed by a master node. During normal operation, the master node
uses only one of its two ports connected to the ring, thus preventing loops.
Upon detection of a failure, the master node opens its second port to restore
connectivity. EAPS can give sub-second recovery times, but imposing a tree
structure on a ring topology gives poor resource utilization. The need for
fast recovery and more efficient resource utilization on the link layer were
motivating factors behind the development of RPR, which will be discussed
in chapter 3.
The use of multiple spanning trees has been proposed to improve the
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efficiency of switched LANs [40]. This has led to a multi-tree solution for
fast recovery [41]. Their solution is based on building a number of spanning
trees so that at least one of the trees remain connected after the failure of
any link or node. To achieve this, the trees must be built so that all links are
excluded in at least one tree, and all nodes are leaf nodes in at least one tree.
Traffic in the different trees are distinguished by using a unique VLAN tag in
each tree. When a failure occurs, failure messages are sent in all the affected
trees, so that the traffic sources can move traffic over to an unaffected tree.
With this approach, the authors claim that they can achieve recovery times
in the range of 100 ms.
Ring topologies have been popular in LAN environments. Token Rings
[42] were popular in the 80s and early 90s, and consists of nodes connected in
a single logical ring. These rings were often implemented in a physical star
topology using a so-called Multistation Access Unit (MSAU). This layout
allows fast protection against node failures, since a station on the ring can
be bypassed in the MSAU if it fails. Later, a similar ring network based
on token passing called FDDI [43] was introduced. The most important
improvements over Token Ring were that FDDI allows higher capacity links,
and uses a dual ring topology. The dual ring topology allows protection
against both link and node failures, by looping traffic that reaches a point of
failure back on the ring in the opposite direction. This protection technique
is called wrapping, and is also used in RPR networks, as will be discussed in
chapter 3.

2.3

IP routing and recovery

Two main classes of routing protocols are used in IP networks, called link
state protocols and distance vector protocols respectively. In link state protocols, each node broadcasts information about its directly connected links
to all other nodes in the network. This way all nodes get a complete view
of the network topology, and can run a shortest path algorithm in order to
decide the next-hop towards each destination and build the routing tables.
Link state routing protocols are used for routing within an AS. The most
popular link state protocols in fixed network are OSPF [44] and IS-IS [45].
In distance vector protocols, the routers do not build a global view of
the topology. Instead, each node informs its neighbors of its current cost
(distance) to each destination. The routers then decide the shortest path
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to a destination by comparing the distance through each neighbor. This
way, distance vector protocols avoids the broadcasting needed by link state
protocols, and can sometimes manage with less signalling. Distance vector
protocols are used for routing both inside an AS (e.g. RIP [46] and EIGRP
[47]), and between ASes (e.g. EGP [48] and BGP [49]). EGP and BGP are
both examples of a refinement of the distance vector principle called path
vector, where the entire AS path to a destination is specified instead of just
the distance.
In the rest of this section, we will look at recovery mechanisms in connectionless IP networks. We will focus our discussion on link state Interior
Gateway Protocols (IGPs), which are used for routing within an single AS.

2.3.1

IGP restoration

IP networks are intrinsically robust, since IGP routing protocols such as
OSPF or IS-IS are designed to update the forwarding information based on
the changed topology after a failure. This re-convergence assumes full distribution of the new link state to all routers in the network domain. When the
new state information is distributed, each router individually calculates new
valid routing tables. The updated routing table, often termed the Routing
Information Base (RIB), must then be loaded into the Forwarding Information Base (FIB) that is stored on the interface cards in modern routers. This
network-wide IP re-convergence is a time consuming process, and a link or
node failure is typically followed by a period of routing instability. During
this period, which can last from seconds to tens of seconds [7], packets may
be dropped due to invalid routes.
The IS-IS re-convergence process is studied in detail in [11]. They divide
the re-convergence process into detection, creation of a link state update
message, flooding time, shortest path calculation, the time to update the RIB
and finally the time to load the new forwarding information into the FIB.
They measure the time consumed in each step on a modern IP router, and
find that the main contributor to the total re-convergence time is actually the
time it takes to load the updated forwarding information into the FIB. Based
on simulations of the backbone network of a Tier-1 ISP, they conclude that
sub-second IGP convergence can be achieved without compromising stability
even in large networks. But still, the recovery time can be too long for some
real-time applications.
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Local restoration schemes

To further reduce the convergence time of IGP routing protocols, some local
restoration schemes have been proposed. These schemes try to limit the
number of routers that are notified of a failure. Only those routers that must
change their routing will be informed, the rest of the routers can carry on
as normal. The main challenge for schemes that do recovery without global
dissemination of the failure is to avoid routing loops.
One such scheme is introduced in [50]. By representing the weight of
each link in the network as a vector instead of a scalar, they are able to build
restoration paths that are considered to have infinitesimally smaller weight
by the nodes on the path. This way, they can guarantee loop-free routing by
only informing the routers on the recovery path. An important advantage
of their scheme is that it does not require changes in the forwarding logic in
the router.
Another local restoration scheme is presented in [51]. For each failure
they want to protect against, and for each destination, they calculate in
advance a backup path to the closest feasible next hop. This is the closest
downstream node that does not include the failed element on its shortest
path to the destination. If the rerouting cannot be done locally without
creating a loop, the minimum number of routers on the backup path must
be notified and change their forwarding table. Since they need to distinguish
recovered traffic from the normal traffic, this scheme needs to make changes
in the forwarding logic in the routers.

2.4

Proactive IP recovery

Recently, a number of approaches have been proposed for giving fast, local
protection in connectionless IP networks [52]. These schemes require no signalling to neighboring nodes after a failure. Instead, structures are prepared
in advance so that the node that discovers the failure will always have a loopfree alternate next-hop ready for use. The methods we discuss in chapters 5
and 6 in this work also into this category.
One such proactive recovery scheme called O2 routing was introduced in
[53]. The basic idea is to configure a network so that all nodes have two valid
next-hops to all destinations. Traffic is split between the next-hops in the
normal case, and they function as backup for each other in case of a failure.
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In order to avoid loops, some links are excluded from packet forwarding for
certain destinations in the normal case, and are only used as backup. More
refined algorithms for configuring O2 networks have later been developed [54].
A drawback of the O2 scheme is that in order to guarantee the existence of
two loop-free next-hops, the routes used in the normal case are often suboptimal. Also, the network topology must be well connected for O2 to be
able to give complete protection. In less connected networks, O2 will leave
some links and nodes unprotected.
Failure Insensitive Routing (FIR) is a local protection scheme that guarantees protection against all single link failures in arbitrary biconnected networks [55, 56, 57]. With FIR, routers are not explicitly made aware of a
failure through notification messages. Instead, they infer that a link failure
must be present if a packet for a given destination arrives at an unusual interface. By calculating in advance which possible link failures that would give
this unusual traffic pattern, they are able to build interface-specific routing
tables that avoids the failed link. Thus, the next-hop for a packet is dependent both on the destination address and the packets incoming interface.
Later, FIR has been extended to also handle node failures [58]. A weakness
with the original FIR approach was that forwarding loops could occur if more
than one link failed. A solution to this problem has later been proposed [59],
but with this extension, FIR is no longer able to guarantee recovery from
all link failures in arbitrary biconnected networks. A drawback of the FIR
approach is the need for a non-standard routing protocol.
The need for a proactive recovery scheme in connectionless IP networks
has also attracted significant interest from the IETF [60]. They have discussed several protection strategies with varying protection coverage. The
most important contribution that has come out of their efforts is a protection scheme called Not-via, which guarantees protection against any single
link or node failure in arbitrary biconnected networks [61]. Their approach
is based on tunnelling packets that would normally be routed through the
failure to the router beyond the failure, “not-via” the failed element. To
protect against the failure of a node P , a special “N-not-via-P” address is
assigned to each of P ’s neighbors. The shortest paths to these addresses are
calculated by all routers in the network on a topology where P is removed.
When the failure of P is detected, traffic that that would normally be routed
through P to N is encapsulated and sent shortest path to “N-not-via-P”. At
node N the packet is decapsulated, and forwarded as normal to the destination. Since N is closer to the destination than P , we will never get routing
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loops. This is an elegant solution that gives gives intuitive and well defined
backup paths. A drawback with this method is the large number of shortest
path computations that are needed to calculate the routing for all the not-via
addresses. However, the authors claim that these calculations can be significantly reduced by relying on incremental algorithms. Another drawback is
the use of tunnelling, which imposes an extra burden on the routers that
must encapsulate and decapsulate packets.
Proactive recovery mechanisms at the IP layer are imagined used to maintain a valid routing and avoid packet loss during transient failures. If the
failure is permanent, the normal IGP re-convergence process must be triggered, and a new set of global shortest paths must be calculated. During
the re-convergence process, so-called micro-loops can occur, due to the asynchronous transition to the updated routing tables [62]. This can be avoided
by controlling the order in which the routers update their FIBs [11]. The
same technique can be used to avoid micro-loops after a link weight change
in the network, as long as only a single link weight is changed at a time.

2.5

Connectionless load balancing

Related to the issue of recovery is the question of how the traffic is distributed
in the network before and after a failure. In a well engineered network, the
traffic load is spread on the available inks in a way that maximizes throughput
and minimizes the chances that congestion occurs. In a recovery context, care
should be taken so that the recovered traffic does not cause congestion and
packet loss on the recovery path.
It has long been known that for a given network and a given traffic matrix,
it is possible to find a set of routes that is optimal with respect to some
objective function [63]. Recently, it has been shown that a good routing can
be found with limited or no knowledge of the traffic demands [64]. They show
that for their evaluated current ISP networks, a routing can be found that
performs within 2 times the optimal for any traffic matrix. However, these
schemes require the ability to route any fraction of the demands over selected
and diverse paths. In MPLS networks, paths can be explicitly laid out in
order to meet some traffic engineering objective [65, 66], and it is possible to
obtain this optimal routing.
Connectionless IP protocols like OSPF and IS-IS on the other hand, are
restricted to shortest path routing, and cannot in their present form achieve
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optimal routing. It has been shown that it is possible to find an optimal
routing so that all routes are shortest paths [67]. However, this requires
the ability to split the traffic towards a destination in arbitrary fractions
between several equal cost paths, which is not possible with existing routing
protocols. An approach that approximates the optimal solution using only
equal splitting between equal cost paths has later been developed [68]. Both
these approaches require a central entity that calculates how each router
should split its traffic towards each destination on the available links. Hence,
each router can no longer make routing decisions independently based on
simple link weight parameters as is done in OSPF and IS-IS today.
Much of the work on connectionless load balancing in IP networks focus
on finding link weights that give a good load distribution for a given estimate
of the traffic matrix. It has been shown that by using heuristics to carefully
tune the link weights in a network, one can achieve a load distribution that
is close to optimal for a given traffic matrix [69]. Extensions of this work
has mainly followed two directions; finding link weights that are robust to
uncertainties in the traffic matrix estimates, and finding link weights that
are robust to link failures.
It is generally difficult to get good estimates of the traffic demand matrix
in an operational IP network [14]. Hence, it is desirable to find a set of link
weight that performs well under several possible traffic scenarios. A first
approach to handle this problem is described in [15]. They devise a method
for finding a single set of link weights that gives good routing with more than
one traffic matrix. Such an approach is well suited to handle the well-known
diurnal variations in network traffic. Further, they present a method for
adapting the set of link weights to a new traffic situation (caused by e.g. a link
failure or a sudden hot-spot) by only changing a very limited number of link
weights. Later, a method has been proposed that takes into consideration the
tradeoff between the average and the worst case when optimizing for several
traffic matrixes [70].
Some work has also been done on finding link weights that are robust to
link failures. An approach to find a single set of link weights that perform
well in both the normal case and after any single link failure is presented in
[71]. According to their evaluations, they can reduce link overload after a link
failure by 40%, at the cost of a 10% performance degradation in the normal
case. A problem with this approach is the extensive computations needed
to predict the load distribution after all possible failures. Because of this,
methods have been proposed that only optimize the link weights for a subset
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of the most critical link failures [72, 73]. Very little work has previously been
done with respect to the load distribution after a failure when a proactive
recovery mechanism is used.
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Chapter 3
Resilient Packet Ring Recovery
In this chapter, we look at the recovery mechanisms used in the recent Resilient Packet Ring (RPR) standard [74, 75]. This link layer technology
takes advantage of the special ring topology to implement very fast recovery
mechanisms. However, the in-order delivery requirements in RPR leads to a
somewhat longer disruption in packet delivery after a failure. To improve on
this, we propose a set of new mechanisms that reduce the response time and
packet loss, while still maintaining the in-order delivery guarantees.
Most of the contents in this chapter has previously been published in [76]
and [77].

3.1

Introduction

RPR is a standard for packet based, dual-ring topology networks. It has
been developed for use in metropolitan and wide area networks, with link
capacities of several Gigabits per second. Traffic in an RPR network may
be sent shortest path along one of the two counter-rotating unidirectional
ringlets. Each ringlet carries both data and control packets. A packet is
stripped from the ring by the receiver node, which makes the bandwidth
downstream of the receiver available for other data streams. This property
is known as spatial reuse, and is illustrated in figure 3.1. Spatial reuse makes
RPR more resource efficient than older ring technologies like Token Ring or
FDDI, where packets traverse the whole circumference of the ring before they
are removed.
Three packet priorities are supported in RPR, with strict delay guarantees
23
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Figure 3.1: Spatial reuse allows several packets to be sent on different spans
of the same ringlet at the same time.

for traffic with the highest priority. RPR is a buffer insertion ring, and can
be implemented with a single or a dual transit buffer design. In a single
buffer design, all packets flow through the same transit buffer. In a dual
buffer design, the highest priority packets use one buffer, while the two lower
priorities use the other. Traffic that is in transit on the ring has priority
over local add traffic. To prevent starvation, a fairness mechanism is used
to give each node a fair share of the available bandwidth. We have earlier
analyzed this fairness algorithm, and found that it requires careful parameter
setting in order to be stable [78]. We have also suggested improvements to
increase the stability and decrease the convergence time of the RPR fairness
algorithm [79].
RPR makes two important guarantees with respect to packet delivery.
First, in normal operation, packets that are admitted on the ring are never
dropped. If the demands are larger than the capacity, all packet dropping
takes place at the ingress of the ring. Second, by default packets are deliv-
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ered to the receiver in the same order as they were sent. This guarantee is
maintained even in a failure scenario.
RPR is designed with a protection mechanism aiming at restoring traffic
within 50 ms in case of a link or node failure. Since every node on the
ring is reachable through either of the ringlets, one ringlet can serve as a
secondary path for traffic on the other. The operations of the RPR protection
mechanisms are transparent to higher layer protocols like IP, except for the
performance degradation that might be experienced due to congestion and
increased path lengths after a failure.
In this chapter, we discuss the recovery mechanisms used in RPR, with a
special emphasis on packet reordering. The IP protocol does not guarantee
in-order delivery of packets, and higher layer protocols must therefore be able
to recover from any amount of packet reordering. In practice, however, many
services are based on the assumption that packet reordering is sufficiently
low. If this assumption is not fulfilled, the consequence with respect to
performance can be severe. For example, TCP’s fast retransmit optimization
treats a reordering spanning more than a few packets as a loss [80]. Since TCP
interprets packet loss as a sign of congestion, this has serious implications on
throughput performance [81].
By default, packets sent over an RPR ring are guaranteed to arrive at the
egress node in sending order. To achieve this, RPR uses a 40 ms, configurable
from 10 to 100 ms, topology stabilization timer in the event of a failure.
During the topology stabilization period, all strict order packets are discarded
on the ring. We analyze the mechanism used in the RPR standard, and
argue that the current mechanism is not satisfactory. Instead, we suggest
three different alternatives, all giving reduced packet loss and disruption
time compared to the original mechanism. The performance of the three
new methods and the original are compared through simulations.

3.2

Recovery in Resilient Packet Rings

The RPR protection mechanisms are designed to restore traffic on the ring
within 50 ms of a link or node failure, including the failure detection time.
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Failure detection

A node or link failure can be discovered in two different ways in RPR. Many
physical layer technologies can issue an alarm (e.g. SONET alarm) to the
higher layers if connectivity is broken. Alternatively, an RPR node declares
a link broken if it fails to receive a keep-alive packet from the neighbor in a
specified time interval, which defaults to 3 ms.
RPR uses a hold off timer to prevent RPR protection mechanisms from
declaring a link broken based on glitches in the received traffic. For example,
such glitches can occur due to protection switching of RPR traffic by underlying physical layer protection mechanisms. RPR is currently defined over
SONET/SDH and Ethernet/PacketPHY physical layers. The hold off timer
can be up to 200 ms, the default value is zero.
All RPR nodes maintain a topology image, that includes information
about the hop count to the other nodes on both ringlets. When a failure
occurs, the nodes that discover the error broadcasts a topology update on
the ring, informing the other nodes that the ring is broken. The reception
of such a message causes each node to update its topology image. Traffic is
moved over to the other ringlet as necessary.

3.2.2

Wrapping and steering

RPR offers two different recovery mechanisms, called wrapping and steering.
Figure 3.2 shows an RPR ring in a normal, a wrapped and a steered condition
respectively.
RPR nodes may support wrapping, in order to reduce packet loss in a
failure situation. If used, it must be supported by all node on the ring.
Wrapping works in much the same way as SONET/SDH Automatic Protection Switching. Traffic reaching a point of failure is wrapped over to the
opposite ringlet, as shown in Fig. 3.2. Wrapping is used in RPR to prevent
loss of the traffic in transit on the ring when a failure occurs. Note that
wrapped packets will arrive at the destination on the same ringlet they were
first transmitted on.
Steering is the default protection mechanism in RPR, and must be supported by all nodes. Steering relies on the source node to transfer traffic to
the ringlet where the destination is still reachable, as shown in Fig. 3.2. This
gives a more optimal utilization than wrapping of the bandwidth resources
after a failure situation.
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normal

wrapping

steering

Figure 3.2: RPR ring in normal, wrapped and steered state.
Wrapping is normally used as the first step in a two-step wrap then steer
protection strategy. This way, the number of packets lost is minimized, while
the network utilization is maximized when the steering kicks in.
A wrap then steer protection strategy might introduce reordering of packets on the ring. By default, RPR packets are marked strict order, meaning
that they are guaranteed to arrive in the same order as they were sent. Since
wrapping can introduce packet reordering, strict order packets are never
wrapped. Instead, the RPR standard prescribes that such packets should
be dropped from the ring until the updated topology has been unchanged
for one context containment period, and the new topology has been verified.
The purpose of this period, which defaults to 40 ms, is to make sure that no
packets that were sent in an old topology context, will arrive at a destination in a different topology context. When the context containment period
expires, a checksum on the topology image is calculated, and sent to the
neighboring nodes. The topology image in a node is declared stable when
the locally calculated checksum equals that received from the two neighboring nodes. In the context containment period before the new topology is
declared stable, all strict order packets are discarded at ingress and egress
of all transit nodes, and no new strict order packets are accepted on the
ring. The context containment period must be long enough to allow every
node to completely empty its transit buffer. In this chapter we show that,
because of the context containment period, RPR can not usually fulfil a 50
ms restoration guarantee for strict order traffic.
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Wrapping is only performed on wrap eligible packets. Only non strict
order packets can be marked as wrap eligible. A non strict mode packet that
is not wrap eligible, is discarded when reaching a wrap point, but it can be
steered without waiting for context containment period to expire. This way,
we effectively have three different types of packets with respect to failure
handling: strict order packets, non-strict order wrap eligible packets, and
non-strict order non-wrap eligible packets.

3.3

Analysis of the RPR protection mechanism

The main goal of the RPR protection mechanism is to minimize the consequences for the traffic in case of a network failure. Specifically, RPR should
guarantee sub-50 ms protection time. In this section, we will discuss to what
extent the RPR protection mechanisms achieve this. Three important metrics in a failure situation are discussed, 1) the experienced disruption in the
traffic at the receiving node, 2) the number of packets reordered, and 3) the
number of packets lost.

3.3.1

Traffic disruption

When a failure occurs in an RPR network, the receiver will typically experience a period with no arriving traffic, before the protection mechanism
restores the traffic on the secondary ringlet. With this in mind, we define the
disruption time as experienced by the receiver, TD , as the time between the
arrival of the last packet that was not affected by the failure, and the first
packet that was wrapped or steered by the protection mechanism. Figure 3.3
shows a typical arrival sequence during a failure situation.
T0

TD

t

Figure 3.3: The receiver typically experiences a period TD without arriving
packets during a failure situation occurring at time T0 . The receiver might
experience reordering of packets after the failure.
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TD depends on the size of the ring, traffic load, traffic priority, and the
locations of the sender, receiver, and the point of failure. Topology updates
are sent with the highest priority, while data packets can be sent with any
of the three packet priorities. With steering and non strict order traffic,
TD is made up of (i) the time it takes for the adjacent nodes to discover
the failure, (ii) the processing time it takes for these nodes to update their
edge state and produce a topology update message, (iii) the propagation
time, including buffering in the high priority transit buffers along the ring, of
the topology update messages from the point of failure to the traffic source,
(iv) the processing time to perform the topology update in the source node,
and (v) the data packet propagation delay, including buffering in high or
low priority buffers along the ring, from the traffic source to the destination
along the new ringlet. Note that traffic in transit that has already passed
the point of failure, will still reach the destination, and thus contribute to a
shorter experienced disruption. The processing needed in (ii) and (iv) is not
complex, and can be performed in order of a few microseconds in modern
switches. Hence, the disruption time is dominated by points (i), (iii) and (v).
The buffering delay for high priority packets in each transit node, is bounded
by the time it takes to transmit one MTU. At the high bandwidths of an
RPR network, this time is no considerable factor. Hence, a good estimate
of the experienced disruption at the destination can be given by summing
the error discovery time in (i), the propagation delays from (iii) and (v), and
subtracting the time when traffic in transit is still arriving at the original
ringlet. Formally, using the notation shown in Fig. 3.4, we can estimate the
disruption time TD as shown in Eq. 3.1.
TD = Tdiscovery +

X

di +

di ∈SF

X

di −

di ∈SDnew

X

di

(3.1)

di ∈F D

In Eq. 3.1, di denotes the propagation delay of a link between two nodes,
including the buffering delay in the transit queue. SF is the set of links
between the traffic source and the point of failure. F D is the set of links
between the failure point and the destination. SDnew is the set of links
between the traffic source and destination along the secondary ringlet. Note
that the two last parts of Eq. 3.1 include buffering delays for the data packets
in the transit buffers, and will therefore vary with the traffic load. Figure
3.4 shows a generic RPR ring with a source S, a destination D, and a point
of failure F .
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Figure 3.4: The experienced frame loss is dependent on the relative position
of the source S, the destination D and the point of failure F.
Equation 3.1 above shows the situation for non strict order packets using
steering. With a wrapping only scheme, the disruption time will normally
be longer, since the wrapped traffic must travel the whole circumference of
the secondary ringlet.
Simulated values for TD for non strict order traffic is plotted in Fig. 3.5.
In our simulations, we have used a discrete event packet simulator, based on
the J-Sim framework [20]. The failure discovery time is set to 3 ms, and the
simulations are made for a ring with 64 nodes. For all simulations in this
chapter, the link propagation delay is 0.2 ms, corresponding to a link length
of about 40 km. Node 0 is the traffic source, sending low priority traffic to
node 31. The time plotted is the time between the receipt of the last packet
on the primary ringlet and the first packet on the secondary ringlet. The
quotient obtained by dividing the propagation delay over the F D links by
the propagation delay over the SDnew links, denoted F D/SDnew , is increased
along the x axis.
Turning first to a lightly loaded ring, the experienced disruption is close to
the value derived from Eq. 3.1 with zero buffering delay in the transit nodes.
With steering, TD decreases as F D/SDnew increases, since the source quickly
becomes aware of the failure, and traffic that has already passed the point of
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Figure 3.5: The disruption time, TD , for non strict order traffic decreases if
the secondary ringlet is not much longer than the primary. In heavily loaded
networks, the transit buffer delays cause the disruption time to deviate from
a lightly loaded scenario.
failure keeps arriving on the primary ringlet for some time after the failure.
For wrapping, TD is independent of F D/SDnew , since the wrapped packets
always travel the whole circumference of the ring. For a heavily loaded ring,
TD varies more. Note that when F D/SDnew is close to 1, TD might formally
become negative when steering is used, since packets keep arriving on the
primary ringlet even after traffic starts arriving on the secondary ringlet
(large last term in Eq. 3.1). Since a negative disruption time intuitively seems
meaningless, these values are plotted as zero in Fig. 3.5. With wrapping only,
the transit buffer delays cause TD to increase further, and even exceed 50 ms
in our 64 node scenario.

3.3.2

Packet reordering

As explained above, we may get packet reordering on a heavily loaded ring
when the ring is broken close to the source (few links in SF ), and the distance
along the secondary ringlet is not much longer than along the primary ringlet
(| SDold |≈| SDnew |).
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Figure 3.6: Received traffic on primary and secondary ringlet after a failure.
Number of bytes received from node 0 in node 31. The vertical line marks
the time of the failure. Failure occurs at node 1 in plots a, b, g, h, and at
node 30 in plots c, d, e, f.
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Fig. 3.6 shows the received traffic on the primary and secondary ringlets
in a failure scenario. In our 64 node scenario, node 0 sends a continuous
stream of 500 bytes low priority packets to node 31. All other nodes send
traffic to random receivers. The background traffic is modelled to have selfsimilar characteristics, using superimposed Pareto-distributed ON/OFF traffic sources as outlined in [82]. A link on the primary path is broken at time
0.15. Figure 3.6 shows how traffic is shifted over to the secondary ringlet.
The eight plots in Fig. 3.6 show the arrival rate from node 0 in node 31.
Results are shown for both steering, wrapping, wrap + steer, and strict order steer, and for a heavily and a lightly loaded ring. With steering, failure
occurs at the link between nodes 0 and 1, while with wrapping, the point of
failure is between nodes 29 and 30. The failure points are chosen this way to
highlight the differences between the schemes. A failure close to the source
shows that reordering can occur with steering, while a failure close to the
destination gives reordering when wrap + steer is used.
Figure 3.6a) shows that on a lightly loaded ring using steering, all the
traffic that is sent on the primary ringlet arrives at node 31 before traffic
starts arriving at the secondary ringlet. Thus, we get no reordering in this
situation, since the primary path is shorter than the secondary path. Figure
3.6b) shows that when the load on the ring is increased, frames that were
delayed in the transit buffers along the primary ringlet, keep arriving even
after traffic starts arriving on the secondary ringlet.
In plots c) and d), only wrapping is used. In this scenario, there will be no
reordering of frames, regardless of the load in the network. Remember that
all wrapped packets are received from the primary ringlet. Wrapping not
succeeded by steering results in poor bandwidth utilization after a failure.
This is the reason for the low packet arrival rate after time 0.30 in plot 3.6d).
Figure 3.6e) and f), show that when wrapping then steering is used for
protection, reordering of frames will occur regardless of the load on the ring.
The reordering happens when the traffic source updates its topology image,
and starts sending traffic directly on the secondary ringlet. This traffic might
then arrive at the destination before the wrapped traffic, which has to traverse
the whole circumference of the ring. In a heavily loaded ring, the period with
packet reordering will be longer.
Finally, Fig. 3.6g) and h) shows the situation for strict order traffic. No
reordering occurs, but the restoration time is increased by at least one context
containment period (40 ms).
Note for all plots, that with low traffic load, the jitter increases after the

34

CHAPTER 3. RESILIENT PACKET RING RECOVERY

failure, because the failure gives an increased load on parts of the network.
With heavy load, the experienced throughput is decreased, since the capacity
is already fully used.

3.3.3

Packet loss

Another important metric is packet loss. The experienced packet loss is
dependent on which protection method is used, and the relative placement
of the source, the point of failure, and the destination. Packets that are
in transit between the source and the point of failure, and packets that are
sent by the source after the failure occurs, but before the topology update
has reached the sender, will be lost if wrapping is not used. Let ta denote
the propagation + buffering delay from the source to the point of failure,
tb denote the propagation + high priority buffering delay from the point of
failure back to the source, and consider a failure that occurs at time T. Then
frames sent in the interval hT − ta , T + tb i will be lost. Figure 3.7 shows how
the number of frames lost increases with SF in a 64 node ring when steering
is used. Again, node 0 sends a continuous stream of low priority 500 byte
packets to node 31.
If wrapping is used, the frames in transit will be wrapped back on the
opposite ringlet, and are not lost. With wrapping, only frames in the failing
node or at the failing link, and frames reaching a point of failure before the
failure has been discovered (default 3 ms), are lost. As seen in Fig. 3.7, the
packet loss is independent of the point of failure.
Strict order traffic experiences significantly more packet loss, due to the
40 ms context containment period following a failure, as seen in Fig. 3.7.
Nodes in a context containment state, discard all strict order packets until
the topology image is declared stable.
Note that after recovery from the failure, the nodes on the ring will experience lower throughput due to the reduced bandwidth, but no additional
packets are lost on the ring.
The simulated results highlight the need for a better mechanism that can
secure strict packet ordering without using the context containment period
that gives a longer disruption time and increased packet loss.
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Figure 3.7: The experienced packet loss is significantly higher if strict order
is required. The horizontal line shows 50 ms worth of packet production.

3.4

Improved protection mechanism for strict
order traffic

In this section, we present three different ways to reduce the consequences
of a link or node failure for strict order traffic. We refer to the methods as
Automatic, Receiver and Selective Discard in the text below.
The Automatic method requires only very small changes to the existing
specification, while the Receiver and Selective Discard methods demand some
logic to be moved from the transit nodes to the receiver node. The Selective
Discard method gives the most optimal performance, at the cost of some
added complexity. None of the three proposed mechanisms rely on packets
to be sent shortest path before a failure. Hence, they can easily be adapted
to handle network elements that are restored on the ring, as well as failing
elements.
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Automatic setting of the topology stabilization
timer

As explained above, the context containment period is used to make sure that
no strict order packet in a particular flow sent in a new topology context,
will arrive at the destination before a strict order packet from an old context.
Once a node enters context containment, all strict order packets are discarded
upon reception and transmission from the node. Hence, the period with
context containment must be long enough to let a node on the ring empty
its transit buffers. Once all packets have left the transit buffers in a node,
the node is in the clear with respect to packet reordering. The aim of the
Automatic method is to reduce packet loss by reducing the value of the
topology stabilization timer to the minimal safe value.
In the existing RPR specification, the topology stabilization timer is configurable in the interval 10 to 100 ms. In many cases, even the minimal value
of 10 ms is too restrictive with respect to reordering. The optimal value of
the topology stabilization timer depends on the link bandwidth, the distribution of traffic in the different service classes, and the size of the transit
buffer.
We observe that propagation delays between the source, destination and
the point of failure do not influence the setting of the stabilization timer.
Remember that a topology update is broadcast on both ringlets with the
highest priority after a failure. This ensures that all nodes on the ring will
receive notification of a failure and enter context containment before any
steered traffic can reach that node. Once a node A enters context containment, no more strict order traffic is sent from that node for one context
containment period. In other words, once a topology update that triggers
context containment arrives on the next downstream node B, no more strict
order packets will arrive from A for at least one context containment period.
It is then sufficient with a context containment period that is long enough to
guarantee that all strict order packets have left the transit queues in node B.
To find the minimal value for the topology stabilization timer, we need
to know the maximal time a data packet can be delayed in the transit buffer.
Figure 3.8 shows a simplified view of the data path for one ringlet in an
RPR node. This data path implements the dual transit buffer design, where
the highest priority class A traffic flows through the Primary Transit Queue
(PTQ), while class B and C traffic uses the Secondary Transit Queue (STQ).
In the worst case, the STQ might be completely filled up by transit traffic.
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Figure 3.8: Simplified view of the transit path for one ringlet in an RPR node,
with dual transit queues. Each service class has its own transmit buffer in
the MAC client.

The time it takes for the last packet in the buffer to be transmitted, depends
on the available link rate assigned to the STQ. As seen in Fig. 3.8, the output
from the STQ has to compete for the outlink bandwidth with the traffic from
the PTQ and the add traffic from the MAC client.
The class A packets from the PTQ and class A and B packets from
the MAC client have precedence over packets from the STQ in the output
selector. Class A and B traffic is shaped at each source node, to make sure
no node exceeds its allowed rate. In the worst case, all nodes on the ring send
class A traffic through this node on this ringlet. At the same time, the MAC
client transmits class A and class B traffic at its maximum allowed rate.
Packets from the STQ have absolute precedence over added class C packets from the MAC client as long as the STQ is filled above a highThreshold,
which defaults to one quarter of the STQ size. When the STQ level drops
below this threshold, the available bandwidth is shared equally between the
STQ transit traffic and the MAC client class C add traffic.
Equation (3.2) shows an estimate of the upper bound on the time T
needed to completely empty the STQ. The numerator contains the size of
the STQ. The part below the highThreshold is counted twice, since the available bandwidth is potentially halved below this threshold. The denominator
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contains the outlink bandwidth1 , minus the worst case bandwidth used for
traffic from the PTQ and class A and B traffic added from the MAC client.
T =

(stqSize + highT hreshold)
X
outLinkRate − (
rateA ) − rateB

(3.2)

numN odes−1

In a node with a 1 Gb/s outlink, a STQ size of 256 kB, a total maximum
of 10% of the bandwidth used for class A traffic, and a 10% total limit on
class B traffic, the calculated maximum time required to flush the STQ, is
about 3.2 ms. This is the minimum timeout value we can give the topology
stabilization timer while still fulfilling the strict ordering guarantee.

3.4.2

Discarding packets at the receiver

Reducing the topology stabilization timer to the optimal value gives a reduced packet loss count. However, the mechanism still does not differentiate
between traffic from different sources. Packets that were not affected by the
failure, will still be discarded during the context containment period. This
is clearly sub-optimal: packet flows that are transmitted on the same ringlet
before and after the failure, can never experience reordering, and should not
be discarded.
Figure 3.4 shows a generic RPR topology with a source S, a destination
D, and a failure point F. By default, RPR will send packets from the MAC
client shortest path (minimum hop count) around the ring. However, the
MAC client may choose to override this, by explicitly defining which ringlet
should be used on a per packet basis. This could be done for instance to
avoid congestion points on the ring, and thus improve the throughput.
Since the MAC client can choose which ringlet to transmit a packet on, a
destination D will possibly receive packets from a source S on both ringlets
when the ring is connected. However, when a connectivity failure occurs,
there is only one valid path from S to D. Packets will only be sent along this
path, irrespective of the preferences of the MAC client.
The Receiver mechanism seeks to avoid dropping unaffected packets, by
exploiting the knowledge of where the ring is broken. With the Receiver
1

Class A traffic is divided into subclasses A0 and A1 . Subclass A0 uses reserved bandwidth, which cannot be reused by other traffic classes. unreservedRate - rateA1 would
therefore be a more precise formulation than outLinkRate - rateA.
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mechanism, transit nodes no longer drop strict order packets during context
containment. Instead, packets are dropped selectively by the receiving node,
based on the source address of the packet. Once the first topology update
is received by a source S (remember that two topology updates will be received, one on each ringlet), the topology image is updated so that the source
knows which nodes are reachable on each ringlet. Similarly the other way
around, the topology update gives a destination D enough information to
know which sources S can send packets to D on each ringlet, without passing a point of failure F. For each ringlet, the receiver can then decide which
nodes are “valid” sources. With the Receiver mechanism, only packets received from nodes that are not “valid” are discarded, since only these frames
are potentially received out of order.
Transferring the responsibility for discarding packets to the receiver somewhat increases the traffic load on the ring in the time following the failure
compared to the standard RPR and Automatic methods, since packets are
not discarded immediately by transit nodes. This also prevents the topology
stabilization time from being set as low as indicated by (3.2), since packets
from an old topology context will exist on the ring for a longer period of
time. However, increasing the topology stabilization timer will not result in
increased packet drop count in this situation, since only packets originating
from beyond the point of failure F on the ringlet are discarded. Such packets will stop arriving as soon as the traffic is steered over on the secondary
ringlet.
As shown below in Sec. 3.5, the Receiver method reduces the packet drop
count, compared to the Automatic method. This gain in performance comes
at the cost of some added complexity in the receiver node, since the receiver
must do a check on each received packet during context containment, to
decide whether it should be kept or discarded. On the other hand, complexity
is removed from the transit nodes, since no check to decide if a strict order
packet should be discarded is needed there. No extra state information is
required in the nodes, as only information already present in the topology
image is used to perform the checks.

3.4.3

Selective packet discarding at the receiver

With the Receiver method, all packets that were sent from beyond a point
of failure in an old topology context, are discarded. However, packets sent
in an old topology context will not necessarily lead to reordering. Only if
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packets keep arriving on the primary ringlet even after packets start arriving
on the secondary ringlet, will reordering occur. The idea with Selective Discard, is to accept packets from beyond a point of failure even during context
containment, as long as no packets from that sender has yet arrived on the
secondary ringlet.
Selective Discard requires the receiver node to maintain one bit per node
on the ring indicating whether a packet has been received on the secondary
ringlet after the topology was updated. Once this bit has been set, no more
strict order packets are accepted from beyond the point of failure on the
primary ringlet.
Remember that the MAC client in a sender node can choose which ringlet
to transmit on, to achieve load balancing or avoid congestion points. If a
source node sends traffic to the same receiver on both ringlets, the performance gain obtained with Selective Discard can be reduced, since traffic can
be received on the secondary ringlet immediately after a topology update. In
Fig. 3.4, if the source S sends traffic over both the primary and the secondary
ringlet before a failure, packets in transit along the secondary ringlet can
start arriving immediately after the topology update. The Selective Discard
method cannot distinguish the packets that were sent along the secondary
path due to MAC client preferences, from the packets that were steered over
to the secondary path by the protection mechanism. Only the last category
of packets can cause reordering.
One way to improve the performance of the Selective Discard algorithm
when the source S sends packets to the receiver R along both ringlets, would
be to introduce a bit in the frame header marking the packets that are sent a
non-default way due to a protection event. This would allow the receiver to
distinguish the potentially reordered packets from the packets that were sent
along the secondary ringlet due to MAC client preferences. With this improvement, the Selective Discard mechanism would give the optimal achievable performance for a reorder avoidance mechanism. Only packets that were
actually received out of order would be discarded.

3.5

Evaluation

In this section we compare the different mechanisms described above. The
measurements are again performed with our discrete event packet simulator
based on the J-sim framework. We do our measurements on a ring with 64
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nodes, numbered 0 – 63, and a link length of 40 km. The link capacity is 1
Gb/s, and the STQ buffer size is 256 kByte where not otherwise specified.

3.5.1

Optimal topology stabilization timer

In the Automatic method, (3.2) is used to calculate the timeout value of the
topology stabilization timer. The calculated value is dependent on several
variables, among them the size of the secondary transit queue. In Fig. 3.9, the
calculated timer value is shown as a function of the STQ size, along with the
maximum experienced STQ transit delay in the network in our simulations.
The traffic pattern is designed to stress the occupancy level of the STQ,
to achieve a high transit delay. In the simulated scenario, node 31 is a “hot
receiver”. Nodes 0 to 29 send class C traffic to node 31 at the maximum
rate allowed by the fairness mechanism. When the fairness mechanism has
stabilized, all nodes start sending class A traffic to node 31 at the maximum
rate (rateA in (3.2)). 0.2 seconds later, the ring is broken between nodes 30
and 31. The simulations show that the highest STQ transit delay occurs at
node 29, which is the bottleneck node in this scenario. The values plotted are
the highest experienced values after running the simulation 100 times with
different seeds.
The simulation results show that the experienced STQ transit delay never
exceeds the value calculated in (3.2). In fact, the experienced delays are
normally quite far from the theoretical maximum. This is because the chance
of actually filling the whole STQ before the fairness mechanism reduces the
sending rate of the class C sources is very small. This effect increases when
the size of the STQ grows.

3.5.2

Comparison of packet loss counts

Figure 3.10 shows the total number of strict order packets lost in the network
after a link failure. Results are given for the different packet reordering
avoidance mechanisms, with increasing traffic load.
In this scenario, all nodes on the ring send traffic to random receivers.
The source picks a random receiver, and sends a stream of packets to that
receiver for a random (Pareto distributed) time interval. Each node has ten
independent traffic sources, and may send to several receivers at the same
time. The traffic is modelled this way in order to show self-similar characteristics [82]. The traffic load is controlled by varying the load produced by
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Calculated limit and experienced transit delay
STQ transit delay (ms)
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Equation (1)
Highest experienced transit delay

Figure 3.9: The maximum experienced transit queue delay in one node for
different STQ sizes is plotted, along with the calculated maximum from (3.2).
the individual sub-sources. Traffic is always sent the default (shortest path)
way around the ring.
The original RPR mechanism, using a default topology stabilization timer
value of 40 ms, is shown in the upper graph. Optimizing the value of this
timer gives a significant improvement, about 60% in our scenario, as seen
by the second curve. Receiver and Selective Discard further reduces the
experienced packet loss. The experienced reduction is between 80 and 90%.
The difference between the Receiver and the Selective Discard methods is
very small. In our scenario, the difference only appears with very high traffic
load, and even then the difference is very limited (14 packets for load 4.0).
Note that since we do not use wrapping, packets in transit between the
source and the failure before the topology image of the source node is updated
will be lost with all mechanisms. These packets also contribute to the packet
loss count in Fig. 3.10.
With the Receiver and Selective Discard mechanisms, the packet loss
count for a specific traffic stream depends on the distance between the packet
source and the point of failure. When the point of failure is close to the
source, the time it takes for the topology update to reach the source is short.
Thus, fewer packets are sent on the broken ringlet and lost. With increasing
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Method

RPR default

Who
discards
packets?
Source and
transit nodes

Automatic

Source and
transit nodes

Receiver

Receiver node

Selective
Discard

Receiver node

Which packets are discarded?

All strict order packets entering and
leaving a node during the context containment period
All strict order packets entering and
leaving a node during the calculated
context containment period
Packets sent from a node that cannot reach this receiver on the ringlet
in question
Packets sent from a node that cannot
reach this receiver on the ringlet in
question, if a packet has been received
on the secondary ringlet

Table 3.1: Overview of the different reorder avoidance mechanisms.
distance from the source to the failure, more packets are sent on the wrong
ringlet before the topology update can take place at the sender. This effect is
not seen with the default RPR and the Automatic methods, since the context
containment period is the same independent of where the failure occurs.

3.6

Summary

In this chapter, we have discussed the protection mechanisms used in the
RPR standard. The wrapping and steering protection schemes have been
discussed with respect to disruption time, packet reordering, and packet loss.
We have discussed the different factors influencing the experienced disruption
in connection with a failure on the ring.
Furthermore, we have identified the topology stabilization as the main obstacle that prevents sub 50 ms restoration for strict ordered traffic. We have
presented three different improvements to the reorder avoidance mechanism.
The Automatic method seeks to minimize the period when packets are
discarded, without compromising on the in order guarantee. This strategy
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Total packet loss, strict mode packets
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Figure 3.10: The total packet loss count in the network is plotted using the
original RPR method, Automatic, Receiver and Selective Discard
.
implies setting the topology stabilization timer lower than the minimum value
allowed in the RPR standard, but does not otherwise demand changes to the
standard. In our simulated scenarios, packet loss is reduced by about 60%,
compared to the default setting of the topology stabilization timer.
The other two methods move some logic from the transit path in RPR
to the receiver station. The Receiver method does not require any state
information to be maintained at the receiver, while the Selective Discard
method requires the receiver to know which sources it receives packets from
after a topology update. This is a small cost, but it requires an extra entry
in the topology image of the RPR station.
As shown by the simulation results above, the difference between these
methods with respect to packet loss is minimal, and can only be seen in
situations with very high traffic load. These methods reduce the packet loss
by almost 90% in our simulated scenarios. In a practical implementation,
the Receiver method would probably be good enough, and it is unlikely that
a vendor would implement the somewhat more complex Selective Discard
method.

Chapter 4
Resilient Routing Layers
While in the previous chapter we focused on the protection mechanisms in
one specific ring topology protocol, we now turn to the wider problem of
protection in general packet switched networks. We introduce the concept
of Resilient Routing Layers (RRL)1 . RRL is a novel scheme for proactive
recovery in packet switched networks.
Our main inspiration for this work is a layer-based approach used to
obtain deadlock-free and fault-tolerant routing in irregular cluster networks
based on a routing strategy called Up*/Down* [84]. Most of the contents in
this chapter has previously been published in [83].

4.1

Introduction

There exist several deployed methods for fast protection at the physical and
link layers, but at the networking layer recovery mechanisms have traditionally been reactive and global. When a failure is discovered, all the nodes in
the network must be informed about the new topology situation before they
can start the process of calculating new routing tables or paths, as explained
in chapter 2. This process typically takes several seconds, which leads to
unacceptable service degradations for real-time applications with strict delay bounds. Fast protection mechanisms at the networking layer have been
developed [22, 23], but the methods that are deployed today are restricted
1

To give a consistent presentation through this work, we will talk of configurations
instead of the previously used routing layers [83] in our discussions. We have, however,
opted to keep Resilient Routing Layers as a name for the concept described in this chapter.
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to connection-oriented MPLS networks.
On this background we propose a simple, fast and flexible method for network layer recovery named Resilient Routing Layers (RRL). RRL is simple
to understand and deploy, and offers a network administrator simple abstractions of the network after a failure. RRL is applicable to many types of
networks, and can offer close to transparent resilience for both connectionless
and connection-oriented networks.
The main idea behind RRL is to create a small set of connected, spanning
sub-topologies termed backup configurations. The set of backup configurations is constructed so that each of the network elements we want to protect
is isolated in at least one configuration, intuitively meaning that this configuration remains connected even if the network element fails. As will be shown
later, this can be done using a surprisingly low number of configurations. In
this work we focus on applying RRL for protection against link failures, but
the RRL scheme can also be applied to protect against node failures [85].
In the remainder of this chapter, we first give an overview of the basic
principles in RRL in section 4.2. We then present and discuss several algorithms for creating the backup configurations in section 4.3. In section 4.4,
we present evaluation results concerning scalability, backup path length and
the ability to recover from more than one failure, before we summarize in
section 4.5.

4.2

RRL overview

RRL uses pre-calculated backup configurations to forward traffic along alternate routes after a link failure. Redundant Trees [29] and p-cycles [33],
which were described in chapter 2, are examples of other protection schemes
that use spanning sub-topologies to route around a failure. In contrast to
the sub-topologies used in these schemes, the RRL backup configurations are
not restricted to be cycles of trees, but can be general spanning graphs.
In RRL, backup configurations are created by removing links from the
full topology, in such a way that every link is removed in at least one backup
configuration. Thus, each backup configuration contains all nodes in the
original network topology, but only a subset of the links. We say that a link
is isolated in a backup configuration if the link is not present in that configuration. Many links can be isolated in the same backup configuration – the
maximum number of links that can be removed in a configuration, is limited
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by the invariant that all backup configurations must remain connected. In
the discussions below, we say that a link can be removed from a topology
unless it is an articulation link, meaning that removing the link would disconnect the topology. We speak of the backup configuration where a link a
is isolated as the backup configuration of link a.
For an illustration of how a network topology can be covered by backup
configurations, consider the example in figure 4.1. To the left, we have the
full topology with six nodes and eleven links. To isolate every link in this
topology, we must create backup configurations so that for each link, there
is a configuration where the link is not present. Configuration 1 and configuration 2 in figure 4.1, makes an example of how all links in this topology can
be isolated using only two backup configurations. Each backup configuration
is a connected subgraph of the full topology, and every link is removed in
(at least) one of the configurations. In configuration 2, we have removed
the maximum number of links – no more links can be removed without partitioning the graph. Consequently, configuration 2 is a spanning tree. In
configuration 1 on the other hand, we can still remove one more link while
still keeping all nodes connected. Configuration 1 shows that, in general, the
backup configurations are not cycle-free. It should be stressed that using
configuration 1 and configuration 2 is not the only possible way to isolate
every link in this example topology. In section 4.3, we return to the problem
of how backup configurations should be constructed for a given topology.

Full topology

Backup configuration 1

Backup configuration 2

Figure 4.1: Example backup configurations
The configurations calculated in RRL are used as input to routing or
path-finding algorithms that calculate a routing table or path table for each
backup configuration, in addition to the normal full topology. Tables containing routing information for each backup configuration must be kept in
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every node. For simplicity we say that traffic is forwarded in a backup configuration, meaning that the nodes on the path use the tables calculated for
the backup configuration when the forwarding decisions are made.
In the failure free situation, RRL does not put any restrictions on the
routing. When a failed link is detected, the nodes attached to the link
start forwarding traffic that would normally go through the failed link in
the backup configuration where the link is isolated. Packets forwarded in
a backup configuration must be marked with a configuration identifier, so
that the other nodes can keep forwarding it in the same configuration. This
way, recovered traffic is forwarded from the point of failure to the destination
(i.e. the egress node in the network) in the backup configuration where the
failed link is isolated. Traffic that did not pass through the failed link is
not affected, and is still routed in the original full topology. The decision on
when to forward traffic in a backup configuration can be taken locally, which
allows very fast reaction to a failure situation, without any signalling.

4.3

Configuration generation

An important choice when applying RRL is how to generate the backup configurations in an appropriate manner. The only restrictions imposed by the
RRL framework, is that each backup configuration is a connected spanning
subgraph of the network topology, and that all links are isolated in at least
one configuration. These loose restrictions leave several degrees of freedom,
and opens for tradeoffs between the amount of state (number of backup configurations), backup path lengths, multiple-fault resistance etc.
By using a small number of backup configurations, there will be less state
that must be stored in each node, but this can give sparsely connected backup
configurations with relatively long backup paths, as seen in figure 4.1. If we
allow more backup configurations to be used, each configuration can have
richer connectivity, giving more optimal routing after a failure. Using more
configurations without increasing the connectivity in each configuration gives
better resistance against multiple concurrent failures, since each link with a
higher probability is isolated in more than one backup configuration.
In a practical deployment of RRL, the backup configurations can be designed manually or through an automated process. Manual design gives the
network administrator greater flexibility and means to comply with special
needs. For example, links that are particularly vulnerable or error prone,
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could be isolated in a backup configuration with rich connectivity, so that
the packet forwarding becomes more optimal in case of a failure. Similarly,
paths between central nodes in the network can be made more resistant
against multiple failures etc.
Sometimes, in particular for large networks, an algorithmic backup configuration generation will be preferred as a basis for the configuration design.
An algorithm can be used to produce a specific number of backup configurations, with rich or sparse connectivity. In the following, we present three
different backup configuration generation methods aimed at realizing quite
different design goals. A formal algorithm is given for the first, while the two
last are more briefly described. Tradeoffs between the amount of state, the
backup path lengths and resistance against multiple failures are central in
the choice of backup configuration generation algorithm.

4.3.1

Generating few configurations

RRL relies on keeping routing or forwarding information for each configuration in use. Hence, the amount of state needed in each node will in some
way be dependent on the number of backup configurations used. In the Minimum algorithm presented below, we seek to isolate every link in a topology
in exactly one backup configuration, using as few configurations as possible.
The Minimum algorithm works in two steps. First, it makes sure that
all links in the topology are isolated in exactly one backup configuration, by
creating one backup configuration at a time and isolating as many links as
possible in each of them. The algorithm then iterates through the backup
configurations created, and tries to “balance” them by moving links from
the configuration containing the largest number of links to the configuration
with the smallest number of links. This is done to avoid having one backup
configuration with only very few links removed, and one with a large number
of removed links. Such a situation would give poor backup path lengths in
the backup configuration left with only a small number of links to route in.
Given a topology G = (N, A), where N is the set of nodes and A is the
set of links (arcs), the Minimum algorithm generates backup configurations
as shown in algorithm 4.1. The input to the algorithm is the topology graph
G, and the output is a set C of backup configurations. S denotes the set of
links that have been isolated in a backup configuration, and the algorithm
terminates when this set contains all the links in the topology.
Initially, all articulation links in G are added to set S (line 2). artLinks(G)
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Algorithm 4.1: Minimum
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

C←∅
S ← artLinks(G)
while S 6= A do
Ci ← G
A0 ← A\S
forall a ∈ A0 do
if a ∈
/ artLinks(Ci ) then
Ci ← Ci \{a}
S ← S ∪ {a}
end
end
C ← C ∪ {Ci }
i++
end
repeat
Cmax ← configuration with maximum|A|
Cmin ← configuration with minimum|A|
δ ← |A|max − |A|min
move δ/2 links from Cmax to Cmin
until δ < 2
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finds all articulation links in G, i.e. links that cannot be removed without
partitioning G. These links can not be isolated without partitioning the
backup configuration, and are therefore ignored by the algorithm. When a
backup configuration is created, it is equal to G (line 4). We loop through all
links that are not yet isolated, and isolate as many as possible in the current
configuration. New configurations are created as needed until all links are
isolated.
When all links are isolated, we proceed to balance the number of isolated
links in each backup configuration (from line 15). It can trivially be shown
that as long as |A|max > |A|min , it will always be possible to find a link that
can be moved from Cmax to Cmin , since any configuration can be reduced to
a spanning tree. The links to be removed must be selected so that Cmax is
still connected. This is done using a similar test as in line 7. We keep moving
links from the largest to the smallest configuration until all configurations
contain the same number of links.
For an arbitrary link in an arbitrary graph, it can be determined whether
the link is an articulation link in O(|N | + |A|) time [86]. The running time
of the first part of the algorithm is O(|C| · |A| · (|N | + |A|)), where |C| is the
number of configurations needed. The number of configurations can never
exceed the number of edges, and is usually much smaller. We show in the
sequel that the number of configurations stays low even for large networks.
The balancing part of our algorithm is less complex with regards to running
time, so the total complexity, replacing |C| with |A|, will be O(|A|3 ).

4.3.2

Improving Routing Efficiency

After a link failure, traffic that used to pass through the failed link is forwarded in the backup configuration where that link is isolated. Each backup
configuration consists of a connected subgraph, containing all the nodes and
some subset of the links in the original topology. The backup path lengths
will depend on the structure and connectivity of the backup configurations.
To achieve shorter recovery paths, we can build more backup configurations with a richer connectivity than what is created with the Minimum
algorithm. The purpose of the Rich algorithm is to create a chosen number
of backup configurations, so that every link is isolated in exactly one configuration. By increasing the number of backup configurations, we can remove a
smaller number of links in each of them, thus preserving more links that can
take part in the packet forwarding after a failure. This way, shorter recovery
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paths are traded for more state in the network nodes.
The Rich algorithm takes as input the number k of configurations that
is attempted used. It then tries to remove an equal number of links from
each configuration. If a link cannot be isolated in its intended backup configuration, we try to isolate it in one of the others, until all configurations
are tried. The output of the algorithm is k configurations, each containing
approximately |A|(1 − (1/k)) links, where |A| is the number of links in the
original topology. If all links in the topology cannot be isolated using k configurations, the Rich algorithm will give up and terminate. The running time
of this algorithm is the same as for the Minimum algorithm (O(|A|3 )).

4.3.3

Resisting multiple failures

RRL recovers traffic on a failed link by forwarding packets in the backup
configuration of the failed link. If more than one link fails and all the failing
links are isolated in the same backup configuration, all the affected traffic
will trivially be recovered. If the failed links are isolated in different configurations, RRL can not guarantee that this traffic is recovered. However, traffic
can often still be saved, as long as the traffic is not routed through more than
one failure. When two failing links are not isolated in the same configuration,
the routing process decides what traffic can be recovered. Because RRL is
agnostic with respect to routing, we only say that we can protect against
more than one link failure when the links in question are isolated in the same
configuration.
To achieve increased resistance against multiple failures, we introduce the
Sparse algorithm. Like the Rich algorithm above, this algorithm creates a
fixed number of backup configurations. But instead of isolating each link in
exactly one configuration, the Sparse algorithm makes the configurations as
sparse as possible, by removing the maximum number of links in each backup
configuration. In effect, each configuration becomes a spanning tree.
In the Sparse algorithm, we make an effort to maximize the probability
that any two (in general any k) links have a common backup configuration
where they are both isolated. The links in the original topology are split into
different groups, and combinations of links from different groups are isolated
in the same backup configuration. The number of configurations used by
the Sparse algorithm depends on how many simultaneous failures we want
to protect against, and the connectivity of the network topology. Protecting
against more simultaneous failures demands more configurations, while a
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richer original connectivity allows us to reduce the number of configurations.
Note that the Sparse algorithm is designed to maximize the probability
that two simultaneous link failures can be handled, not to make guarantees
that this is the case. As shown in section 4.4.4, the Sparse algorithm will
not protect against two simultaneous failures for all combinations of links.
Due to the splitting into several groups, the complexity of this algorithm
is somewhat higher than for the others, and the running time is O(|A|4 ).

4.4

Evaluation

A protection scheme incurs additional network state overhead. In order for a
scheme to show satisfactory scalability properties, this overhead should not
grow proportionally with the network size. In RRL, the state overhead is in
the worst case proportional to the number of configurations. Therefore, it
is important to show that the number of configurations remains limited for
large network topologies.
Backup paths are calculated by the routing algorithm in the configuration
that protects the failed link. With shortest path routing, the backup paths
will usually be longer than the original path. A good protection scheme
should however result in backup paths of acceptable lengths.
Two simultaneous link failures can be tolerated in our recovery scheme if
there exists a backup configuration where both links are isolated. Hence, it
is an advantage for our protection scheme if most link pairs have a backup
configuration where they are both isolated.
For our quantitative evaluation, we focus on these three central metrics for
protection schemes: scalability, backup path lengths, and resistance against
two simultaneous failures. We first describe the evaluation method, and then
present and discuss results for each of the metrics.

4.4.1

Method

We evaluate the performance of the Minimal, Rich and Sparse algorithms for
the three above mentioned metrics. We use a wide range of relevant topologies, both real and synthetic. For our evaluations, we have implemented the
above mentioned algorithms in a Java a software model. The model is used
to calculate configurations and backup path characteristics for the evaluated
topologies.
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In section 4.4.3, we measure the increased path length that the affected
traffic experiences after the failure. For the purpose of this evaluation, we
use shortest path routing. We measure the local recovery path length given
by RRL, meaning the path length from the point of failure to the destination
in the backup configuration of the failed link. For reference, we also measure
the optimal recovery path between the failure and the destination, meaning
the shortest path calculated in a topology where only the broken link is
removed. This is the shortest possible local backup path that can be found
for the given failure.
When evaluating the resilience against two simultaneous failures, we measure how often there exists a backup configuration where two given links are
isolated. If such a configuration exists, all traffic in the network can be
recovered if the two links fail simultaneously. In the cases where no such
configuration can be found, traffic originally passing through only one of the
failing links can often still be recovered, as long as the backup path does not
pass through the second failure. This is further discussed in [87].
Topologies
Both real and synthetic topologies are used in our evaluations. Real topologies provide performance indications in real-world settings, while the synthetic ones are important for generality, scalability and statistical relevance.
The real topologies are gathered from the Rocketfuel [88] database of
inferred real network topologies. The topologies used are intra-ISP topologies on a POP level. We study only failures that occur on the biconnected
portions of the topologies.
We used the BRITE [89] topology generator to generate synthetic topologies with different characteristics. However, the choice of the generation
model was not obvious. It has been shown that most available power law
topology models do not offer enough flexibility on how nodes are connected
[90]. The Generalized Linear Preference (GLP) model is therefore proposed,
adding some flexibility. However, GLP has been shown to have weaknesses in
the node degree distribution of the topologies generated [91]. The Waxman
model [92] describes another way of constructing synthetic topologies, giving
less central hubs in the topology. However the Waxman implementation in
BRITE limits the flexibility on the links-to-nodes ratio. Based on the limitations of both the GLP and the Waxman models, we have chosen to use
topologies from both models for our evaluation.
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4.4.2

Scalability

We present the number of configurations needed to protect real and synthetically generated topologies, as given by the Minimum algorithm.
Real topologies
The number of configurations needed to cover selected real topologies, using
the Minimum algorithm, is given in table 4.1.
AS number
4513
13129
2497
4565
11537
16631
1239
3320

Nodes Links Configurations
5
5
5
5
7
3
8
18
2
12
17
5
15
24
3
20
30
4
32
64
4
68
353
2

Table 4.1: Number of configurations needed
We note that the number of configurations required is never above five in
our topologies. This indicates good scalability properties, which are further
tested for synthetically generated topologies below.
We see that the number of configurations required seems to depend mainly
on the connectivity of the topology, i.e. the links-to-node ratio. When the
connectivity is sparse (like in AS 4513, which is a ring), we need a larger number of configurations even for small topologies. Richer connectivity allows us
to protect every link using a smaller number of configurations.
Synthetic topologies
Figure 4.2 shows the number of configurations needed to protect topologies
with different size and connectivity, as given by the Minimum algorithm. Six
of the bars show topologies generated with the Waxman model, with a linksto-node degree of two and three respectively. The bars for the GLP model
has a ratio of about 1.8 links per node. Distributions are shown for networks
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of three different sizes (32, 128, 512 nodes). The notation used on the x-axis,
shows which model is used (Waxman or GLP), the number of nodes in the
network, and the link-to-node ratio. The results shown are computed using
100 different topologies with the wanted characteristics.
Layers distribution
100 %
90 %
80 %
70 %
5 layers

60 %

4 layers

50 %

3 layers

40 %

2 layers

30 %
20 %
10 %
0%
GLP
GLP
GLP W 32-2 W 128- W 512- W 32-3 W 128- W 51232-1.8 128-1.8 512-1.8
2
2
3
3
Topology

Figure 4.2: Minimum number of configurations needed
Figure 4.2 confirms that the most important factor determining how many
configurations are needed is the link-to-node ratio. The number of configurations needed is modest, even for large topologies, but always lower for
topologies with higher connectivity.

4.4.3

Backup path lengths

We present the distribution of recovery path lengths in a 32 node network,
generated using the GLP model with a link-to-node ratio of 1.8, for the
Minimum, the Rich, and the Sparse algorithms. The recovery path lengths
are calculated by failing one link at a time, and then measuring the path
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length from the point of failure to the destination. Tests were also performed
on Waxman-generated topologies, with similar results.
Figure 4.3 shows that both the Rich and the Minimum algorithms achieve
significantly shorter backup path lengths than the Sparse algorithm. This
illustrates that the ability of the Sparse algorithm to resist more than one
link failure by reducing each backup configuration to a spanning tree, comes
at the cost of less optimal routing of recovered traffic.
Path lengths - 32 node GLP topologies
Optimal Backup
Rich 6 algorithm
Minimum algorithm
Sparse algorithm

Percentage of Paths

50
40
30
20
10
0
0

2

4

6

8

10

Hops

Figure 4.3: Recovery path length distributions
The shortest recovery paths are achieved using the Rich algorithm, creating six backup configurations. This is as expected, since spreading the isolated links over six backup configurations, allows us to keep a richer connectivity in each configuration. The Minimum algorithm creates three backup
configurations for the topology used here. Using only three backup configurations gives more sparse connectivity in each configuration, and thus increases
the backup path length.
The tradeoff between backup path length and the number of configurations used is also illustrated in figure 4.4. This figure shows the average
recovery path length using the Rich algorithm for a 32 node topology created
using the GLP model. We see that if we allow the use of more configurations,
the average recovery path length approaches the best achievable. Again, very
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similar results were obtained when evaluating topologies generated with the
Waxman model.

Average recovery path lengths
5
Full Topology
Optimal Backup
Rich 6 Algorithm

Path length

4.5
4
3.5
3
2.5
2
3
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6
7
Layers used
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Figure 4.4: Recovery path length vs configurations used

4.4.4

Resisting more than one failure

We measure the ability of our recovery scheme to handle two simultaneous
failures. In our evaluation, we look at networks with 32 and 128 nodes,
and with a link-to-node ratio two and three. RRL is said to handle two
simultaneous failures only when there exists a single backup configuration
that contains both failed links. As mentioned above, traffic can often be
recovered even if this is not the case, depending on the routing in the network.
The network topologies are generated using the Waxman model as discussed above. We have also evaluated GLP topologies, with similar results.
Table 4.2 shows that the Sparse algorithm with six configurations provides
almost 100 % resistance for two link failures when the link-to-node is 3. When
this ratio is 2, the dual link failure resistance falls to about 85 %. Again, the
results shown are averages from 100 generated topologies.
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Method Nodes Links/node ratio
p
Sparse 6
32
2
0.860
Sparse 6
128
2
0.847
Sparse 6
32
3
0.995
Sparse 6
128
3
0.992
Table 4.2: Probability of two failure tolerance

4.5

Summary

In this chapter, we have presented Resilient Routing Layers as an approach
for providing fast recovery from link failures at the network layer. RRL is
based on computing fully connected sub-topologies called backup configurations. These backup configurations can be created manually or automatically.
We have presented algorithms that create backup configurations optimized
for minimizing the amount of state, reducing backup path lengths, and resisting dual link failures.
RRL does not influence the routing in the failure free situation. When a
link failure occurs, packets are switched to the backup configuration where
the failed link is isolated, and are routed according to the backup configuration to the destination. Traffic that does not pass through the failed link, is
not affected by the failure.
Although RRL gives recovery path lengths longer than the minimum
achievable, we have shown that the added path lengths typically consist
of a few hops. Using backup configurations with a richer connectivity, we
have demonstrated that RRL gives close to optimal recovery path lengths.
We have also shown that RRL is scalable. In our evaluation using real and
synthetically generated topologies, we found that we never needed more than
5 backup configurations to protect all links.
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Chapter 5
Multiple Routing
Configurations
The previous chapter explained how RRL can be used to give fast recovery
from link failures in general packet networks. In this chapter we will extend
the concepts introduced in RRL, and tailor them to be used in an intradomain IP network running a connectionless link-state routing protocol like
OSPF or IS-IS. The extended method is given the name Multiple Routing
Configurations (MRC).
Like RRL, MRC is based on constructing a small number of backup configurations, and to use these to prepare alternate routes that avoid a failed
component. However, instead of removing links in the backup configurations,
MRC restricts the routing by strategic link weight assignment in each configuration. In addition to link failures, MRC also guarantees fast recovery from
any single node failure in the network. Therefore, MRC is somewhat more
complex than RRL. Also, being designed with only shortest path connectionless IGP routing in mind, MRC is more specific than RRL. The increased
complexity makes it necessary to use a more formal language when we describe MRC than we have done so far.
Most of the contents in this chapter has previously been published in [93].

5.1

Introduction

MRC is a local protection scheme that is designed to guarantee fast recovery
from any single link or node failure in arbitrary biconnected networks. Single
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failures constitute a large majority of the component failures experienced in
a network [12]. MRC assumes that the network uses shortest path routing
and destination based hop-by-hop forwarding. With MRC, packet forwarding
can continue over pre-configured alternative next-hops immediately after the
detection of the failure. Using MRC as a first line of defense against network
failures, the normal IP convergence process can be put on hold. This process
is then initiated only as a consequence of non-transient failures. Since no
global re-routing is performed, fast failure detection mechanisms like fast
hellos or hardware alerts can be used to trigger MRC without compromising
network stability [57].
In the literature, it is sometimes claimed that node failure recovery implicitly gives recovery also from link failures, since the adjacent links of the
failed node can be avoided. This is true for intermediate nodes, but the
egress node in a network domain must still be reachable if the link in the last
hop fails (“The last hop problem”, [13]). MRC solves the last hop problem
by strategic assignment of link weights between the backup configurations.
MRC has a range of attractive features:
• It provides almost continuous forwarding of packets in the case of a
failure. The router that detects the failure initiates a local rerouting
immediately, without communicating with the surrounding neighbors.
• MRC helps improve network availability by allowing suppression of
the re-convergence process. Delaying this process is useful to address
transient failures, and pays off under many scenarios [57]. Suppression
of the re-convergence process is further actualized by the evidence that
a large proportion of network failures is short-lived, often lasting less
than a minute [12].
• MRC uses a single mechanism to handle both link and node failures.
Failures are handled locally by the detecting node, and MRC always
finds a route to the destination (if operational). MRC makes no assumptions with respect to the root cause of failure, e.g., whether the
packet forwarding is disrupted due to a failed link or a failed router.
• An MRC implementation can be made without major modifications to
existing IGP routing standards. IETF recently initiated specifications
of multi-topology routing for OSPF and IS-IS, and this approach seems
well suited to implement our proposed backup configurations [94, 95].
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• Link weights in MRC backup configurations are set independently from
the normal link weights. The load of the recovery traffic can thus
be balanced to reduce the danger of congestion without affecting the
failure-free case.
The rest of this chapter is organized as follows. In section 5.2 we describe
the basic concepts and functionality of MRC. We then define MRC formally
and present an algorithm used to create the needed backup configurations
in section 5.3. In section 5.4, we explain how the generated configurations
can be used to forward the traffic safely to its destination in case of a failure.
We present performance evaluations of the proposed method in section 5.5,
before we summarize this chapter in section 5.6.

5.2

MRC Overview

MRC is based on building a small set of backup routing configurations, that
are used to route recovered traffic on alternate paths after a failure. The
backup configurations differ from the normal routing configuration in that
link weights are set so as to avoid routing traffic in certain parts of the
network. We observe that if all links attached to a node are given sufficiently
high link weights, traffic will never be routed through that node. The failure
of that node will then only affect traffic that is sourced at or destined for the
node itself. Similarly, to exclude a link from taking part in the routing, we
give it infinite weight. The link can then fail without any consequences for
the traffic.
Our MRC approach is threefold. First, we create a set of backup configurations, so that every network component is excluded from packet forwarding
in one configuration. Second, for each configuration, a standard routing algorithm like OSPF is used to calculate configuration specific shortest paths
and create forwarding tables in each router, based on the configurations. The
use of a standard routing algorithm guarantees loop-free forwarding within
one configuration. Finally, we design a forwarding process that takes advantage of the backup configurations to provide fast recovery from a component
failure.
In our approach, we construct the backup configurations so that for all
links and nodes in the network, there is a configuration where that link or
node is not used to forward traffic. Thus, for any single link or node failure,
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there will exist a configuration that will route the traffic to its destination
on a path that avoids the failed element. Also, the backup configurations
must be constructed so that all nodes are reachable in all configurations,
i.e., there is a valid path with a finite cost between each node pair. We
formally describe MRC and the configuration generation in section 5.3
Using a standard shortest path calculation, each router creates a set of
configuration-specific forwarding tables. For simplicity, we say that a packet
is forwarded according to a configuration, meaning that it is forwarded using
the forwarding table calculated based on that configuration. In this chapter
we talk about building a separate forwarding table for each configuration,
but we believe that more efficient solutions can be found in a practical implementation.
When a router detects that a neighbor can no longer be reached through
one of its interfaces, it does not immediately inform the rest of the network
about the connectivity failure. Instead, packets that would normally be
forwarded over the failed interface are marked as belonging to a backup configuration, and forwarded on an alternative interface towards its destination.
The selection of the correct backup configuration, and thus also the backup
next-hop, is detailed in section 5.4. The packets must be marked with a configuration identifier, so the routers along the path know which configuration
to use. Packet marking is most easily done by using specific values in the
DSCP field in the IP header. If this is not possible, other packet marking
strategies like IPv6 extension headers or using a private address space and
tunneling (as proposed in [61]) could be used.
It is important to stress that MRC does not affect the failure-free original
routing, i.e., when there is no failure, all packets are forwarded according to
the original configuration, where all link weights are normal. Upon detection
of a failure, only traffic reaching the failure will switch configuration. All
other traffic is forwarded according to the original configuration as normal.

5.3

Generating Backup Configurations

In this section, we will first detail the requirements that must be put on the
backup configurations used in MRC. Then, we propose an algorithm that
can be used to automatically create such configurations. The algorithm will
typically be run once at the initial startup of the network, and each time a
node or link is permanently added or removed. We use the notation shown
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G = (N, A)
Ci
Si
Bi
A(u)
(u, v)
pi (u, v)
N (p)
A(p)
wi (u, v)
wi (p)
wr
n
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Table 5.1: Notation
Graph comprising nodes N and directed links (arcs) A
The graph with link weights as in configuration i
The set of isolated nodes in configuration Ci
The backbone in configuration Ci
The set of links from node u
The directed link from node u to node v
A given shortest path between nodes u and v in Ci
The nodes on path p
The links on path p
The weight of link (u, v) in configuration Ci
The total weight of the links in path p in configuration Ci
The weight of a restricted link
The number of backup configurations

in table 5.1.

5.3.1

Configurations Structure

MRC configurations are defined by the network topology, which is the same in
all configurations, and the associated link weights, which differ among configurations. We formally represent the network topology as a graph G = (N, A),
with a set of nodes N and a set of unidirectional links (arcs) A1 . In order to
guarantee single-fault tolerance, the topology graph G must be biconnected.
A configuration is defined by this topology graph and the associated link
weight function:
Definition. A configuration Ci is an ordered pair (G, wi ) of the graph G
and a function wi : A → {1, . . . , wmax , wr , ∞} that assigns an integer weight
wi (a) to each link a ∈ A.
We distinguish between the normal configuration C0 and the backup configurations Ci , i > 0. In the normal configuration, C0 , all links have “normal”
weights w0 (a) ∈ {1, . . . , wmax }. We assume that C0 is given with finite integer weights. MRC is agnostic to the setting of the link weights in C0 . In
1

We interchangeably use the notations a or (u, v) to denote a link, depending on whether
the endpoints of the link are important.
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the backup configurations, selected links and nodes must not carry any transit traffic. Still, traffic must be able to depart from and reach all operative
nodes. These traffic regulations are imposed by assigning high weights to
some links in the backup configurations:
Definition. A link a ∈ A is isolated in Ci if wi (a) = ∞.
Definition. A link a ∈ A is restricted in Ci if wi (a) = wr .
Isolated links do not carry any traffic. Restricted links are used to isolate
nodes from traffic forwarding. The restricted link weight wr must be set to a
sufficiently high, finite value to achieve that. Nodes are isolated by assigning
at least the restricted link weight to all their attached links. For a node to
be reachable, we cannot isolate all links attached to the node in the same
configuration. More than one node may be isolated in a configuration. The
set of isolated nodes in Ci is denoted Si , and the set of normal (non-isolated)
nodes S i = N \ Si .
Definition. A node u ∈ N is isolated in Ci if
∀(u, v) ∈ A(u), wi (u, v) ≥ wr
∧ ∃(u, v) ∈ A(u), wi (u, v) = wr

(5.1)

With MRC, restricted and isolated links are always attached to isolated
nodes as given by the following rules. For all links (u, v) ∈ A,
wi (u, v) = wr ⇒ (u ∈ Si ∧ v ∈ S i ) ∨ (v ∈ Si ∧ u ∈ S i )
wi (u, v) = ∞ ⇒ u ∈ Si ∨ v ∈ Si

(5.2)
(5.3)

This means that a restricted link always connects an isolated node to
a non-isolated node. An isolated link either connects an isolated node to a
non-isolated node, or it connects two isolated nodes. Importantly, this means
that a link is always isolated in the same configuration as at least one of its
attached nodes. These two rules are required by the MRC forwarding process
described in section 5.4 in order to give correct forwarding without knowing
the root cause of failure. When we talk of a backup configuration, we refer
to a configuration that adheres to (5.2) and (5.3).
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Figure 5.1: a) Node 5 is isolated (shaded color) by setting a high weight on
all its connected links (stapled). Only traffic to and from the isolated node
will use these restricted links. b) A configuration where nodes 1, 4 and 5,
and the links 1-2, 3-5 and 4-5 are isolated (dotted).
The purpose of the restricted links is to isolate a node from routing in
a specific backup configuration Ci , such as node 5 in figure 5.1a). In many
topologies, more than a single node can be isolated simultaneously. In the
example in figure 5.1b) three nodes and three links are isolated.
Restricted and isolated links are always given the same weight in both
directions. However, MRC treats links as unidirectional, and makes no
assumptions with respect to symmetric link weights for the links that are
not restricted or isolated. Hence, MRC can co-exist with traffic engineering
schemes that rely on asymmetric link weights for load balancing purposes.
MRC guarantees single-fault tolerance by isolating each link and node in
exactly one backup configuration. In each configuration, all node pairs must
be connected by a finite cost path that does not pass through an isolated
node or an isolated link. A configuration that satisfies this requirement is
called valid :
Definition. A configuration Ci is valid if and only if
∀u, v ∈ N : N (pi (u, v)) \ (S i ∪ {u, v}) = ∅
∧ wi (pi (u, v)) < ∞

(5.4)
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We observe that all backup configurations retain a characteristic internal
structure, in that all isolated nodes are directly connected to a core of nodes
connected by links with normal weights:
Definition. A configuration backbone Bi = (S i , Ai ), Ai ⊆ A consists of all
non-isolated nodes in Ci and all links that are neither isolated nor restricted:
a ∈ Ai ⇔ wi (a) ≤ wmax

(5.5)

A backbone is connected if all nodes in S i are connected by paths containing links with normal weights only:
Definition. A backbone Bi is connected if and only if
∀u, v ∈ Bi : a ∈ A(pi (u, v)) ⇒ w(a) ≤ wmax

(5.6)

An important invariant in our algorithm for creating backup configurations is that the backbone remains connected. Since all backup configurations
must adhere to (5.2) and (5.3), we can show that a backup configuration with
a connected backbone is equivalent to a valid backup configuration:
Lemma 5.3.1. A backup configuration Ci is valid if and only if it contains
a connected backbone.
Proof. We first show that a connected backbone implies that Ci is valid.
For each node pair u and v, zero, one or both of u and v are in Si . Assume
u ∈ Si ∧v ∈ Si . From the definition of an isolated node and (5.2), ∃u0 , v 0 ∈ S i :
wi (u, u0 ) = wr ∧ wi (v, v 0 ) = wr . From (5.6) a ∈ A(pi (u0 , v 0 )) ⇒ w(a) ≤ wmax .
Thus,
wi (pi (u, v)) ≤ 2wr + wi (pi (u0 , v 0 )) < ∞
N (pi (u, v)) \ (S i ∪ {u, v}) = ∅

(5.7)
(5.8)

and (5.4) follows. A subset of the above is sufficient to show the same if only
one, or none, of u, v is in Si .
For the converse implication, assume u, v ∈ S i and node x ∈ N (pi (u, v)).
From (5.4), x ∈ S i and wi (pi (u, v)) < ∞. Since by (5.2) restricted links are
always connected to at least one isolated node, such links can not be part of
A(pi (u, v)), and all links in A(pi (u, v)) must have normal weights.
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In backup configurations, transit traffic is constrained to the configuration
backbone. A restricted link weight wr that is sufficiently high to achieve this
can be determined from the number of links in the network and the maximal
normal link weight:
Proposition 5.3.2. Let x be a node isolated in the valid backup configuration
Ci . Then, restricted link weight value
wr = |A| · wmax

(5.9)

is sufficiently high to exclude x from any shortest path in Ci which does not
start or end in x.
Proof. Since all links attached to the isolated node x have a weight of at least
wr , the weight of a path through x will be at least 2 · wr = 2 · |A| · wmax . From
the definition of an isolated node and (5.2), all isolated nodes are directly
connected to the configuration backbone. From (5.4), any shortest path in
Ci will be entirely contained in Bi , except possibly the first or the last hop.
A valid configuration contains a connected backbone, and the total weight of
the sub-path that is within Bi will be at most |Ai | · wmax . Since |Ai | < 2|A|,
no shortest path will include x as the transit.
To guarantee recovery after any component failure, every node and every
link must be isolated in one backup configuration. Let C = {C1 , ...Cn } be a
set of backup configurations. We say that
Definition. A set, C, of backup configurations is complete if
∀a ∈ A, ∃Ci ∈ C : wi (a) = ∞
∧
∀u ∈ N, ∃Ci ∈ C : u ∈ Si

(5.10)

A complete set of valid backup configurations for a given topology can be
constructed in different ways. In the next subsection we present an efficient
algorithm for this purpose.

5.3.2

Algorithm

The number and internal structure of backup configurations in a complete
set for a given topology may vary depending on the construction model. If
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more configurations are created, fewer links and nodes need to be isolated
per configuration, giving a richer (more connected) backbone in each configuration. On the other hand, if fewer configurations are constructed, the state
requirement for the backup routing information storage is reduced. However, calculating the minimum number of configurations for a given topology
graph is computationally demanding. One solution would be to find all valid
configurations for the input consisting of the topology graph G and its associated normal link weights w0 , and then find the complete set of configurations
with lowest cardinality. Finding this set would involve solving the Set Cover
problem, which is known to be N P -complete [96].
Instead we present a heuristic algorithm that attempts to make all nodes
and links in an arbitrary biconnected topology isolated. Our algorithm takes
as input the directed graph G, its associated normal link weights w0 , and
the number n of backup configurations that is intended created. If the algorithm terminates successfully, its output is a complete set of valid backup
configurations. For a sufficiently high n, the algorithm will always terminate
successfully, as will be further discussed below.
Description
Algorithm 5.1 loops through all nodes in the topology, and tries to isolate
them one at a time. A link is isolated in the same iteration as one of its
attached nodes. The algorithm terminates when either all nodes and links in
the network are isolated in exactly one configuration, or a node that cannot
be isolated is encountered. We now specify the algorithm in detail, using the
notation shown in table 5.1.
Main loop Initially, n backup configurations are created as copies of the
normal configuration. A queue of nodes (Qn ) and a queue of links (Qa ) are
initiated. The node queue contains all nodes in an arbitrary sequence. The
link queue is initially empty, but all links in the network will have to pass
through it. Method first returns the first item in the queue, removing it
from the queue.
When a node u is attempted isolated in a backup configuration Ci , it is
first tested that doing so will not disconnect Bi according to definition (5.6).
The connected method at line 13 decides this by testing that each of u’s
neighbors can reach each other without passing through u, an isolated node,
or an isolated link in configuration Ci .

5.3. GENERATING BACKUP CONFIGURATIONS

Algorithm 5.1: Creating backup configurations.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

for i ∈ {1 . . . n} do
Ci ← (G, w0 )
Si ← ∅
Bi ← Ci
end
Qn ← N
Qa ← ∅
i←1
while Qn 6= ∅ do
u ← first (Qn )
j←i
repeat
if connected(Bi \ ({u}, A(u))) then
Ctmp ← isolate(Ci , u)
if Ctmp 6= null then
Ci ← Ctmp
Si ← Si ∪ {u}
Bi ← Bi \ ({u}, A(u))
i ← (i mod n) + 1
until u ∈ Si or i=j
if u ∈
/ Si then
Give up and abort
end
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If the connectivity test is positive, function isolate is called, which attempts to find a valid assignment of isolated and restricted links for node u
as detailed below. If successful, isolate returns the modified configuration
and the changes are committed (line 16). Otherwise it returns null, and no
changes are made in Ci .
If u was successfully isolated, we move on to the next node. Otherwise, we
keep trying to isolate u in every configuration, until all n configurations are
tried (line 20). If u could not be isolated in any configuration, a complete
set of valid configurations with cardinality n could not be built using our
algorithm. The algorithm will then terminate with an unsuccessful result
(line 22).
Function isolate(Ci , u)
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Qa ← Qa + (u, v), ∀(u, v) ∈ A(u)
while Qa 6= ∅ do
(u, v) ← first (Qa )
if ∃j : v ∈ Sj then
if wj (u, v) = wr then
if ∃(u, x) ∈ A(u)Â(u, v) : wi (u, x) 6= ∞ then
wi (u, v) ← wi (v, u) ← ∞
else
return null
else if wj (u, v) = ∞ and i 6= j then
wi (u, v) ← wi (v, u) ← wr
else
if ∃(u, x) ∈ A(u)Â(u, v) : wi (u, x) 6= ∞ then
wi (u, v) ← wi (v, u) ← ∞
else
wi (u, v) ← wi (v, u) ← wr
Qn ← v + (Qn \ v)
Qa ← (v, u)
end
return Ci

Isolating links Along with u, as many as possible of its attached links are
isolated. The algorithm runs through the links A(u) attached to u (lines 2-3

5.3. GENERATING BACKUP CONFIGURATIONS

73

in function isolate). It can be shown that it is an invariant in our algorithm
that in line 1, all links in Qa are attached to node u. The node v in the other
end of the link may or may not be isolated in some configuration already
(line 4). If it is, we must decide whether the link should be isolated along
with u (line 7), or if it is already isolated in the configuration where v is
isolated (line 11). A link must always be isolated in the same configuration
as one of its end nodes. Hence, if the link was not isolated in the same
configuration as v, it must be isolated along with node u.
Before we can isolate the link along with u, we must test (line 6) that u
will still have an attached non-isolated link, in accordance to the definition
of isolated nodes. If this is not the case, u can not be isolated in the present
configuration (line 9).
In the case that the neighbor node v was not isolated in any configuration
(line 12), we isolate the link along with u if there exists another link not
isolated with u (line 14). If the link can not be isolated together with node
u, we leave it for node v to isolate it later. To make sure that this link can be
isolated along with v, we must process v next (line 17, selected at line 10 in
algorithm 5.1), and link (v, u) must be the first among the links originating
from node v to be processed (line 18, selected at line 2).
Output
We show that successful execution of algorithm 5.1 results in a complete set
of valid backup configurations.
Proposition 5.3.3. If algorithm5.1 terminates successfully, the produced
backup configurations adhere to (5.2) and (5.3).
Proof. A link is only given weight wr or ∞ in the process of isolating one of
its attached nodes, and (5.3) follows. For restricted links, (5.2) requires that
only one of the attached nodes are isolated. This invariant is maintained
in line 7 in function isolate by demanding that if a node attached to a
restricted link is attempted isolated, the link must also be isolated. Hence
it is impossible to isolate two neighbor nodes without also isolating their
connecting link, and (5.2) follows.
Proposition 5.3.4. If algorithm5.1 terminates successfully, the backup configurations set C = {C1 , C2 , . . . , Cn } is complete, and all configurations Ci ∈
C are valid.
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Proof. Initially, all links in all configurations have original link weights. Each
time a new node and its connected links are isolated in a configuration Ci we
verify that the backbone in that configuration remains connected. When the
links are isolated, it is checked that the node has at least one neighbor not
isolated in Ci (line 14 in function isolate). When isolating a node, we also
isolate as many as possible of the connected links. A link is always isolated
in the same configuration as one of its attached nodes. If this is not possible,
the node is not isolated (isolate, line 9). From Lemma 5.3.1, the altered
configuration remains valid.
The algorithm runs through all nodes. If one node cannot be isolated, the
algorithm aborts (line 22 in algorithm 5.1). If it does terminate with success,
all nodes and links are isolated in one configuration, thus the configuration
set is complete.
Termination
The algorithm runs through all nodes trying to make them isolated in one of
the backup configurations and will always terminate with or without success.
If a node cannot be isolated in any of the configurations, the algorithm
terminates without success. However, the algorithm is designed so that any
biconnected topology will result in a successful termination, if the number of
configurations allowed is sufficiently high.
Proposition 5.3.5. Given a biconnected graph G = (N, A), there will exist
n ≤ |N |, so that algorithm5.1 will terminate successfully.
Proof. Assume n = |N |. The algorithm will create |N | backup configurations, isolating one node in each backup configuration. In biconnected
topologies this can always be done. Along with a node u, all attached links
except one, say (u, v), can be isolated. By forcing node v to be the next
node processed (isolate line 17), and the link (v, u) to be first among A(v)
(line 18), node v and link (v, u) will be isolated in the next configuration.
This can be repeated until we have configurations so that every node and
link is isolated. This holds also for the last node processed, since its last
link will always lead to a node that is already isolated in another configuration. Since all links and nodes can be isolated, the algorithm will terminate
successfully.
A ring topology is a worst-case example of a topology that would need
|N | backup configurations to isolate all network elements. In section 5.5 we
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analyze the number of backup configurations created by algorithm 5.1 for
different input network topologies.
Complexity
The complexity of the proposed algorithm is determined by the loops and
the complexity of the connected method. This method performs a procedure
similar to determining whether a node is an articulation point in a graph,
bound to worst case O(|N |+|A|). Additionally, for each node, we run through
all adjacent links, whose number has an upper bound in the maximum node
degree ∆. In the worst case, we must run through all n configurations to
find a configuration where a node can be isolated. The worst case running
time for the complete algorithm is then bound by O(n∆|N ||A|).

5.4

Local Forwarding Process

Given a sufficiently high n, the algorithm presented in section 5.3 will create
a complete set of valid backup configurations. Based on these, a standard
shortest path algorithm is used in each configuration to calculate configuration specific forwarding tables. In this section, we describe how these
forwarding tables are used to avoid a failed component.
When a packet reaches a point of failure, the node adjacent to the failure,
called the detecting node, is responsible for finding a backup configuration
where the failed component is isolated. The detecting node marks the packet
as belonging to this configuration, and forwards the packet. From the packet
marking, all transit routers identify the packet with the selected backup configuration, and forward it to the egress node avoiding the failed component.
Consider a situation where a packet arrives at node u, and cannot be
forwarded to its normal next-hop v because of a component failure. The
detecting node must find the correct backup configuration without knowing
the root cause of failure, i.e., whether the next-hop node v or link (u, v) has
failed, since this information is generally unavailable.
Let C(u) denote the backup configuration where node u is isolated, i.e.,
C(u) = Ci ⇔ u ∈ Si . Similarly, let C(u, v) denote the backup configuration
where the link (u, v) is isolated, i.e., C(u, v) = Ci ⇔ wi (u, v) = ∞. Assuming
that node d is the egress (or the destination) in the local network domain,
we can distinguish between two cases. If v 6= d, forwarding can be done in
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Figure 5.2: Packet forwarding state diagram.
configuration C(v), where both v and (u, v) will be avoided. In the other
case, v = d, the challenge is to provide recovery for the failure of link (u, v)
when node v is operative. Our strategy in this case is to forward the packet
using a path to v that does not contain (u, v). Furthermore, packets that
have changed configuration before, and still meet a failed component on their
forwarding path, must be discarded. This way packets loops are avoided, also
in the case that node d indeed has failed. The steps that are taken in the
forwarding process by the detecting node u are summarized in figure 5.2.
Assume there is only a single component failure in the network, detected
by node u on path to the network-local destination d via node v.
Proposition 5.4.1. Node u selects configuration Ci so that v 6∈ N (pi (u, d)),
if v 6= d.
Proof. Node u selects C(v) in step 2. Node v is isolated in C(v) and will not
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be in the shortest path pi (u, d) according to proposition 5.3.2.
Proposition 5.4.2. Node u selects configuration Ci so that (u, v) 6∈ A(pi (u, d)).
Proof. If v 6= d, node u selects C(v) in step 2, and neither node v nor link
(u, v) will be in the shortest path pi (u, d).
Assume that v is the egress node for destination d. Remember that
according to (5.3), C(u, v) = C(u) ∨ C(u, v) = C(v). We distinguish between
three possible cases, illustrated in figure 5.3.
If C(u) = Ci and C(v) = Ci as in figure 5.3a), then C(u, v) = Ci according
to the definition of an isolated node and (5.2). Forwarding step 2 will select
C(v) = Ci and A(pi (u, v)) does not contain (u, v).
If C(u) = Ci , C(v) = Cj , i 6= j, and C(u, v) = Cj as in figure 5.3b),
forwarding step 2 will select C(v) = Cj and A(pj (u, v)) does not contain
(u, v).
Finally, if C(u) = Ci , C(v) = Cj , i 6= j, and C(u, v) = Ci as in figure
5.3c), forwarding step 2 will select C(v) = Cj . Link (u, v) is not isolated in
Cj , and will be returned as the next hop. Step 3 will detect this, and step 4
will select C(u) = Ci and A(pi (u, v)) does not contain (u, v).

5.4.1

Implementation issues

The forwarding process can be implemented in the routing equipment as
presented above, requiring the detecting node u to know the backup configuration C(v) for each of its neighbors. Node u would then perform at most two
additional next-hop lookups in the case of a failure. However, all nodes in
the network have full knowledge of the structure of all backup configurations.
Hence, node u can determine in advance the correct backup configuration to
use if the normal next hop for a destination d has failed. This way the forwarding decision at the point of failure can be simplified at the cost of storing
the identifier of the correct backup configuration to use for each destination
and failing neighbor.
For the routers to make a correct forwarding decision, each packet must
carry information about which configuration it belongs to. This information
can be either explicit or implicit. An explicit approach could be to use a
distinct value in the DSCP field of the IP header to identify the configuration. As we will see shortly, a very limited number of backup configurations
are needed to guarantee recovery from all single link or node failures, and
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C(u) = C(v)
u
v

a)
C(v)
u
v

b)
C(u)
u
v

c)
Figure 5.3: When there is an error in the last hop u → v, a packet must
be forwarded in the configuration where the connecting link is isolated. The
figure shows isolated nodes (shaded color), restricted links (dashed), and isolated links (dotted). In cases (a) and (b), C(u, v) = C(v), and the forwarding
will be done in C(v). In case (c), C(u, v) 6= C(v), and the forwarding will be
done in C(u).
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hence the number of needed values would be small. A more implicit approach
would be to assign a distinct local IP address space for each backup configuration. Each node in the IGP cloud would get a separate address in each
configuration. The detecting node could then encapsulate recovered packets
and tunnel them shortest path in the selected backup configuration to the
egress node. The packets would then be decapsulated at the egress and forwarded from there as normal towards the final destination. The drawback
with this method is the additional processing and bandwidth resource usage
associated with tunneling.
Recent IETF standardization work on Multi Topology routing mechanisms [94, 95] provides a useful framework for MRC implementation. These
IETF drafts specify how routers can exchange information about the link
weights used in several logical topologies, and build topology specific forwarding tables. Use of these drafts for providing proactive recovery is sketched in
[97].

5.5

Performance Evaluation

MRC requires the routers to store additional routing configurations. The
amount of state required in the routers is related to the number of such
backup configurations. Since routing in a backup configuration is restricted,
MRC will potentially give backup paths that are longer than the optimal
paths. Longer backup paths will affect the total network load and also the
end-to-end delay.
Full, global IGP re-convergence determines shortest paths in the network
without the failed component. We use its performance as a reference point
and evaluate how closely MRC can approach it. Note that MRC yields the
shown performance immediately after a failure, while IP re-convergence can
take seconds to complete.

5.5.1

Method

We compare the network performance when MRC is used to recover traffic
to the performance in the failure-free case (denoted “IGP normal”) and after
a full global re-convergence (“IGP rerouting”).
We have implemented the algorithm described in section 5.3.2 and created
configurations for a wide range of biconnected synthetic and real topologies.
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The synthetic topologies are obtained from the BRITE topology generation
tool [89] using the Waxman [92] and the Generalized Linear Preference (GLP)
[90] models. The number of nodes is varied between 16 and 512 to demonstrate the scalability. To explore the effect of network density, the average
node degree is 4 or 6 for Waxman topologies and 3.6 for GLP topologies. For
all synthetic topologies, the links are given unit weight. The real topologies
are taken from the Rocketfuel topology database [88].
For each topology, we measure the minimum number of backup configurations needed by our algorithm to isolate every node and link in the network.
Based on the created configurations, we measure the backup path lengths
(hop count) achieved by our scheme after a node failure. For a selected
class of topologies, we evaluate the backup path lengths dependence on the
number of backup configurations.
The shifting of traffic from the normal path to a recovery path changes the
load distribution in the network, and can in some cases lead to congestion
and packet loss. We therefore test the effect our scheme has on the load
distribution after a failure. To do this, we have performed simulations of the
European COST239 network [98] shown in figure 5.4, designed to connect
major cities across Europe. All links in the network are given an equal
abstract capacity of 100. To achieve a good load distribution and minimize
the chances of congestion in the failure-free case, we adopt the link weight
optimization heuristic introduced in [69]. They define a piecewise linear cost
function Φ that is dependent on the load l(a) on each of the links a in the
network. Φ is convex and resembles an exponentially growing function. They
then introduce a local search heuristic that tries to minimize the value of Φ
by randomly perturbing the link weights. This local search heuristic has been
shown to give performance that is close to the optimal solution that can be
achieved by a connection oriented technology like MPLS.
The COST239 network is selected for this evaluation because of its resilient network topology. By using this network, we avoid a situation where
there exists only one possible backup path to a node. The differences with
respect to link loads between different recovery strategies will only be visible
when there exists more than one possible backup path. In the COST239 network each node has a node degree of at least four, providing the necessary
maneuvering space.
For our load evaluations, we use a traffic matrix where the traffic between
two destinations is based on the population of the countries they represent
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Figure 5.4: The COST239 network
[98]. For simplicity, we look at constant packet streams between each node
pair. The traffic matrix has been scaled so that the load on the most utilized
link in the network is about 2/3 of the capacity. We use shortest path routing
with equal splitting of traffic if there exists several equal cost paths towards
a destination.

5.5.2

Number of Backup Configurations

Figure 5.5 shows the minimum number of backup configurations that algorithm 5.1 could produce in a wide range of synthetic topologies. Each bar in
the figure represents 100 different topologies given by the type of generation
model used, the links-to-node ratio, and the number of nodes in the topology.
Table 5.2 shows the minimum number of configurations algorithm 5.1 could
produce for selected real world topologies.
The results show that the number of backup configurations needed is
usually modest; 3 or 4 is typically enough to isolate every element in a
topology. No topology required more than six configurations. In other words,
algorithm 5.1 performs very well even in large topologies. The algorithm fails
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Figure 5.5: The number of backup configurations required for a wide range of
BRITE generated topologies. As an example the bar name wax-2-16 denotes
that the Waxman model is used with a links-to-node ratio of 2, and with 16
nodes.

Table 5.2: Number of backup configurations for selected real world networks
Network
Nodes Links Configurations
Sprint US
32
64
4
German Tel
10
17
3
13
37
2
DFN
Geant
19
30
5
COST239
11
26
3
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only if it meets a node that if isolated disconnects the backbone in each of
the n backup configurations. The algorithm often goes through all network
nodes without meeting this situation even if n is low, and is more successful
in topologies with a higher average node degree.
In section 5.3.2 we stated that the problem of finding a minimal complete
set of valid configurations can be transformed to the Set Covering problem.
It has long been known that heuristic algorithms can efficiently approximate
an optimal solution to this problem [99], which makes the good performance
of algorithm 5.1 less surprising.
It is difficult to quantify exactly the amount of extra state that must
be stored in the forwarding tables of the routers in order to support MRC,
because this would be highly dependent on the FIB design of the specific
router. It is however clear that the state requirements will is some way be
dependent on the number of backup configurations used. A modest number
of backup configurations shows that our method is implementable without
requiring a prohibitively high amount of state information.

5.5.3

Backup Path Lengths

Figure 5.6 shows path length distribution of the recovery paths after a node
failure. The numbers are based on 100 different synthetic Waxman topologies
with 32 nodes and 64 links. All the topologies have unit weight links. Results
for link failures show the same tendency and are not presented.
For reference, we show the path length distribution in the failure-free case
(“IGP normal”), for all paths with at least two hops. For each of these paths,
we let every intermediate node fail, and measure the resulting recovery path
lengths using global IGP rerouting, local rerouting based on the full topology
except the failed component (“Optimal local”), as well as MRC with 5 backup
configurations.
We see that MRC gives backup path lengths close to those achieved after
a full IGP re-convergence. This means that the affected traffic will not suffer
from unacceptably long backup paths in the period when it is forwarded
according to an MRC backup configuration.
Algorithm 5.1 yields richer backup configurations as their number increases. In figure 5.7 we have plotted the average backup path lengths for
the 75 of the 100 Waxman-32-64 input topologies that could be covered using
3 backup configurations. The figure shows that the average recovery path
length decreases as the number of backup configurations increases.
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Figure 5.6: Backup path lengths in the case of a node failure.
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Figure 5.7: Average backup path lengths in the case of a node failure as a
function of the number of backup configurations.
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Figure 5.8: Load on all unidirectional links in the failure free case, after
IGP re-convergence, and when MRC is used to recover traffic. Shows each
individual links worst case scenario.

5.5.4

Load on Individual Links

In order to evaluate the routing performance while MRC is used to recover
traffic, we measure the throughput on each unidirectional link for every possible link failure. We then find the maximum link utilization over all failures
for each link. Five backup configurations were used.
Figure 5.8 shows the maximum load on all links, which are indexed from
the least loaded to the most loaded in the failure-free case. The results
indicate that the restricted routing in the backup topologies result in a worst
case load distribution that is comparable to what is achieved after a complete
IGP rerouting process.
However, we see that for some link failures, MRC gives a somewhat higher
maximum link utilization in this network. The maximum link load after the
worst case link failure is 118% with MRC, compared to 103% after a full IGP
re-convergence. In the next chapter, we discuss a method for improving the
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post failure load balancing with MRC.

5.6

Summary

In this chapter we have presented Multiple Routing Configurations as an
approach to achieve fast recovery in IP networks. Like RRL described in
chapter 4, MRC is based on providing the routers with additional routing
configurations, allowing them to forward packets along routes that avoid a
failed component. MRC guarantees recovery from any single node or link
failure in an arbitrary biconnected network. By calculating backup configurations in advance, and operating based on locally available information only,
MRC can act promptly after failure discovery.
MRC operates without knowing the root cause of failure, i.e., whether
the forwarding disruption is caused by a node or link failure. Different from
RRL, this is achieved by using careful link weight assignment according to
the rules we have described. The link weight assignment rules also provide
basis for a forwarding procedure that successfully solves the last hop problem.
The performance of the algorithm and the forwarding mechanism has
been evaluated using simulations. We have shown that MRC scales well: 3
or 4 backup configurations is typically enough to isolate all links and nodes
in our test topologies. MRC backup path lengths are comparable to the
optimal backup path lengths—MRC backup paths are typically zero to two
hops longer.
We have evaluated the effect MRC has on the load distribution in the
COST239 network while traffic is routed in the backup configurations. In
some cases, the restricted routing in the backup configurations gives an unwanted shift of recovered traffic to already highly loaded links. In the next
chapter, we will present a method for mitigating this effect.

Chapter 6
MRC Routing Performance
In the previous chapter, we introduced MRC as a proactive recovery scheme
that can route traffic around a failed element immediately after the failure
is detected. In this chapter, we investigate the routing performance aspects
of the MRC method, and propose a strategy for reducing the chances of
congestion while traffic is routed according to the backup configurations.
Most of the contents in this chapter will also be published in [100].

6.1

Introduction

The motivation for introducing fast recovery mechanisms at the networking
layer is to avoid packet loss during the IGP re-convergence phase, and to
increase network stability by handling failures without triggering a global
re-convergence. Existing proactive IP recovery schemes are limited to guaranteeing loop-free connectivity in the network after a failure, and do not
consider the post-failure load distribution. The shifting of traffic to alternate
links after a failure can lead to congestion and packet loss in parts of the network [13]. If the routing calculated by the proactive recovery scheme leads
to congestion, it limits the time that the the backup paths can be used to
forward traffic before the global routing protocol is informed about the failure. This reduces the chance that a transient failure can be handled without
a full global routing re-convergence. Hence, it is important that the reduced
packet loss is not spoiled by creating congestion in other parts of the network.
A proactive recovery scheme should not only guarantee connectivity after
a failure, but also do so in a manner that does not cause an unacceptable load
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distribution. This requirement has been noted as being one of the principal
challenges for precalculated IP recovery schemes [52]. We believe that a well
engineered distribution of recovered traffic will be crucial for the adoption of
any fast IP recovery method.
Important work on traffic engineering in OSPF/IS-IS networks focus on
optimizing link weights, so that traffic is well distributed across the available
links. The work in this area has focused either on the failure free case [69,
67, 68], or on finding link weights that work well both in the normal case and
when the routing protocol has converged after a single link failure [71, 72, 73].
A major drawback of these solutions is that they compromise performance
in the failure free case in order to give reasonable performance after a failure.
Also, these schemes focus on the load distribution after the convergence of
the IGP routing protocol, and are not designed to work with fast IP recovery
schemes. Very little work has been done on the traffic engineering properties
of proactive IP recovery methods.
With MRC, the link weights are set individually in each backup configuration. This gives great flexibility with respect to how the recovered traffic
is routed. The backup configuration used after a failure is selected based
on the failure instance, and hence we can choose link weights in the backup
configurations that are well suited for only a subset failure instances.

6.1.1

Our contributions

In this chapter, we discuss how we can achieve a good load distribution in
the network immediately after a link failure, when MRC is used as a fast
recovery mechanism. We present an algorithm to create the MRC backup
configurations in a way that takes the traffic distribution into account. Then,
we present a heuristic aimed at finding a set of link weights for each backup
configuration that distributes the load well in the network after any single
link failure. Our scheme is strictly proactive; no link weights need to be
changed after the discovery of a failure.
With MRC, all recovered traffic is routed in the backup configurations.
This allows us, unlike previous proposals, to optimize for link failures without
compromising performance in the failure free case. Also, our work is the first
to address the issue of load balancing after a failure in the context of a
proactive IP recovery scheme.
Our solution consists of three phases; first the link weights in the normal
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configuration are optimized while only taking the failure free situation into
account, second we take advantage of the load distribution in the failure free
case to construct the MRC backup configurations in an intelligent manner,
and third we optimize the link weights in the backup configurations to get a
good load distribution after any link failure.
Our method for link weight setting is based on perturbing link weights
using a local search heuristic. The link weights in the backup configurations
are optimized to give good performance after any link failure. However,
optimizing for all possible link failures does not scale well as network size
increases, because of the number of evaluations needed. To overcome this
problem, we assume that only a few link failures are critical with respect
to the load distribution after failure. A link failure is more critical if it is
likely that it leads to more congestion. After identifying the most critical
link failures, we use only these failures in our optimization process [72].
We have evaluated our approach using simulations on several real and
synthetically generated network topologies, and we find that we achieve a
load distribution while using MRC that is usually better than after a full
OSPF/IS-IS re-convergence with original link weights. Our results approach
those of a method aimed at a good load distribution after the routing protocol
has converged on the new topology [68], with the additional benefits that our
method does not compromise on the performance in the failure free case.
The rest of this chapter is structured as follows. In section 6.2, we discuss
what decides the post-failure load distribution under MRC, and present our
algorithm for creating the backup configurations and our link weight optimization heuristic. Then we evaluate our method in section 6.3, before we
conclude and offer directions for further work in section 6.4.

6.2

Routing optimization with MRC

MRC recovers from a link or node failure in the network by redirecting the
affected traffic using predefined backup configurations. For the purpose of
the optimizations in this chapter, we restrict ourselves to only look at link
failures. For a given traffic demand matrix, the load distribution in the
network after a link failure depends on three factors:
1. The link weight assignment used in the normal configuration C0 .
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2. The structure of the backup configurations, i.e. which links and nodes
are isolated in each Ci ∈ {C1 , . . . , Cn }.
3. The link weight assignments used in the backup configurations C1 , . . . , Cn .

Given a network G = (N, A) and a demand matrix D, let Φ be the cost
of routing the traffic load through the network. Φ depends on how the load
is distributed in the network, and the exact definition of Φ could depend on
whether we want to minimize delay, avoid congestion etc. Our method is
agnostic with respect to the choice of a particular function Φ, as long as it
penalizes the use of heavily loaded links. The cost function we use in our
evaluations is defined in section 6.3.
With the shortest path routing used in OSPF/IS-IS, the cost Φ is determined by the network graph G, the demand matrix D, and the weight
assignment w used in the network. Our goal is to minimize the cost Φ in
both the normal case and after any single link failure for a given G and
D. Our strategy for achieving this is threefold. First, we use a heuristic to
optimize the link weights in the normal configuration C0 . Second, we take
advantage of the knowledge of the load distribution in the failure free case
when we create the backup configurations C1 , . . . , Cn . Third, we again use a
heuristic to optimize the link weights used in the created backup configurations.

6.2.1

The failure free case

With MRC, all traffic is routed according to C0 in the failure free case. When
there is a failure, all recovered traffic is routed according to the appropriate
backup configurations. This logical separation gives us great flexibility to
distribute the recovered traffic across available links without sacrificing performance in the normal case. One of the attractive features of our solution,
is that we can optimize the weights w0 used in the normal configuration C0
for the failure free case only, without taking the post-failure load distribution
into account.
To optimize w0 , we adopt a modified version of the local search heuristic
presented in [69]. We use this heuristic because it is well known and has been
shown to give good performance with modest complexity, but in principle
we could use any other weight search heuristic with the same objective of
minimizing the cost function Φ.
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The heuristic starts with a weight assignment w0 where w0 (a) = wmax /2
for all a ∈ A, and calculates the load l(a) on each link and the value of the
cost function Φ resulting from w0 . Then a given number of iterations are
performed. In each iteration, Φ is evaluated for a subset of the neighborhood
of w0 . A neighbor of w0 is a weight assignment obtained by changing the
link weight of a single link. For each link in the network (one at a time), a
new link weight from the range {1, . . . , wmax } is randomly picked, and Φ is
evaluated after each change. The neighbor that gives the lowest value of Φ,
is selected as the new w0 . To escape from local minima in the search space,
the heuristic randomly changes the weight of a fraction of the links if there
is no improvement after a given number of iterations. A hashing function is
used to avoid looping between solutions. For a detailed explanation of the
search heuristic, see [69].

6.2.2

Creating the backup configurations

The structure of the backup configurations is important for the load distribution after a failure. Traffic that is recovered in configuration Ci is forwarded
only in the backbone Bi , except in the first and last hops. A configuration where many nodes and links are isolated gives a sparse (less connected)
backbone. Such a configuration gives few options with regards to where recovered traffic should be routed. Conversely, a backup configuration with a
rich backbone leaves more choices with respect to routing, and increases the
possibilities to get a good distribution of load after a failure.
With MRC, the distribution of recovered traffic depends on the interaction between the structure of the backup configurations, and the weight
assignments w1 , . . . , wn . Ideally, we would like to create the backup configurations and decide w1 , . . . , wn at the same time in such a way that the cost
Φ is minimized. However, such a solution would probably have to involve
heavy computations, and in this work we instead settle for a solution where
we first create the backup configurations, and then decide the link weight
assignments. Joint optimization of the backup configuration structure and
the link weight assignments w1 , . . . , wn is left for future study.
The intuition behind our algorithm for creating backup configurations,
is that we want the amount of traffic that is potentially recovered in each
backup configuration to be approximately equal. We want to avoid that
the failure of heavily loaded links results in large amounts of traffic being
recovered in backup configurations with a sparse backbone. Instead, this
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traffic should be routed in a rich backbone, where we have a better chance
of distributing it over less loaded links by setting appropriate link weights.
The algorithm described here resembles Alg. 5.1, with the major difference
that while Alg. 5.1 tries to balance the number of isolated elements in each
backup configuration, we here try to balance the amount of recovered traffic.
When we have decided the weight assignment w0 , the load on each link in
the failure free case is given. We use this information to decide the potential
of each node in the network and the potential of each backup configuration.
Definition. The potential γ(u) of a node u is the sum of the load on all its
incoming and outgoing links:
X
γ(u) =
(l(u, v) + l(v, u))
(6.1)
v∈N

Definition. The potential γi of a backup configuration Ci is the sum of the
potential of all nodes that are isolated in Ci :
X
γi =
γ(u)
(6.2)
u∈Si

The input to our algorithm for generating backup configurations is the
normal configuration C0 , and the number n of backup configurations we want
to create. As shown in section 5, n can be set surprisingly low; 3 or 4 backup
configurations is usually sufficient to isolate all elements in a network. In
section 6.3, we evaluate the effect the choice of n has on the post failure load
distribution.
Our modified backup configuration construction method is defined in
Alg. 6.1. We start by ordering all nodes with respect to their potential (line 6
in Alg. 6.1). Then each node u is assigned to a tentative backup configuration CT (u) in line 7, so that the potential γi of each backup configuration is
approximately equal:
γi ≈ γj , i, j ∈ {1, . . . , n}

(6.3)

The nodes with the smallest potential are assigned to C1 , those with somewhat higher potential to C2 , and so on with the nodes with the highest
potential in Cn .
We then go through all nodes in the network, and attempt to isolate
each node u in its tentative backup configuration (line 11). The function
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isolate is defined in section 5.3.2. For some nodes, this might not be possible
without breaking the definition of a valid configuration given in (5.4). This
node is then attempted isolated in backup configuration Ci+1 , Ci+2 and so
on (line 19), until all backup configurations are tried. If a node can not be
isolated in any of the backup configurations, we give up and abort. Note that
when nodes can not be isolated in the backup configuration it was assigned
to, this will disturb the desired property of equalizing γi among the backup
configurations. However, in our experience this typically only happens for a
very limited number of nodes, and the consequences are not severe.
Algorithm 6.1: Load-aware backup configurations.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

20
21
22

for i ∈ {1 . . . n} do
Ci ← (G, w0 )
Si ← ∅
end
Qn ← N
sort(Qn , γ, ascending)
assign CT (Qn )
Qa ← ∅
while Qn 6= ∅ do
u ← first (Qn )
i = CT (u)
while u ∈
/ Si and not all configurations tried do
if connected(Bi \ {u}) then
Ctmp ← isolate(Ci , u)
if Ctmp 6= null then
Ci ← Ctmp
Si ← Si ∪ {u}
else
i ← (i mod n) + 1
if u ∈
/ Si then
Give up and abort
end

The outcome of this algorithm is dependent on the network topology and
the traffic demand matrix D. If the load is close to equally distributed on
the links before a failure, we end up with approximately the same number
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of nodes isolated in each backup configuration. If the traffic distribution is
more skewed (as is the case with the traffic model used in our evaluations),
the algorithm typically ends up with isolating many nodes with a small potential in C1 , while only very few nodes, with a high potential, are isolated
in backup configuration Cn . This is in accordance with the goal of having a
rich backbone in which to reroute traffic after the failure of heavily loaded
links.

6.2.3

Optimizing link weights in the backup configurations

When we have created the backup configurations C1 , . . . , Cn , the next challenge is to decide the weight assignments w1 , . . . , wn . We use a similar search
heuristic as in the failure free case. The straightforward way of doing this
would be to evaluate the cost of the network for all possible link failures and
for each candidate set of weight assignments. However, evaluating a candidate weight assignment is a rather expensive operation in terms of computing resources. The large number of evaluations needed to cover all failure
instances makes this unfeasible for large networks. We therefore apply a
strategy where we assume that a limited number of link failures are the most
critical with respect to the load distribution, as introduced in [72]. Our
method for deciding the weight assignments w1 , . . . , wn in the backup configurations then consists of two subproblems. First we need to find the critical
links, i.e the subset of links whose failure has the most grave impact on the
load distribution in the network. Then we evaluate each candidate set of
weight settings against the failure of the small set of critical links only. This
gives a significant reduction in the number of cost evaluations needed, and
makes our method feasible also for larger networks.
Identifying critical links
Let Φa denote the cost of routing the demands through the network when
link a has failed. We define the critical link set LC as the k links that give the
highest value of Φa upon failure, i.e. LC is the set of links with cardinality
k so that ∀a ∈ LC , b ∈
/ LC : Φa ≥ Φb . Note that the initial calculation of
LC is performed after we have optimized w0 , but before we have optimized
w 1 , . . . , wn .
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There are two potential dangers with this choice of critical links. First,
there might be links whose failure will give a high cost under any weight
assignment, e.g. if there is only one possible backup path. Trying to optimize
for the failure of such links is obviously futile. Second, the impact of a
link failure on the network cost is a function of the current set of weight
assignments. A failure that has little impact with one weight assignment,
might have a grave impact with another weight assignment. We might thus
end up with a situation where the failures that are in fact most damaging for
the routing performance with the final weight assignment, are not included
in the critical link set.
These considerations have led the authors of [73] to propose a strategy
that incorporates both the failure instance and the routing when selecting the
critical links. They observe that assigning a high weight to a link vaguely
resembles the failure of this link. They then exploit the high number of
weight assignments evaluated while optimizing for the failure free case, by
gathering statistical information about the cost of the network when a link
has “failed” in this way. However, this method does not work well with
MRC. Since recovered traffic is routed according to backup configurations
with completely independent weight assignments, setting a high weight on a
link in C0 does not give a good indication of what will happen if that link
fails.
However, the independent routing of recovered traffic in the backup configurations greatly reduces the second point of criticism against our method
for selecting critical links stated above. We only manipulate the weight assignments w1 , . . . , wn used in the backup configurations in the second phase
of our heuristic, and never change w0 . Hence, it is only the recovered traffic
that is affected by the different weight settings evaluated. This makes LC
less dependent on the current weight assignments. To compensate for the dependency that still exists, we recalculate LC a few times during our search.
While the first objection against our measure of criticality still holds (some
failures give high cost independent of weight assignment), we will see that
our selection of LC gives good performance.
The MRC forwarding strategy explained in section 5.4 gives a fixed dependency between a particular link failure and the two backup configurations
used to route the recovered traffic. Hence, the cost of the network after the
failure of a link in LC is influenced only by the weight assignments wi and
wj used in these two configurations, and not by the assignments used in the
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Figure 6.1: Traffic on link a before and after a failure.
other backup configurations. For each backup configuration Ci , we define
Li ⊆ LC as the set of critical links whose failure results in recovered traffic
being routed according to Ci :
Definition. The set of critical links Li of a configuration Ci is
Li = {a ∈ LC |a ∈
/ Bi }

(6.4)

Local search heuristic
When we have defined the critical links of each backup configuration, we
perform a local search to optimize the weight assignments w1 , . . . , wn . Note
first that according to the MRC forwarding strategy, traffic is diverted to two
different backup configurations after a failure, depending on the destination.
After a failure, we will in general have traffic in two backup configurations
i and j (in addition to the normal configuration). Letting li (a) denote the
load on link a that is routed according to configuration Ci , we have that
l(a) = l0 (a) + li (a) + lj (a), as illustrated in figure 6.1.
The traffic distribution after a failure is thus dependent on the weight
assignment in more than one backup configuration. Because of this, we
can not optimize the weight assignments one at a time. Instead, we use
an algorithm that tries to optimize all weight assignments w1 , . . . , wn at the
same time.
Like in the optimization of w0 described above, we start with weight
assignments where wi (a) = wmax /2, a ∈ Ai , p ∈ P . We then perform a given
number of iterations, evaluating the cost function Φ over the critical link
failures with different weight assignments. In our search heuristic, the aim
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is to minimize the sum Ψ of the cost of the network after the failure of each
link in LC :
X
Φa
(6.5)
Ψ=
a∈LC

In each iteration step, we perform the following operations:
1. First we select the next backup configuration Ci in a round robin fashion.
2. For each link a in the backbone Bi of this configuration (one link
at a time), we choose a random link weight wi (a) from the interval
[1, . . . , wmax ]. This corresponds to evaluating 1/wmax of the neighborhood of wi .
3. We evaluate Ψ for each of these candidate weight assignments.
Note that for the failure of the links that are not included in Li for the
current configuration, the evaluation performed in the third step will always
yield the same Φ, irrespective of wi . Hence, these values can be reused for
all candidate weight assignments. We only have to recompute the cost of
the network for the failures of the links in Li . This significantly reduces the
number of evaluations we have to perform in our heuristic.
If we do not see an improvement of Ψ after a given number of consecutive
iterations, we jump to another area of the search space by randomly changing
the link weight of a fraction of the links in the network.
Complexity
Optimizing n different weight assignments for a multitude of potential link
failures is a complex task. An important goal in our approach has therefore
been to create a heuristic that scales to networks of hundreds of nodes. This
is achieved through the use of the critical link set LC , and the further division
of this into a set of critical links Li for each backup configuration.
We can get an idea of the complexity of our heuristic by counting the
number of evaluations of the network cost Φa we need to perform, compared
to the methods in [72, 73]. These methods try to optimize a single link weight
assignment only, and use the same strategy of only evaluating the most critical link failures. In each iteration, they need to calculate the value of Φa |LC |
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times for each candidate weight assignment. With our heuristic, we only need
to evaluate Φa |Li | times for each candidate weight assignment. The number
of links in Li is dependent on the size of LC and the number of backup configurations used to protect the network. The failure of a link (u, v) results in
recovered traffic being diverted to one or two backup configurations, depending on whether u and v are isolated in the same configuration. The failure
of a link can thus give traffic in at most 2 out of n backup configurations. If
we assume that the number of isolated nodes are not very different between
the configurations, we have that, on average, |Li | is roughly |LC | · n2 .
In each iteration, we only alter the link weights of links Ai in the backbone Bi of the current configuration. The weights of the isolated and restricted links that are not included in Bi are decided by MRC, and can not
be changed. Obviously, the number of links |Ai | in each backbone Bi is less
than |A|.
To sum up our discussion so far; if we use i iterations with the methods
described in [72, 73], evaluating the network cost Φa |A| times with |LC |
different link failures in each iteration, we will perform a total of i · |A| · |LC |
evaluations of Φa . With our method, if we perform i iterations for each
backup configuration, we end up with a total of

n · i · |Ai | · |Li | < 2 · i · |A| · |LC |

(6.6)

evaluations of Φa . This means that even if we let the number of backup configurations grow, we never need more than twice the number of evaluations
needed by [72] and [73].
Evaluating Φa involves calculating a shortest path tree for each destination in the network. This can be done in a more efficient way by relying
on incremental calculations [101] when evaluating Φa for different failures.
Evaluating Φa is somewhat more expensive when using MRC, since we need
to calculate shortest paths in one or two backup configurations in addition
to the normal configuration. On the other hand, since we optimize for a
smaller number of failures in each backup configuration, we have found that
we can decrease the number of iterations used per configuration, and still
achieve good results. All in all, our experience is that the running time of
our heuristic is comparable to that of [73].
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Performance evaluation

We have evaluated our approach using simulations for a range of real and
synthetically generated network topologies. We use the network cost and the
maximum link load after failure as performance metrics.

6.3.1

Method

Topologies and traffic
We have tested our mechanism on topologies from four existing or planned
real-world network topologies from the Rocketfuel [88] database: Sprint US
(PoP level, 32 nodes, 64 links), COST239 (11 nodes, 26 links), Geant (19
nodes, 30 links) and German Telecom (10 nodes, 17 links). We have also
performed tests on synthetically generated topologies. We generated topologies of four different classes - 32 nodes and 64 links, 32 nodes and 96 links,
and 128 nodes and 256 links. The synthetic topologies were generated using the Waxman topology model [92]. For all the topologies, both real and
synthetic, all links have an equal abstract link capacity of 1 in our tests.
To evaluate the link load changes after the failure, it is necessary to know
the traffic demands between all network origins and destinations. Even for
real networks, this data is generally unavailable, due to its confidentiality
and difficulties in collecting it. We chose to synthesize the origin-destination
(OD) flow data by drawing flow values from a probability distribution, and
matching the values with the OD pairs using the heuristic described in [102].
In short, we sorted the OD pairs according to their node degree and the
likelihood of one of them being used as the backup node in the case of a
single link failure. Then, we matched the sorted OD pair list with the sorted
list of flow intensities generated using the gravity model, which is suited for
this purpose [103].
Once the OD matrix is generated, it needs to be scaled to the link capacities so that it can provide a meaningful evaluation of the effect of link
failures on the flows. It has proven hard to find a general parameter setting that achieves this for all networks. We chose to tune the load so that
the maximum link load after the worst case failure is about 100%. In most
cases, this corresponds to a maximum link load in the failure-free case of
approximately 2/3 of the link capacity.
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Routing and cost function
We used shortest path routing in all calculations. When multiple equal cost
paths toward a destination were available, the load was split equally among
them.
To evaluate a given weight assignment, we must define the cost Φ of
routing a given traffic demand through the network. In this work we choose
to adopt the commonly used cost function introduced in [69]. Using this cost
function, each link a is given a cost φa dependent
on its load l(a) and its
P
capacity c(a). The total network cost Φ = a∈A φa is then the sum of the
cost of each link. The cost φa (l(a)) of a link is defined as the continuous
function with φa (0) = 0 and derivative:

1 f or
0 ≤ x/c(a) < 1/3,




3 f or
1/3 ≤ x/c(a) < 2/3,



10
f
or
2/3
≤ x/c(a) < 9/10,
(6.7)
φ0a (x) =
70 f or 9/10 ≤ x/c(a) < 1,




500 f or
1 ≤ x/c(a) < 11/10,



5000 f or 11/10 ≤ x/c(a) < ∞

The cost function φa (l(a)) is illustrated in figure 6.2. It is defined so that
it is cheap to send traffic over lightly-loaded links, while adding traffic to a
link a that is already overloaded gives a very high value of φa .
Evaluation setup
In our experiments, we optimized C0 for the failure free case using the heuristic described in section 6.2.1 with 1000 iterations. We jumped to another area
of the search space by randomly perturbing weights if we saw 200 iterations
without an improvement. When optimizing the link weights in the backup
configurations C1 , . . . , Cn , we used as little as 20 iterations per backup configuration, and did a random perturbation after 10 non-improving iterations.
We used a critical link set size |LC | = 20.
As an evaluation benchmark in our experiments with the GEANT network, we compare our method to an unrealistic full rerouting approach where
link weights are optimized to fit the new topology after each specific link
failure. This optimization is done in the same way as the optimization of
the failure free C0 . Performing this operation for every link failure takes
much computing resources, and is only feasible in our experiments for small
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Figure 6.2: Link cost φ(l(a)) as a function of l(a) for link capacity c(a) = 1.

networks. To test the performance of our weight setting heuristic, we also
compare to an idealized MRC approach where link weights in the backup
configurations are optimized to fit a single link failure only. We use the same
heuristic as before, but in each iteration we evaluate Φa for a single link only,
instead of taking all critical links into account.
In our evaluation of real and synthetic networks shown in table 6.1, we
show the performance of MRC using 5 and 10 backup configurations. We
compare this to the results given by a complete OSPF/IS-IS re-convergence
on the normal configuration. Also, in lack of other proactive recovery mechanisms that try to optimize the routing after a failure, we compare MRC
performance against the method for robust routing described in [73]. This
method constructs a single set of link weights that performs well in both the
failure free case and with a single link failure. It is not designed to work with
any fast reroute mechanism, and the load distribution is hence only achieved
after a full shortest path re-convergence on the new topology. A drawback
with this method is that its performance can not be optimized for failure free
operation only. In our experiments, parameters are set so that we allow a
cost increase of up to 20% in the failure free case with this method.
We use the cost Φ and the load on the most loaded link in the network
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as our evaluation parameters. To be able to compare networks of different
size, we normalize Φ with the cost of routing the demand through the same
network with unlimited link capacities, i.e. a network where φa = l(a)/c(a)
according to (6.7).

6.3.2

Results and discussion

Cost and link loads in a single network
Figure 6.3a shows the network cost Φa after the failure of each link in the
GEANT network topology. The cost is shown for the unrealistic optimal
shortest path rerouting, idealized MRC, and our MRC approach. The link
failures are sorted on the x-axis after increasing cost in the optimal case.
The traffic demand is scaled so that the cost Φ is 1.33 in the failure free case,
giving a maximum link load of 0.67. Figure 6.3b) shows the maximum link
load in the network after the same link failures.
The graphs show that for most failures, MRC performance is close to
that of the unrealistic optimal rerouting. For a few link failures, our MRC
approach diverts more from the optimal. In these cases, the MRC backup
configurations are constructed so that recovered traffic is routed over links
that are already somewhat loaded. We see that when this happens, the performance of our heuristic is close to that of the idealized MRC. This indicates
that if we want to further improve the performance of MRC, we could expect
the best results by improving the backup configuration construction algorithm, instead of creating a better weight search heuristic. Note that MRC
sometimes gives a lower maximum link load than the optimal shortest path
rerouting. This happens when MRC is forced to create longer recovery paths
(giving a higher Φ) due to the restrictions in the backup configurations, but
this happens to avoid the most heavily loaded link that would otherwise be
used.
Varying the number of backup configurations
Figure 6.4a) shows the network cost Φa after the worst case link failure for a
synthetically generated network with 32 nodes and 64 links, using a varying
number of backup configurations. Since our weight setting search contains
an element of randomness, we sometimes experience cost values that deviate
significantly from what is expected. To mitigate this effect, the values shown
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Figure 6.3: Cost Φa and maximum link load in the network after each link
failure.
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are the median value obtained by running our algorithm 20 times with a
different seed.
As expected, we see that the cost is highest when the minimum number
of backup configurations (3 for this network) is used. The load balancing
improves when we increase the number of backup configurations used. Since
each node in the network is isolated in exactly one backup configuration, increasing the number of backup configurations gives richer backbones to route
the recovered traffic in. We see that increasing the number of configurations
used beyond 8 gives a very limited effect for this network. We have observed
similar trends for other networks. This indicates that it is possible to achieve
a good load balancing using a modest number of backup configurations. As
seen in figure 6.4b), the maximum link load after the worst case failure shows
more variation than the maximum Φa . This is a result of the piecewise linear
nature of the cost function (6.7), which does not prefer two links with load
0.95 to one link with load 0.90 and one with load 1.00.

Comparing to IGP rerouting and standard MRC
In figure 6.5a), we show the worst case link loads for the load aware MRC,
and after a full IGP re-convergence on the new topology. The links are sorted
by the load in the failure-free case. Figure 6.5a) is directly comparable to
figure 5.8. We see that the worst case load peaks for the optimized MRC
are somewhat reduced compared to the standard MRC. The maximum link
load after the worst case link failure has been reduced from 118% to 91%,
which is better than what is achieved after a full IGP re-convergence. This
is possible since the re-converged network will choose the shortest available
path, while MRC in this case manages to route the recovered traffic over less
utilized links.
The effect of the recovery load balancing introduced in this chapter is
highlighted in figure 6.5b), where the optimized and standard MRC from
chapter 5 are directly compared. Here, the links are sorted by their load
after a worst case failure using standard MRC. We see how the optimized
MRC often manages to route traffic over less utilized links after the failure
of a heavily loaded link.
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Figure 6.5: Load on all unidirectional links in the COST239 network after
the worst case link failure. a)Optimized MRC vs complete IGP rerouting.
b)Standard vs optimized MRC.
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recovery
MRC n=10
a
Φavg Φamax lmax Φaavg
1.95 5.00 102% 1.63
1.69 4.94 108% 1.58
1.39 6.00 110% 1.40
1.56 2.62 99% 1.51
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Table 6.1: Cost and maximum link load for selected real and synthetic network topologies

Failure free
Network
Φ
lmax
German Tel 1.40
66%
Geant
1.36
68%
Sprint US
1.18
64%
Cost239
1.39
66%

Proactive
MRC n=5
a
Φavg Φamax lmax
1.91 4.85 102%
1.65 2.39 101%
1.40 6.05 110%
1.57 2.62 99%
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Evaluation over different networks
We have evaluated the network cost and the maximum link load after the
worst case link failure for a range of real-world and synthetically generated
network topologies, as shown in table 6.1. Results are shown for MRC using
5 and 10 backup configurations, a normal full SPF re-convergence, and the
method described in [73], denoted S/G. We have run experiments for 5 different topologies of each type of synthetic topologies. For each recovery method
we show the average cost Φaavg after each link failure, the cost Φamax after the
worst case link failure, and the load lmax of the most heavily loaded link after
the worst case link failure. We also show the cost Φ and the maximum link
load in the failure free case. The values shown in the table are median values
over 3 runs with different seed.
The general trend is that MRC performs better than the normal shortest
path rerouting after the worst case link failure, with respect to both cost and
maximum link load. MRC performance is improved if we increase the number of backup configurations used. Using 10 backup configurations, MRC
performance gets close to that of the S/G method, and for networks of moderate size and connectivity (T32-64), MRC performance is as good as that
of S/G. The cost Φ in the failure free case is up to 20% higher with the S/G
method than with MRC - in our experiments we typically saw values that
were 3-15% higher.
Normal SPF re-convergence performs better for larger networks (T128256) than for small networks. We believe this is partly a result of the traffic
model used. With larger networks, the chance that a heavily loaded link is selected in a backup path decreases, and a normal shortest path re-convergence
is closer to the optimal solution.

6.4

Summary

In this chapter, we have argued that the post-failure load distribution should
be taken into account when designing a proactive recovery scheme for IP
networks. We think this is imperative for the adoption of any such scheme.
We presented an algorithm for creating backup configurations and a link
weight assignment heuristic that reduces the chance of congestion after a
link failure when MRC is used for recovery. The heuristic we propose is
inspired by existing link weight heuristics used in single-topology scenarios,
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but is adapted to that it works with our Multiple Routing Configurations.
Our method does not compromise performance in the failure-free case, and
it is strictly pre-configured; no calculations are necessary after the failure.
We have evaluated our method using both real and synthetic network
topologies. Our results show that by using our scheme, MRC offers better
post-failure load distribution in the network than what is achieved by a full
global rerouting using the original link weights. In particular, our heuristic
reduces the load on the most loaded links in the network after a worst-case
link failure compared to a normal shortest path rerouting. The performance
of our method is almost the same as that of the method described in [73],
which is not designed to be used with a proactive IP recovery scheme and
that reduces performance in the failure free case.
In the final stages of the work in this chapter, we discovered the technical
report [104]. This report describes a technique inspired by the method described in chapter 5 for creating multiple topologies to achieve fast rerouting
in IP networks, and a heuristic to set link weights in the topologies. They
compare their post-failure load distribution to that achieved by using the
not-via approach [61], and find that their multi-topology strategy performs
better for the tested networks according to their metrics. Both the method
for creating backup topologies and for setting link weights is substantially
different from ours. As future work, we plan to compare the performance of
this method to that of our own.
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Chapter 7
Multi-Topology Load Balancing
So far, we have looked at mechanisms that give fast recovery from component
failures in a network domain. In this chapter, we will utilize some of the
concepts that we have discussed earlier to solve another kind of challenge in
a network: how to maintain a good routing when the traffic demands are
constantly changing.

7.1

Introduction

In connectionless intradomain routing protocols like OSPF or IS-IS, traffic engineering is done by carefully tuning the link weights that decide the
shortest paths from each ingress to each egress node. Based on the network
topology and the projected traffic demands, the link weights are set so as to
minimize the cost of routing the demands through the network. The performance of such methods have been shown to be close to what can be achieved
using connection oriented protocols like MPLS [69, 68]. The main problem
with traffic engineering approaches based on optimizing link weights is that
they rely heavily on the available estimate of the traffic demands. These
estimates can be based on traffic measurements and projections of customers
needs. However, the demands vary significantly over time, and it is difficult
to get an accurate network-wide view of the situation [14].
With a changed traffic matrix, we would like to run the optimization
heuristic again, and install the new optimized link weights in the network
to maintain the desired load balancing properties. However, changing link
weights in an operational network is a bad thing. Not only does it lead to a
111
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period of routing instabilities as the routing protocol converges on the new
topology [7], but it may also change the egress routers that are chosen in the
BGP route-selection process, causing additional unwanted traffic shifts [105].
Several proposals have been made to mitigate the effects of traffic demand
changes. In [15], a method is described that adapts the routing to the new
traffic demands with as few weight changes as possible. This reduces the
consequences, but it does not remove the problem. Other schemes try to
find a link weight setting that performs well also in the presence of a link
failure [71, 72, 73]. These proposals prepare for changes to the routing caused
by failures, but do not handle natural changes in the traffic matrix caused
by shift in user demands.
In this chapter, we propose a new method for IGP traffic engineering
that avoids the problems associated with link weight changes. Our method
is based on Multi-Topology (MT) routing, which is currently being defined
by the IETF [94, 95]. MT routing allows the routers to maintain several
independent logical topologies, with independent link weights, and hence
independent routing, in each topology.
The main idea in our contribution is to construct the set of logical topologies in such a way that any congested link can be avoided in at least one
topology. Traffic is then spread among the topologies in a way that gives
good load balancing. We explore two different ways of utilizing this; one
global method where ingress-egress flows are mapped to a topology at the
ingress node, and one local method where traffic is dynamically moved to an
alternate topology by the node experiencing congestion.
By looking at authentic traffic demands from the pan-European GEANT
network, we show that the day to day variations of ingress-egress flows are
significant. We then evaluate our two methods using simulations of this network, and compare the results to a well known method for traffic engineering
based on IGP weight tuning [69]. We find that our local method significantly
reduces the chances of packet loss in our simulated scenarios, while the global
method performs as good as the weight tuning heuristic with a much simpler
and more dynamic algorithm.
The rest of this chapter is organized as follows. In section 7.2 we illustrate that the temporal variations in traffic demands are indeed large. We
then introduce MT routing and describe our algorithm for calculating logical
topologies in section 7.3. In section 7.4 we explain the details of our global
and local methods, before we evaluate our methods and compare them to an
existing traffic engineering method in section 7.5. Finally in section 7.6, we
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summarize this chapter.

7.2

Temporal variations in backbone traffic

Traffic demands vary in both daily and weekly patterns, but they also show
significant stochastic day-to-day variations. In this work, we look at real
intradomain traffic matrixes from the GEANT network [106]. GEANT is
a high capacity network connecting the national research networks in most
European countries1 . The network consists of 23 nodes connected by 37
bidirectional links. Most of the links have capacities ranging from 2.4 Gbps
to 10 Gbps, with a few links with lower capacities from 155 Mbps to 1.5
Gbps. The traffic matrixes in our dataset tell us how much data was sent
from each ingress node to each egress node in every 15 minutes interval over
a four month period.
The demands in the GEANT traffic trace typically have their daily peak
around lunch hours. To illustrate the stochastic variations in the demands,
we have computed a traffic matrix that consists of the average peak hour
demands in the GEANT network over 7 consecutive days. We then look at
the peak hour demands on the 8th day (a Friday), and measure how much
each ingress-egress flow deviates from the previous week average.
The results are shown in figure 7.1. We see that the variations are significant. For this particular day, about 7% of the flows were reduced by
more than 90% compared to the previous week average. Over 13% of the
demand flows were more than doubled, and almost 5% more than 4 times
as large. This illustrates how difficult it is to find a single demand matrix
that can be used as input to a load balancing heuristic based on link weight
manipulation.

7.3

Multi-Topology routing

Multi-Topology routing allows the routers in an AS to maintain several logical views of the network topology. The routers exchange topology-specific
link state advertisements describing the properties of each link. Conceptually, the routers build a separate routing table for each topology, and create a
separate forwarding entry for each destination in each topology. Data traffic
1

A map of the GEANT topology is publicly available at http://www.geant.net
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Figure 7.1: Flow deviations from previous week average
is associated with a specific topology, and is routed according to the corresponding routing table. This association might be in the form of a topology
identifier in the packet header, or by using tunnelling in combination with a
private address space [61].

7.3.1

Building logical topologies

We will now describe an algorithm for creating the alternate topologies. The
algorithm is the same as the Rich algorithm introduced in section 4.3.2,
where we proposed the use of multiple topologies for fast recovery from link
failures. Here, we repeat the rules that control the topology creation.
We define a topology T as a set of nodes N and a set of links A. Given
a network topology T0 , we build n additional topologies T1 , . . . , Tn . We refer
to T0 as the original topology, and T1 , . . . , Tn as the alternate topologies.
The alternate topologies are copies of the original topology T0 , with the difference that a subset of the links are removed in each alternate topology.
Importantly, links are removed in such a way that each alternate topology
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T1 , . . . , Tn is still connected, and thus all nodes are still reachable in all topologies. Figure 7.2 shows an example of how three alternate topologies can be
built so that all links are removed in one of the topologies.
Input to our algorithm is the original topology T0 , and the number n of
desired alternate topologies. The algorithm then iterates through all links
and tries to remove each of them in one of the topologies Ti . A link can only
be removed from a topology if doing so does not disconnect the topology. If
a link cannot be removed in Ti , we try again in topology T(imodn)+1 until all
alternate topologies have been tried. For each link we want to remove, a new
topology is chosen as the first Ti we try, so that the number of removed links
is approximately equal over the different Ti .
The algorithm results in n alternate topologies T1 , . . . , Tn with two important properties.
1. All topologies are connected, so that in each topology, there is a valid
routing path between each pair of nodes.
2. All links are removed in exactly one of the alternate topologies. We
denote by T (l) the topology where link l is removed.
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In section 4, we showed that a surprisingly small number of alternate
topologies are needed to fulfill these two properties. This way of generating
the alternate topologies ensures that when a link becomes overloaded, there
will always exist a topology where the congested link is not used to forward
traffic.

7.4

Load balancing using Multi-Topology
routing

We describe two different methods for load balancing based on MT routing.
We refer to the two as the global and the local methods respectively.

7.4.1

Global load balancing

The global method takes as input the network graph, the link capacities,
and the available traffic matrix estimate. Based on this, it assigns traffic
flows to topologies in a way that tries to minimize the chances of congestion,
by minimizing the maximum link utilization in the network. Note that we
use the notion of a flow to describe the aggregate of traffic going from an
ingress to an egress, and we to not distinguish traffic on a finer granularity.
We foresee the global method being used in a centralized off-line tool that
calculates the consequences of different routings.
The global method starts out with routing all traffic demands according
to the original topology T0 , and then moves some selected flows over to the
alternate topologies in order to minimize the utilization of the most loaded
link in the network. The load distribution in the network in the initial stage
of the algorithm is determined by the link weights used in T0 . Our method
is agnostic to the setting of these weights.
Pseudo-code for the algorithm that assigns ingress-egress flows to alternate topologies is given in algorithm7.1. Each iteration in the outer while
loop starts by identifying the most utilized link amax in the network, and the
flows F that are routed over this link. The inner for loop then iterates over
F to evaluate the consequences of moving each flow. The flow that gives the
lowest new max utilization is moved from T0 to the topology T (amax ) where
amax is avoided. The algorithm terminates when no flow is found that gives
a lower max utilization. The output of the algorithm is a mapping that is
used by the ingress nodes to assign each flow to the correct topology.
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Algorithm 7.1: Topology assignment algorithm
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

continue ⇐ true
while continue do
amax ⇐ most loaded link in the network
umax ⇐ utilization of amax
F ⇐ set of flows routed through amax in T0
u0 ⇐ ∞
forall f ∈ F do
Move f to T (amax )
uf ⇐ new max utilization in the network
if uf < u0 then
u0 ⇐ uf
f0 ⇐ f
end
Move f to T0
end
if u0 < umax then
Move f 0 to T (amax )
else
continue ⇐ false
end
end
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Since we operate only on coarse ingress-egress flows, the number of flows
routed over any single link will be modest. Hence, we evaluate the consequences of moving each flow to T (amax ) before deciding which flow is actually
moved. If we wanted to decrease the running time of our algorithm, this could
be done by basing this selection on randomness or the size of the flows instead
of testing for each flow.
Responding to changing traffic demands
Network operators use various tools to monitor the state of their network,
and to detect changes in the traffic demands [107]. When such changes are
detected, we can use the above algorithm to calculate a new mapping from
flows to topology. A key point here is that only this mapping needs to be
changed to respond to changes in the demands. This gives two important
advantages over traffic engineering methods based on link weight tuning.
First, the calculation of this mapping is fairly simple and takes considerably
shorter time than a weight search heuristic. Second, and most important,
changing the mapping does not trigger a new IGP convergence in the network,
and it is transparent to the BGP route selection process.
Because our algorithm has low complexity and does not introduce instability in the routing, we argue that this recalculation can be done quite
frequently. We believe it can be done on a time scale of hours, or perhaps
even minutes, depending on how fast changes in the traffic demands can be
measured.

7.4.2

Local load balancing

With the local method, no prior global calculations or setup is needed, except
the construction of the alternate topologies. Instead, traffic is moved to an
alternate topology that avoids the congested link by the upstream node local
to the congestion. The local method does not require any knowledge of the
traffic matrix, and the method responds immediately to unexpected bursts
or changes in demands.
We propose a simple mechanism inspired by Random Early Detection
[108], where packets are moved to the topology where the congested link is
avoided with a probability that increases as the buffer occupancy gets closer
to 100%. When there is no congestion in the network, all traffic is routed
according to the original topology T0 . Packets are moved to the alternative
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topology by an intermediate node with a probability p that is 0 if the buffer
occupancy stays below a certain threshold tbuf , and then increases linearly
to 1 when the buffer is full. To prevent looping, we never let a packet chance
topology more than once.
This local moving of traffic from one topology to another increases the
chances of packet reordering, with its adverse effects on TCP performance.
Packet reordering can be reduced by a mechanism that tries to select packets
from the same TCP flow when deciding what traffic should be moved to
another topology, much like what is done today when traffic is split between
several equal cost paths using hashing functions.

7.4.3

Discussion of the global and local methods

While the global method tries to prevent congestion by assigning flows to
topologies that avoid the most heavily loaded links, the local method instead
resolves congestion by routing the traffic on an alternative path from the
point of congestion.
The difference between the two methods is clearly visible in figure 7.3.
The figure shows the simulated load and the corresponding buffer occupancy
over a 5 seconds period for the two 155 Mbps links leading to a node n
in the GEANT network (further description of the simulation environment
and setup will be given in section 7.5). Figure 7.3a) shows how the global
method distributes the traffic towards the node relatively evenly between the
two links. For most of the time, the link utilization is kept below the capacity,
and the buffer occupancy stays close to 0, as seen in figure 7.3b). With the
local method, the load on one of the incoming links is far greater than on
the other, as seen in figure 7.3c). This results in a higher variation in the
buffer occupancy (figure 7.3d). When the buffer occupancy approaches the
capacity, the local method responds by moving traffic over to the topology
that avoids the congested link. This traffic will follow the shortest path in
the alternate topology. Traffic destined for node n will finally finds its way
through the other link attached to n, where we can observe it as small spikes.
The main advantage of the local method is that no knowledge of the
traffic demand is needed, and that it immediately adapts to shifts and short
term fluctuations in the traffic. The price to pay for this flexibility is higher
variation in buffer occupancy than with the global method, which might
affect the delay experienced by the packets.
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Figure 7.3: Link load and buffer occupancy of the two links into a node with
the global (a,b) and the local (c,d) method
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Evaluation

We have evaluated our proposed methods using simulations of the panEuropean GEANT network, with real intradomain traffic matrixes [106]. We
conduct simulations on the packet level, using the J-sim simulation framework [20]. Network traffic has been shown to have significant short term
variations, with self-similar characteristics [109]. To capture these effects,
we let each ingress-egress flow be modelled as a self-similar packet source at
the ingress node, producing the desired average load to the egress. Our
self-similar packet sources are based on multiplexing several heavy-tailed
ON/OFF sources, and are set to produce traffic with Hurst parameter 0.9.
This method for generating self-similar traffic has been shown to give good
control of the traffic characteristics compared to other known methods [110].
Our traffic setup results in large short term variations in link utilization, as
seen in figure 7.3. We use relatively small buffers (50 kBytes) in the routers.
Combined with the large short term variations in link utilization, this setup
gives a relatively high change of packet drops.
We use destination-based shortest path hop-by-hop forwarding, but the
paths taken by packets will depend on which logical topology the packet
belongs to. We use n = 5 alternate topologies, and we use original GEANT
IGP link weights in all topologies T0 , . . . , Tn . These link weights are mainly
based on the inverse of the link capacities, with some manual tuning [106].
For our local method, we use a buffer threshold tbuf of 0.75.
To evaluate the performance of our methods, we compare them to the
load balancing method proposed by Fortz and Thorup [69]. They define a
cost function that penalizes routing traffic over heavily utilized links, and use
a heuristic to tune the link weights in order to minimize this cost function.
We will refer to this method as FT.

7.5.1

Robustness to increase in demand

Figure 7.4 shows the packet loss with our global and local methods, and
with the FT heuristic. The simulations are based on three different 15minutes traffic matrix captured between 12:45 and 13:00 from our dataset.
The offered load is increased along the x-axis by multiplying all the flows with
a scaling factor. The plotted values are average values from 20 simulations
with different seeds. As can be seen in figure 7.4, the day-to-day variations
are significant. The three plots are made from days with quite different traffic
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Figure 7.4: Packet loss with increasing load
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loads in the network.
Figure 7.4a) shows the situation on a quite representative weekday, with
average traffic loads. We have run simulations for several other days with
similar results. On this day, we see how the local method gives substantially
less packet loss than the other methods, the improvement is of a factor 10-100
compared to the FT heuristic. The global method performs slightly better
than FT when the load factor is relatively low, and slightly worse for higher
loads. This effect is seen because our global method only takes the load on
the most loaded link into account, while the FT heuristic also looks at other
highly loaded links. Hence the global method performs better as long as
packet loss is confined to a single link.
As illustrated in figure 7.4b), there are some days when the FT method
never overtakes the global method even for a high load factor. This is a day
with high traffic load, and we experience packet loss even for a low setting of
the scaling parameter. Again we see that the local method performs significantly better than the other methods, and that the FT heuristic performs
relatively better at high loads.
Figure 7.4c) shows the situation on a Saturday, when the load in the
network is lower than average. On this day, the traffic demands must be
scaled higher before we experience any packet loss. We see that for this day,
the FT heuristic performs better than both the global and local methods,
except for very high loads. We have included this plot to illustrate that
the relative performance of the different methods has significant variations.
However, the situation on this day was not typical for weekend days.

7.5.2

Robustness to changes in demand over time

We test how the different load balancing methods handle the day to day
variations described in section 7.2. Figure 7.5 shows the packet loss for
7 consecutive days. The FT method and our (static) global method are
optimized for the average demands from the previous week. The dynamic
global method is optimized for each day. In order to stress the network and
get interesting results, the original GEANT traffic demands are multiplied
with a factor 1.3. Again, the results shown are averages over 20 simulations
with different seeds.
The traffic demands, and hence also the packet loss, varies significantly
between weeks. Therefore, we plot results from two different weeks. Figure
7.5a) shows a week with relatively low demands, while figure 7.5b) shows
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a week with higher demands. Again, the main tendency is the same as in
figure 7.4; the local method gives significantly less packet loss than the other
methods. Also, the performance of the global methods relative to the FT
method is better when the network is not severely overloaded. A final point
to notice is the reduced traffic in the weekends (days 6 and 7), when we see
almost no packet loss.

7.6

Summary

In this chapter, we have argued that current traffic engineering methods
based on link weight tuning are not flexible enough when facing variations in
the traffic demands. Using real traffic demands from the GEANT network,
we have demonstrated that such variations are indeed significant.
We have introduced the use of Multi-Topology routing to improve the
load balancing in intradomain IP networks. This is a much more flexible
approach than link weigh tuning, since it avoids the IGP re-convergence and
the adverse traffic effects that are triggered by link weight changes. We have
described two different mechanisms based on using MT routing. The global
method uses the available estimates of the traffic demands to assign ingressegress flows to different topologies, in order to avoid the most heavily loaded
link. The local method needs no prior knowledge of the traffic demands,
and responds to congestion by locally moving traffic to an alternate topology
that avoids the congested link. Our evaluations show that our global method
performs as good as previous methods based on link weight tuning with
respect to packet loss, while our local method performs substantially better.
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Chapter 8
Conclusions
In this work, we have argued that the increased use of the Internet as a
transport medium for interactive and real-time applications makes current
recovery mechanisms insufficient. We have introduced and discussed several
mechanisms aimed at giving very fast response to challenges to normal operation in computer networks. A main theme has been fast recovery from
component failures.

8.1

Resilient Packet Ring

Our first contribution was in the context of a recent link layer technology
called Resilient Packet Ring (RPR). Fast (sub 50 ms) recovery from link or
node failures has been a central motivation behind the development of RPR.
RPR is designed to work in a dual ring topology, and takes advantage of this
specialized topology by letting one ringlet serve as a backup when the other
fails.
To give recovery from link and node failures, RPR offers two distinct
protection mechanisms called wrapping and steering. In this work, we have
analyzed the RPR resilience mechanisms with a particular emphasis on the
mechanism used to prevent packet reordering. We have shown that the stabilization timer used for this purpose is the main contributor to the recovery
time, and that it often prevents RPR from giving sub 50 ms recovery.
We have suggested three different methods that reduce the recovery time
in RPR while maintaining the in-order delivery guarantee. The first method
is based on finding a minimum safe value for the topology stabilization timer,
127
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and requires no changes to the forwarding procedure used in RPR. The two
other methods moves the responsibility for avoiding packet reordering to the
receiver nodes, and require somewhat larger changes to the RPR standard.
We have shown that our proposed mechanisms significantly reduce the
amount of packet loss and the experienced disruption in packet delivery. In
our simulated scenarios packet loss was reduced by 60-90% compared to the
RPR standard, and the recovery times were well below 50 ms. The choice
between our proposed methods becomes a tradeoff between recovery time
and the amount of packet loss on the one hand, and the amount of changes
that are introduced in the RPR standard on the other hand.

8.2

Resilient Routing Layers

The protection mechanisms in RPR take advantage of the special ring topology to respond rapidly to a failure. Several existing recovery schemes for
general mesh networks imitate this by imposing logical sub-topologies (such
as trees [30] or rings [33]) on the network and using these to form recovery
paths when a failure occurs. This is also the basic idea behind Resilient
Routing Layers (RRL) introduced in this work.
RRL is a local protection scheme that guarantees fast and loop-free recovery from any single link failure in arbitrary biconnected networks. It does not
affect the routing during normal failure-free operation. Since the rerouting
decisions are taken by the detecting node based on pre-calculated information
without any signalling to neighboring nodes, RRL can respond very rapidly
to a failure. The RRL scheme can be used in connection-oriented networks,
but we believe that the most favorable application domain for our approach
is in connectionless networks with destination-based hop-by-hop forwarding.
In RRL, we build a small number of backup configurations that are used to
forward traffic when a link failure is detected. Each backup configuration is a
connected sub-topology that contains all the nodes and a subset of the links
in the original topology. The backup configurations are built so that there
is a valid routing path between all node pairs in the network, and all links
are excluded in at least one of the backup configurations. RRL guarantees
recovery from a single link failure in arbitrary biconnected topologies.
We have presented three different algorithms for creating RRL backup
configurations, with different performance objectives. The different algorithms present tradeoffs between the amount of state information that is
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stored in the routers, the recovery path lengths, and the ability to resist
more than one concurrent failure. We have shown that RRL can be realized
with a very limited number of backup configurations, and that the number
of backup configurations needed grows very slowly with increasing network
size. We have also shown that RRL gives backup paths that are not much
longer than the optimal, and that the probability of recovering traffic from
two concurrent link failures is high.

8.3

Multiple Routing Configurations

Based on the principles introduced in RRL, we have presented Multiple Routing Configurations (MRC). MRC is an extension of RRL in two ways. First it
is more general, since it guarantees recovery from both link and node failures.
Second it is more specific, as it is designed only for connectionless networks
with shortest path routing.
Like RRL, MRC is based on the idea of using backup configurations to
give loop-free recovery paths to all destinations after a failure. In MRC, no
links are removed in the backup configurations. Instead, routing is restricted
in parts of the network in the backup configurations by assigning very high
links weights to selected links. Careful assignment of link weights allows
MRC to handle both link and node failures with the same mechanism, and
without knowing whether the connectivity loss is caused by a failed link or
a failed node.
When a proactive recovery scheme like MRC is deployed in a network, the
normal rerouting process can be delayed. By suppressing the advertisement
of a failure for a given period of time, the global rerouting process will only
be triggered by more permanent failures. Since a significant fraction of all
failures are short lived, this increases the stability of the network. Delaying
the re-convergence process also makes it easier to use techniques like fast
hellos for rapid failure detection without compromising stability.
We have given a formal description of MRC, and we have presented an
algorithm that creates backup configurations in accordance with the defined
requirements. The performance of our method is evaluated with respect to
state requirements, backup path lengths and load distribution. We have
shown that MRC can be realized with a very limited number of backup
configurations, requiring a moderate amount of additional state to be stored
in the routers. The recovery paths in the backup configurations are not much
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longer than the optimal achievable by a local recovery scheme. However, our
evaluations show that the backup configurations created by our algorithm
can sometimes lead to increased chances of congestion after a failure because
recovered traffic is routed over already highly utilized links.

8.4

MRC routing performance

Motivated by the evaluations of the post-failure load distribution in MRC,
we have described methods that can reduce the chances of congestion after a
link failure. This problem has not previously been addressed in the context
of a proactive recovery scheme for traditional IP routing protocols. We have
argued that such mechanisms are important, since much of the purpose of fast
protection mechanisms at the IP layer is to drop as few packets as possible.
Our method does not compromise performance in the failure-free case, and
it is strictly pre-configured; no calculations are necessary after the failure.
We have presented an algorithm that takes the estimated traffic matrix
into account when the MRC backup configurations are created. The algorithm creates backup configurations so that the chances of spreading the
traffic in the network are best for the most severe link failures. Further, we
have presented a heuristic for finding link weights in the backup configurations that distributes the recovered traffic in a beneficial way.
Our mechanism has been evaluated using simulations of several real and
synthetically generated networks. Our evaluations show that the post failure
load distribution has been significantly improved compared to the MRC algorithm that does not take the traffic matrix into account. In fact, we achieve
a load distribution that is better than after a full IGP re-convergence in most
cases.

8.5

Multi Topology load balancing

Our work with the traffic-aware MRC methods demonstrated how the use
of several logical topologies in an AS can give significant freedom with respect to distributing traffic over the available links in the network. On this
background, we have proposed the use of Multi Topology routing as a traffic
engineering tool in connectionless IP networks.
The main advantage of our Multi Topology approach is that it is more

8.6. CONCLUDING REMARKS

131

flexible than methods based on tuning link weights when faced with unexpected changes in the traffic patterns. By looking at realistic traffic matrixes
from a pan-European research network, we have demonstrated that such
traffic variations are significant.
In our approach we use one of the algorithms proposed in RRL to create alternate topologies so that all links in the network are avoided in one
topology. We have proposed two different ways to use these alternate topologies to avoid congested links in heavily loaded networks. The global method
moves some source-destination flows over in alternate topologies in order to
avoid congested links. When the traffic demands change, only this mapping
from source-destination pairs to alternate topology needs to be re-calculated.
Thus, we avoid the global re-convergence and the associated instability that
follows from changing link weights to comply with the new traffic situation.
In the local method, traffic is moved to an alternate topology locally by the
node that experiences congestion. This way, the local method can respond
rapidly to traffic changes, without any knowledge of the underlying traffic
matrix.
Our simulations show that our proposed methods perform well with respect to reducing the chances of packet loss. The global method performs as
well as a well known load balancing method based on link weight optimization, while the local method performs significantly better in our simulated
scenarios.

8.6

Concluding remarks

For many years, it has been clear that the single shortest path routing used
in the most common intradomain protocols (OSPF and IS-IS) is an obstacle
to improving resilience and performance in IP networks. A basic challenge is
to find a routing process that gives the routers more options with respect to
where packets should be forwarded, and allows them to dynamically choose
between the available options.
One step in this direction is the deployment of Equal Cost Multi Path
(ECMP) forwarding, which allows a router to split traffic towards a destination equally over several available equal cost paths. This mechanism can
thus give a better distribution of the load, and improved resilience by using
the remaining next-hops as backup if one of them fails. A more far-reaching
approach is the introduction of MPLS, which gives much more flexibility in
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the routing. With MPLS, the routing path from each ingress router to each
egress router can be explicitly set up in advance. An offline tool can be used
to calculate these paths in ways that take different traffic engineering goals
into consideration, and the resilience can be improved by setting up explicit
backup paths that are ready for use when a failure occurs.
However, MPLS introduces significant changes in both the control and
forwarding logic in the routers, and not all operators can or want to use MPLS
in their network. In these cases, we believe that the use of virtualization in the
form of multiple logical topologies in a network is a very promising approach
for achieving both resilience and improved control over the routing. In this
work, RRL and MRC are examples of how a multi-topology approach can
be used to give fast recovery. We have also illustrated how Multi-Topology
routing can be used as an effective traffic engineering tool.
To facilitate such uses of multiple logical topologies in a network, we think
that the existing Multi-Topology routing mechanisms developed by the IETF
should be further developed. First, mechanisms for switching data packets
from one topology to another in-flight should be clearly defined. Rules for
when topology-transitions can or cannot be done are needed in order to
avoid possible forwarding loops. Second, different ways of explicitly marking
data packets as belonging to a given topology should be standardized. In
particular, overloading of some bits in the ToS field of the IP packet header
as a topology identifier should be investigated.

8.7

Future research directions

There are several possibilities for further research based on the methods
presented in this work.
In the context of MRC, several practical deployment issues can be addressed. One challenge is how to best organize the routing and forwarding
tables in order to minimize the state overhead and make the lookup procedure as simple as possible. MRC requires one logical forwarding table per
configuration, but we believe that these can be structured so that the actual
amount of state information is reduced significantly compared to an n-fold
increase when n configurations are used. Some early thoughts on this are
presented in [104].
Another issue is the use of MRC in networks where some destination
addresses can be reached through several egress routers. In such scenarios, it
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would be beneficial if traffic is rerouted to the alternate egress router if one
of them fails. Guaranteeing that this will be the case would demand some
changes to MRC in its present form.
An interesting question is also how the MRC backup configurations can
be re-constructed when there is a permanent change to the network topology.
With MRC as described in this work, this requires new configurations to be
constructed from scratch based on the altered topology. An incremental
algorithm that takes the existing backup configurations as a starting point
and only makes the necessary changes would make MRC more robust when
faced with such network dynamics.
Fast protection mechanisms are primarily useful for real-time applications
like IP-TV with strict demands on packet loss and availability. We believe
that such traffic increasingly will be sent using some kind of multicast protocol. An interesting research topic is therefore whether MRC or other similar
mechanisms can be used to protect also multicast traffic.
We believe that multiple parallel logical topologies can be a useful tool
also for dealing with other challenges to a network. One possible area might
be security and protection against outsider attacks. Work on robust routing
with byzantine robustness rely at its core on a mechanism that allows a source
to identify and select between several possible routes to the destination [111,
112]. By splitting information and sending it over several logical topologies,
or by switching between sending traffic in different topologies, it can be
made much harder to intercept or eavesdrop on a connection. If the logical
topologies are created in a similar fashion to what we have proposed for
MRC in this work, there will exist a topology that excludes any single node
in a network from its routing paths. This way, mechanisms could be created
so that several routers must cooperate in order to disrupt communication
between any two nodes in the network.
There are also several open questions in the context of using MultiTopology routing as a traffic engineering tool. The evaluations in this work
indicate that the local method where traffic is switched to an alternate topology at the point of congestion performs very well compared to existing techniques. However, this method can in some cases lead to reordering of packets,
which again has an adverse impact on TCP performance. As future work, it
would be interesting to investigate how severe this packet reordering is with
the local method, and how it can be minimized.
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Gjessing and Olav Lysne. The algorithms, writing and simulations presented
are by Amund Kvalbein. Olav Lysne contributed in the discussion of the
simulation scenarios and results, and through improving the structure and
consistency of the presentation.

