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Abstract

TCP was conceived more than thirty years ago and continues to evolve. In initial specific-

ation efforts, TCP’s key features were the adaptation of the transmission rate to both the

sustainable connection quality of the network (congestion control) and the speed of the

receiver (flow control). Herewith, TCP became the most widely used protocol, employed

over a wide range of technologies, and is still carrying most of today’s Internet traffic.

However, with the rapid evolution of multi-connected consumer devices and today’s

demands for more reliable applications, TCP suffers from a major limitation: It is only

able to make use of one network between two hosts at a time, tightly coupling itself to

the IP protocol. Addressing this aspect while coping with today’s challenging Internet

deployment landscape, Multipath TCP (MPTCP) is the major standardised TCP exten-

sion, enabling a TCP connection to use multiple networks simultaneously. MPTCP is

a drop-in replacement allowing for better deployment and adoption, leaving applications

unchanged, while looking just like TCP from the network’s perspective. However, this

proximity to TCP poses challenges to MPTCP at times. Initially, MPTCP focused on its

potential to improve greedy applications (bandwidth aggregation) with networks having

similar characteristics in terms of bandwidth, delay and loss. Later, its reliability aspect

to seamless handover was placed in the foreground.

In this thesis, we focus on Multipath TCP’s performance over heterogenous networks,

e.g. networks with different characteristics in terms of bandwidth, delay and loss, and how

heterogeneity impacts MPTCP’s operational goals. Due to such challenges, we show that

MPTCP may not always be beneficial for all applications, especially those requiring low-

latency over bandwidth aggregation. In Chapter 4 we present our scheduling algorithm

for MPTCP, based on head-of-line blocking estimation at the MPTCP connection level,

showing that a multipath scheduler does not require high algorithmic complexity to aid

latency-sensitive applications such as web traffic. Chapters 5 presents our work with a

passive shared bottleneck detection mechanism, which is able to unlock MPTCP’s full po-

tential in non-shared bottleneck scenarios while still obeying its original main operational

goals. Chapter 6 shows that a lightweight forward error correction mechanism can aid

latency-sensitive applications such as web traffic in heterogenous scenarios with MPTCP

with negligible overhead, in particular when the underlying networks have heterogeneous

delays and loss. Finally, Chapter 7 summarises our experiences, also providing a snapshot

of MPTCP’s deployment in the most visited Internet websites in 2016, and visions about

the future of multipath transport within the transport layer and using MPTCP.
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Chapter 1

Introduction

Today’s Internet is radically different from when its main building blocks were specified

more than 40 years ago [5]. It evolved from an experimental network to a dynamic and

complex infrastructure, constantly challenged by the increase in network traffic, mobile ac-

cess, number of end-users and critical services. Here, multi-homed networks provide better

performance and resilience to attend to these different demands. However, and perhaps

as a natural evolution, the demand to explore this infrastructure from the end-hosts’

perspective also followed: with the rapid evolution in wired and wireless network infra-

structure and multi-homed consumer devices, such as laptops and smartphones equipped

with multiple built-in network adapters, such as Ethernet 802.3, WLAN 802.11 and 3GPP

(2G/3G/4G), the need for more flexibility to explore multiple networks increased. Here,

single-path protocols such as UDP and TCP, are not able to efficiently use more than one

network simultaneously1. With TCP, IP addresses and port numbers are used as unique

identifiers for a connection. That means, neither can TCP connections be seamlessly

transferred to another network without support from the application, nor are these able

to explore the capacity of more than one network at time. Depicting the current Internet’s

transport protocol landscape, Figure 1.1 presents some of the most popular applications

and their transport protocols.

One of the initiatives in this direction was the Multipath TCP transport protocol.

While, initially, normal Internet end-users were not its driving force [8], throughout Mul-

tipath TCP’s standardisation, use-cases with multi-homed consumer devices showed that

Multipath TCP capabilities are widely applicable, creating new applications, research

and engineering tasks. In its original design, Multipath TCP is built on top of regular

TCP, see Figure 1.2, and looks like TCP from the network’s perspective. It pursues the

goals of increasing acceptance by application developers, deployability and operability in

today’s Internet with middleboxes and other ubiquitous devices [9, 10]. Thus, Multipath

TCP closes the gap between multi-homed networks and single-path transport protocols,

1The lack of transport protocols is a vicious cycle, where application developers do not use protocols
other than UDP or TCP to avoid inoperability, and middlebox manufacturers do not support other
protocols, because applications only use UDP and TCP [6, 7].

3
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Figure 1.1: Internet transport protocol landscape: applications and their respective trans-
port protocols given by the first Request For Comments (RFC).

having three main goals capturing its desired operation [11]: (i) improve application

throughput [12], (ii) remain fair to concurrent traffic at bottlenecks along the end-to-end

network paths and (iii) improve application reliability with resource pooling [13].

Multipath TCP is today a deployable and operable protocol, attracting commercial

interest from smartphones to hybrid access networks settings, e.g. a fixed wired xDSL

combined with a WLAN or 3GPP wireless network2. Although MPTCP has proven itself

in many scenarios, we observed deficiencies typically when combining different network

technologies, e.g. Ethernet, WLAN and 3GPP, with Multipath TCP often performing

worse than regular TCP. Hence, the main incentive behind this thesis is to understand and

improve Multipath TCP under heterogeneity. These scenarios typically describe multipath

connections in networks that have different characteristics in terms of bandwidth, delay

and loss. In the following Section 1.2.1, we motivate our research by presenting some

preliminary evaluations from real networks.

1.1 Multipath TCP and Heterogeneity

From Multipath TCP’s design to its realisation, there are mainly two blocks in charge of

achieving its desired operation, see Figure 1.2: the multipath scheduler and the congestion

control. As one can observe, with Multipath TCP, applications use the standard socket

Application Programming Interface (API) to create an MPTCP connection, which is

2https://www.ietfjournal.org/multipath-tcp-deployments

https://www.ietfjournal.org/multipath-tcp-deployments
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Figure 1.2: MPTCP’s Main Building Blocks.

entirely transparent to the application. Underneath, multiple TCP connections, i.e. sub-

flows, are opened and managed by MPTCP’s scheduler that distributes data (goal (i)) and

the congestion control that is in charge of controlling the data flow (goal (ii) and (iii)).

In a multipath connection with heterogeneous networks, e.g. 3GPP and WLAN, the

scheduler has to leverage differences from the networks in order to minimise the impact

of packet reordering at the receiver. Since Multipath TCP is built on top of regular TCP,

it can only deliver data in-order to the application. Since a-priori it is unknown what and

how applications send into the MPTCP’s socket, the scheduler has the task to monitor

both application and networks, and decide based on goal (i) at run-time. To this end,

we first evaluate different schedulers and propose our own scheduler algorithm addressing

the shortcomings of the state-of-the-art in Chapter 4.

In Multipath TCP’s congestion control design, it is assumed that all subflows may

share a bottleneck along the end-to-end network path. While this might be the case for

bottlenecks close to access networks, it is not necessarily true when devices connect to

networks from different technologies. Hence, the coupling aspect of the congestion control

can be leveraged and made adaptive upon detection of shared bottlenecks at run-time,

while still fulfilling goals (ii) and (iii). To this end, we design and implement a new

congestion control algorithm, integrating a practical passive shared bottleneck detection

mechanism into Multipath TCP in Chapter 5.

Finally, we identified certain aspects that limit Multipath TCP’s performance with

heterogeneous networks, especially when the networks have heterogeneous loss rates and

delays. In Chapter 6, we add Forward Error Correction (FEC) to MPTCP focusing

on congestion control integration, adaptiveness and application independence to improve

Multipath TCP in such heterogeneous scenarios.
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1.2 Problem Statement and Scope

The initial path that motivated the research question of this thesis was taken by Kas-

par [14] and Evensen [15]. In both contributions, the authors investigate challenges of

exploring multiple networks simultaneously, with both UDP and TCP, focusing on band-

width aggregation aspects, limited to greedy applications. Although they refer to Mul-

tipath TCP, which at the time was in its early standardisation and adoption phase, the

authors strive for solutions in the network layer. After examining their work, we proceeded

with the following problem statement:

How can multipath transport with Multipath TCP improve applications’

performance and reliability under heterogeneity, while remaining fair to

concurrent network users and performing at scale from the end-host’s

point of view?

The following chapters focus on Multipath TCP aspects that aim to answer this ques-

tion: from capturing Multipath TCP’s behaviour in real-world network measurements,

reproducing and analysing its behaviour with controlled experiments to, finally, design

and propose our own solutions, which are revalidated in real systems. Subsequently, we

present preliminary evaluations with Multipath TCP under heterogeneity from real-world

measurements, which motivated our research direction.

1.2.1 A Motivating Example: Multipath TCP’s Performance

under Heterogeneity in Real-Network Experiments

In early evaluations [16, 17], we exposed some shortcomings of Multipath TCP with

heterogeneous networks. Figures 1.3(a) and 1.3(b) show the application’s goodput with

Multipath TCP, with both very simplistic experiments downloading a large file combin-

ing 2G+WLAN and 3G+WLAN networks. The view from the application’s goodput

show how network heterogeneity affects the overall throughput aggregation (Figure [16]),

underperforming compared to regular TCP at times (Figure [17]).

Shifting the focus from greedy to latency-sensitive applications in [1], we evaluated

the impact of heterogeneity on Multipath TCP comparing it against Concurrent Mul-

tipath Transfer for SCTP (CMT-SCTP) [19], considering HTTP/1.1 [20] web transfers

of different sizes and numbers of objects, e.g. Wikipedia, Amazon and Huffington Post,

synthetically generated Constant Bitrate traffic (CBR) mimicking non-adaptive streaming

of Skype-like traffic of 950 Kbit/s with 30 frames/s and trace-based gaming traffic from a

named Massive Multiplayer Online games (MMO) Age of Conan3. All experiments were

3From [1]: MMO games are relatively popular and run on top of TCP [21]. MMO games’ traffic is
composed of multiple thin TCP flows, characterised by a low transmission rate where the majority of
packets are much smaller than the Maximum Transmission Unit (MTU).
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Figure 1.3: MPTCP Application Goodput under Heterogeneity.

run with both emulations, with and without Background Traffic (BG), as well as in real

operational networks, switching combinations we labelled symmetric and asymmetric, e.g.

WLAN+WLAN, 3G+3G and WLAN+3G, respectively. In this work, we made similar

MPTCP CMT‐SCTP
Traffic Symmetric Asymmetric Symmetric Asymmetric

WLAN‐WLAN 3G ‐ 3G WLAN ‐ 3G WLAN‐WLAN 3G ‐ 3G WLAN ‐ 3G

Video

Video with BG
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No improvement with multi‐path but no significant degradation
Performance degraded significantly with multi‐path

Slight performance improvement with multi‐path than that of single path

Figure 1.4: MPTCP versus CMT-SCTP with different latency-sensitive application traffic:
Overview taken from [1].
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observations, evaluating Multipath TCP with latency-sensitive applications under hetero-

geneity: MPTCP yielded worse performance compared to regular TCP, regardless of the

type of latency-sensitive application traffic, when combining 3GPP and WLAN networks,

e.g. WLAN+3G, see Figure 1.4.

1.3 Thesis Contributions and Limitations

This thesis explores different solutions to make Multipath TCP more robust in the pres-

ence of network heterogeneity. Our solutions aim at improving Multipath TCP’s perform-

ance not only for applications that target bandwidth aggregation, but also applications

that are latency-sensitive. To address the problem, we learn from data collected from

real-network measurements, reproducing similar experiments in a controlled emulation

environment. We would like to highlight at this point that although it is of great value

to collect real-world measurements, there is also value in reproducing and learning from

emulated experiments, where applications, transport protocols, network topologies and

settings are under control. The effect of different configurations and their interactions

would be impossible to be understood, if a network is not fully in control of the exper-

imenter. In our evaluations throughout this thesis, we focus on both aspects: learning

from real data, but also doing analysis and reproducing results in emulation.

To be able to address and understand the challenges imposed by heterogeneity inside

Multipath TCP, we take apart some of the main pieces inside the protocol presenting

these in a simplified scenario in form of abstract functions in Figure 1.5: byte-stream

striping, coupled congestion control and multipath scheduling over different networks at

the sender and data reconstruction at the receiver from multiple MPTCP subflows, before

data is delivered to the application. Note that since Multipath TCP is built on top of TCP,

its data plane operates in the same way from the network’s perspective, see Section 2.2.2.

In Section 1.3.1, we list our contributions in making Multipath TCP more robust in

the presence of heterogeneity, which are divided into distinct research papers and also

compose the chapters of this thesis. Each paper, i.e. chapter, addresses one aspect within

Multipath TCP’s transport protocol.

1.3.1 Contributions to Multipath TCP

The main research question, presented in Section 1.2, is the challenge of efficient use

of multiple heterogeneous networks with multipath transport, using Multipath TCP. We

address the question by identifying core elements, showed in a simplified form in Figure 1.5.

There, we look at their interaction with different applications as well as different network

topologies, however, always keeping path heterogeneity as an attribute. Finally, the main

contributions delivered by this thesis are listed below:

• Multipath scheduler estimation against HoL-blocking: in Chapter 4, we

show how Multipath TCP’s default scheduler, minRTT, fails to achieve Multipath
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Figure 1.5: Simplified scenario illustrating the main tasks performed by a Multipath
TCP connection.

TCP’s main design goals in heterogeneous scenarios including 3GPP and WLAN

networks. We collected evidence from real-world measurements and reproduce the

algorithms’ performance in a controlled environment with emulations, also com-

paring it against other proposed multipath schedulers. After identifying different

algorithmic aspects and performance issues, we present our own algorithm, BLEST:

blocking estimation-based MPTCP scheduler. BLEST is able to evaluate at run-time

how much data MPTCP subflows are allowed to send to minimise HoL-blocking.

The scheduler can, however, also reduce the amount of data on a certain subflow

according to its overall benefit, this is given by BLEST’s blocking estimation calcu-

lation. Thus, Multipath TCP with BLEST has not only the function of scheduling

data on different paths, but also a similar path manager function, improving Mul-

tipath TCP’s overall resource usage.

• Coupled congestion control with shared bottleneck detection: in Chapter 5,

we first show how Multipath TCP’s coupled congestion control can behave overly

conservative when bottlenecks are not shared along the end-to-end network paths.

We evaluate Multipath TCP’s performance on both shared and non-shared bot-

tlenecks, comparing it against concurrent regular TCP flows. There, we notice a

performance penalty of up to 40% when bottlenecks are not shared, with any of

Multipath TCP’s coupled congestion control algorithms, i.e. LIA, OLIA or Balia.

Finally, we propose a dynamic coupled congestion control for Multipath TCP with

an integrated passive shared bottleneck detection algorithm [4], improving Mul-

tipath TCP’s performance in non-shared bottleneck scenarios while remaining fair

to regular TCP in shared bottleneck scenarios.

• Forward error correction within Multipath TCP: in Chapter 6, we propose a

Forward Error Correction (FEC) extension for Multipath TCP to improve applica-

tion reliability in heterogeneous scenarios, when the networks have not only distinct

delays, but also loss rates. We use real traffic of different applications that are

latency-sensitive, such as multiple web transfers with HTTP/2.0 and adaptive and

non-adaptive video streaming. There, we also propose a dynamic FEC adaptation
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algorithm, which chooses an appropriate FEC rate at run-time. We revisit FEC at

the transport layer by integrating FEC into MPTCP, taking different real latency-

sensitive applications into account and a dynamic FEC rate adaptation algorithm

focusing on heterogeneous scenarios. With all applications, we could observe an

improvement in the multipath utilisation, with up to 50% reduced delay in web

transfers and up to 20% higher bitrates in video streaming.

Finally, we also contribute to understanding Multipath TCP’s deployment in the In-

ternet with a measurement campaign started between 2014 and 2016, using the most

visited Internet servers from Alexa’s top 1 million list as the baseline [2]. A snapshot of

the collected data is shown in Chapter 7.

1.3.2 Limitations

Understanding Multipath TCP’s deployment and operation in real networks requires long-

term and large-scale measurements, since the protocol may interact differently with dif-

ferent networks. Evidence from other measurement studies show that 3GPP or wired

networks deploy all sorts of ubiquitous devices that interact in various ways with network

traffic, which, in turn, may affect the application and transport protocol performance.

In this thesis, we restrict ourselves to Multipath TCP’s performance with respect to

different applications; analysing data from real-world measurements, reproducing these in

controlled environment with emulation experiments and, finally, evaluating our proposed

solutions with real network measurements with a constructed testbed. Hence, we focus

solely on protocol performance aspects with different applications under heterogeneity,

identifying challenges and proposing solutions.

1.3.3 Discussion

The main reason behind Multipath TCP’s development on top of TCP are: to improve

acceptance by application developers, allowing applications on top of TCP to remain un-

changed, facilitate deployment efforts and cope with today’s Internet reality, i.e. stack

ossification causing enormous difficulties to deploy new technologies4. However, in scen-

arios where network heterogeneity is significant, Multipath TCP challenges are inherently

rooted in some of TCP’s design: TCP is a byte-stream protocol, with a strict reliabil-

ity notion, loss detection and recovery based on data retransmission and in-order data

delivery [22]. While maintaining these characteristics, Multipath TCP has to overcome

network heterogeneity, e.g. present in scenarios with WLAN and 3GPP networks, and

provide a benefit to the end-user, e.g. bandwidth aggregation, reduced latency or im-

proved reliability, while considering any application. It also ought to work under any

circumstances with some fallback mechanism to regular TCP. We identified two main

4Commonly application developers are forced to resort to UDP or TCP due to lack of wide Internet
support for other protocols [6].
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building blocks within Multipath TCP that can be improved focusing on such goals: the

scheduler and the congestion control.

In the following chapters, we present our solutions to improving Multipath TCP’s

performance under heterogeneity in more detail, looking at applications with different

QoS requirements, e.g. improved bandwidth aggregation or improved latency. Although

our research focuses on the challenges of Multipath TCP in heterogeneous scenarios, the

requirements and proposed solutions are equally applicable to other scenarios involving

multipath data transmission.

1.4 Thesis Outline

This thesis is written as a paper collection and organised in two parts. Part I encompasses

an introduction, research methods and the main research contributions, whereas Part II

contains the selected published full research papers.

Part I is divided in:

Chapter 2, ”Background and Related Work”, which provides an overview of past and

current research and standardisation efforts in multipath transport. The chapter emphas-

ises in the aspect of path heterogeneity, since this thesis focus on the heterogeneity impact

in MPTCP’s performance.

Chapter 3, ”Methodology for Performance Evaluation”, provides an overview and dis-

cussion of the methods in both emulation and real networks.

Chapter 4, ”Multipath TCP Scheduling and Path Management”, presents the first

results with MPTCP over heterogeneous networks, and also provides our own contribution

to tackle the challenge of scheduling.

Chapter 5, ”Multipath TCP Congestion Control”, revisits Multipath TCP’s coupled

congestion control with a shared bottleneck detection mechanism.

Chapter 6, ”Multipath TCP with Forward Error Correction”, revisits the topic of using

FEC in the transport layer, taking MPTCP over networks with heterogeneous delay and

loss as its main scenario.

Chapter 7, ”Conclusion and Future Work”, summarises our work, also bringing it into

perspective with future research.

Finally, the original published research that build this thesis, together with other

published research work and IETF contributions, are shown in Part II.





Chapter 2

Background and Related Work

In this chapter, we put Multipath TCP in context with existing initiatives targeting

efficient use of multiple networks through multipath data transmission, providing a deeper

understanding of Multipath TCP’s main building blocks. For this reason, we divided this

chapter into five main parts:

• Section 2.1 presents multipath transmission solutions placed at different layers in

the stack, with the goals of increasing bandwidth, reliability or both simultaneously.

There, we discuss the pros and cons of the solutions on each layer, with an overview

of key features provided by transport protocols presented in Table 2.1. We focus

on solutions closer to standardisation rather than research efforts, since these have

incorporated iterations from both research and engineering aspects, and are stronger

candidates to reach wide deployment and adoption.

• Section 2.2 gives more details about Multipath TCP’s implementation, and how

its design had to take today’s Internet deployment challenges into consideration

in order to succeed in standardisation and deployment. There, we focus solely on

solutions that have reached a certain maturity in terms of the IETF1.

• Section 2.3 explains Multipath TCP’s main building blocks, providing high-level

comments about their operation and an overview where the proposed solutions from

this thesis are placed, keeping Multipath TCP’s performance in heterogeneous scen-

arios as an attribute.

• Section 2.4 explains the bandwidth aggregation and reliability goals and techniques

to achieve these goals in the transport layer, primarily addressing those already

available for Multipath TCP.

• Section 2.5 summarises our experiences evaluating multipath transport related work,

leaving our views about most promising approaches to achieve wide acceptance for

multipath transmission.

1Research efforts in the area [14, 15], and, specific to Multipath TCP, to [23].
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2.1 Multipath Transmission: Solutions

The gap between single path network protocols and a multi-homed networks is not new.

The topic has received a lot of attention, some addressing specific use-cases at differ-

ent layers. In this chapter, we consider the closest relevant initiatives, which served as

motivation for this thesis.

2.1.1 Application Layer

The common practice of multipath transmission at this layer is that an application es-

tablishes multiple transport layer connections, possibly binding to different IP addresses,

distributing data according to some metric, e.g. the underlying network delay, loss or

available bandwidth. In general, application layer solutions have the advantage to be

fully in control of data distribution and the implementation is simpler to modify and de-

ploy. However, with less information about the underlying network dynamics available, it

turns out to be difficult to achieve optimal performance.

We give as examples the Hypertext Transfer Protocol (HTTP) with HTTP/1.1 [20],

more recently, SPDY, [24], and their successor, HTTP/2.0 [25]. These are request-

response client-server application layer protocols, widely used for Internet traffic. SPDY

was not only meant to replace HTTP/1.1, but also modify semantics to improve web

latency, since HTTP/1.1’s implementation was no longer able to cope efficiently with In-

ternet web pages, e.g. browsers had to maintain multiple parallel connections open, since

no parallel requests per connection are supported. Note that, in fact, HTTP/1.1 was

revised to become HTTP/2.0, because browsers maintained multiple parallel requests,

without ways to avoid bottlenecks. This has shown to be detrimental, e.g. higher page

load times, where HTTP/2.0 improved the scenario with its pipelining approach. Finally,

after some caveats identified in SPDY [26], HTTP/2.0 turned to be de-facto successor of

HTTP/1.1. for web browser traffic, with a good uptake [27].

More recently, user-space multipath solutions have been gaining attention such as the

proposal for QUIC (Quick UDP Internet Connections) [28]. A multipath implementation

at this level aims at facilitating maintenance and deployment, taking the lessons learnt

from such implementations in kernel-space. However, the development is complex at times,

finding compromises to connection state information granularity, e.g. flow and congestion

controls, which are present in kernel-space and cannot be easily reused. To date, QUIC is

still heavily under development with many open questions to be addressed. In fact, recent

initiatives have been proposing high-speed user-space stacks as an option to overcome slow

end-hosts’ updates, blaming end-users for the difficulties of new technologies’ deployment

and adoption in the Internet, and guaranteeing high-performance [29, 30].
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2.1.2 Transport Layer

The Internet reality is very different from the notion of end-hosts with pure end-to-end

connections. Today, this is becoming even less likely with the popularity of middleboxes

and other ubiquitous devices, e.g. Performance Enhancing Proxies (PEP). Also for this

reason, a multipath solution at the transport layer must comply with well-known transport

protocols, such as UDP or TCP, to be able to reach deployment and interoperability.

As an example illustrating this reality, SCTP [31] started earlier than Multipath

TCP to address the question of multipath transmission in the transport layer. SCTP

is a transport protocol capable of managing several IP addresses per connection, however,

in its very first specifications, it only uses multiple addresses as a failover mechanism. To

achieve resource pooling with several network paths, CMT-SCTP, introduced in [32], is an

extension of SCTP to perform concurrent multipath transfer. From the protocol’s design

view, SCTP uses a message-based multi-streaming approach for data transmission instead

of a continuous byte-stream, like it is the case in TCP. Further, SCTP allows for multiple

streams, where each stream is sent across different source and destination IP addresses.

SCTP offers a rich API [33], however, requires applications to be re-written to use

it. Also, in the Internet, some middleboxes are unable to process SCTP packets, mak-

ing an application running with SCTP, unfortunately, inoperative. However, some re-

cent small-scale measurements with fling have shown 66% working network paths with

SCTP/IP [34]. That means, except for few applications in isolated environments, e.g. sig-

nalling in telephony or 3GPP networks, or tunnelling over UDP in RTCWeb [35], SCTP

has not been convincingly deployed. This is a classic and a constantly revisited issue

by the IETF, that application developers do not write applications using protocols other

than UDP or TCP to avoid inoperability. On the other hand, middlebox manufacturers

do not support less common protocols, because applications only use UDP and TCP. This

is a typical chicken and egg problem, target of initiatives, e.g. application layer protocol

implementations over UDP [6, 7]. The IETF’s Transport Services (TAPS)2 and the New,

Evolutive API and Transport Layer Architecture for the Internet (NEAT) project3 are

conjoint initiatives with the goal to change the picture of slow deployment and adoption

by offering a richer set of features provided by transport protocols to developers.

Even though Multipath TCP has been introduced at the IETF many years ago, it took

time to reach consensus, mature its implementation and reach commercial interest. Due

to MPTCP being a drop-in replacement, which enormously simplifies operability issues

in today’s Internet, Multipath TCP still drives high interest within both research and

standardisation communities, due to the need to make the transport layer and transport

protocols more flexible and address new use-cases. Table 2.1 puts together some key

features provided by the main Internet transport protocols, UDP and TCP. Beyond the

features provided by TCP, MPTCP provides multi-homing, load-balancing, address family

multiplexing between IPv4 and IPv6 and resilience to network failure or mobility, see [6].

2https://datatracker.ietf.org/wg/taps/charter
3https://www.neat-project.org/

https://datatracker.ietf.org/wg/taps/charter
https://www.neat-project.org/
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Table 2.1: Some key features offered by UDP, TCP and MPTCP protocols.

UDP TCP MPTCP

Unicast 4 4 4

Anycast 4 7 7

Multicast 4 7 7

Connectionless 4 7 7

Connection-oriented 7 4 4

Multi-homing 7 7 4

Load-balancing 7 7 4

IPv4, IPv6 multiplexing 7 7 4

Resilience and mobility 7 7 4

Unreliable 4 7 7

Full-reliability 7 4 4

Error detection 7 4 4

Ordered data delivery 7 4 4

Datagram 4 7 7

Byte-Stream 7 4 4

Bidirectional 7 4 4

Unidirectional 4 7 7

Flow control 7 4 4

Congestion control 7 4 4

Feature negotiation 7 4 4

2.1.3 Network Layer

As the network layer can provide functions such as multipath routing and load balancing

on both packet and flow levels [14, 23], it seems a natural place to combine different

networks for multipath transmission. However, the challenge of deploying a solution at

this layer is the lack of granular information about connection states, where each network

path is still subject to different characteristics, e.g. bandwidth, delay and loss. This is the

rule rather than the exception, and very critical when considering networks from different

technologies. For example, at the network layer, networks are only IP addresses, which do

not provide much information about whether these are from a WLAN or 3GPP network.

Hence, neglecting the benefits of having a state-full protocol able to use such information

to infer congestion can be a dangerous choice: congestion and flow control information

have to be collected on the side, generating overhead with, e.g. passive monitoring software

or active out-of-band traffic. This results in more complex implementations with no

guarantees with respect to user experience at the application layer.

As an example, mobile IP [36] is a protocol enhancement to IP communication that

masks address changes from upper layers, when devices move across the network, e.g.

during handover or connectivity glitches within the network. However, mobile IP requires

additional network elements, such as home-agent and home-address in its IPv4 version,
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which take care of the required signalling for proper device registration through the net-

work. Its management complexity and necessity of support across the network providers’

borders hindered its adoption. Analogously, Site Multihoming by IPv6 Intermediation

(Shim6) [37] has a similar proposal to mask handover from upper layers by using IPv6 ex-

tension headers [38], performing a failure detection and recovery through the ReAchability

(REAP) protocol. More focused on the benefits of bandwidth aggregation rather than

reliability, the authors [15, 14] favour multipath solutions at the network layer, arguing

against the need for change and control of both end-hosts and deployment difficulties at

the transport layer. However, the solution proposed relies on an additional network ele-

ment, i.e. a proxy, resulting in additional maintenance and a triangular communication,

also a candidate to become a communication, security and management bottleneck.

Although Multipath TCP’s activities at the IETF today are striving in the direction

of proxied multipath communication, we believe that this change is due to deployment

difficulties of Multipath TCP on both end-hosts, i.e. client and servers, see [2]4, focusing

on boosting network provider services with hybrid access networks.

2.1.4 Link and Physical Layers

Link and physical layer multipath approaches are usually limited to combining networks

of the same technology, usually within a controlled operational environment, and also

within a limited number of hops [14, 23]. These are known techniques in core networks,

however, out of control by the end-users.

Due to the operational costs associated with wireless links, in particular because of

spectrum shortage, 3GPP networks implement also similar solutions to increase the link

channel bandwidth and increase the last mile bitrate for end-users. For example, LTE-

Advanced (LTE-A) (release 10), which is an evolution of the 3GPP LTE specification

(release 8 and 9), implements the so-called carrier aggregation mechanism, by combin-

ing multiple carriers in downlink. Such an approach works for both Frequency-Division

Duplex (FDD) systems, which separate frequency bands to transmit and receive and

Time-Division Duplex (TDD) systems, which uplink is separated from downlink through

different time-slots. These are, however, mechanisms selected and implemented by the

network provider, and they are not available to end-users to control. Similarly, approaches

like these are also realised in other wireless systems, e.g. in the IEEE 802.11n standard.

To conclude, analog to the observations for the network layer, link and physical layers

face the challenge of tracking network dynamics in terms of bandwidth, delay and loss and

also guarantee better application performance. Therefore, making the task to evaluate

connection states, i.e. congestion control, more resource intensive. An implementation at

this level needs to have granularity about channel variation, congestion levels, reordering

and, consequently, the end-user experience. Hence, it is not guaranteed that a solution

4At the time of writing, Multipath TCP is not part of Linux’s mainline kernel yet.
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focusing on bandwidth aggregation will bring a benefit, if it ignores the interaction of

features provided by protocols and network heterogeneity.

Furthermore, it is even more challenging if the system over multiple networks is un-

aware of end-users’ application requirements, e.g. a file download, versus latency-sensitive

web transfers or video streaming. There is an increasing appeal to tie applications and

transport layers closer together due to the aforementioned reasons. Also, at these layers,

it is hardly in the domain of end-users to decide how to explore the available network re-

sources, e.g. in the smartphone case, a user might prefer WLAN over the 3GPP network

due to battery or transmission cost. Link and physical layer solutions are mostly focused

on network resource utilisation rather than on end-users.

2.2 Multipath TCP: Design

Conceptually, Multipath TCP can be divided into two main parts:

• Control plane, responsible for managing subflows belonging to the same MPTCP

connection and signalling connection-level control information, see Figure 2.1;

• Data-plane in charge of transmitting payload data between end-hosts;

Most of the complexity within Multipath TCP’s implementation today comes from the

control-plane, which is responsible for signalling correct information about the subflows

between the end-hosts. The reason for this is the need to deal with the widespread of

middleboxes and ubiquitous devices, deployed in today’s Internet. Multipath TCP has

grown to a complex system and needs to continuously revisit with regard to its operability

with new devices being constantly deployed. These devices are known to alter protocol

fields for diverse purposes, e.g. to increase last mile performance of TCP with transparent

proxies [9]. In Sections 2.2.1 and 2.2.2 we go into detail about Multipath TCP’s control

and data planes, comparing it to TCP.

Source port  Destination port  

Checksum  Urgent pointer  

Data 
Offset 

Acknowledgment number  

Sequence number  

Window size 

Payload 

Options 

TCP 

0                                         16                                      31 

Reserved Code 

Padding Kind Length 

Subtype specific data ( variable length) 

MPTCP option: Generic format 

0                 7 8             15 16          20      24             32 

Subtype 

Figure 2.1: TCP/IP packet header with MPTCP generic option format.
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2.2.1 Control Plane

Multipath TCP has the goal to keep applications on top of regular TCP unchanged [12].

That means, Multipath TCP must resemble TCP and be a byte-stream, provide in-order

delivery and be a reliable state-full protocol. To achieve this, Multipath TCP has to

support connection setup and termination phases, i.e. three-way and four-way hand-

shakes [12]. To coordinate a state between the end-hosts, Multipath TCP needs to sup-

port an acknowledgement mechanism to be able to recover and reorder data. Finally,

Multipath TCP should likewise perform both flow and congestion control, to prevent re-

ceiver overflow and network congestion collapse. Figure 2.1 shows a TCP packet header

with the position and size in bits of a generic MPTCP option, with Multipath TCP op-

tions encoded as TCP options with option kind 30, as reserved by the Internet Assigned

Numbers Authority (IANA)5.

To exchange information between two MPTCP-enabled end-hosts, Multipath TCP op-

tions are sent within TCP’s option space. Multipath TCP uses a single TCP option type,

and differentiates the control information with subtypes, e.g. MP CAPABLE, MP JOIN,

MP PRIO, etc. [39]. In TCP’s initial three-way handshake, there are three pieces of

MPTCP’s control-plane information in the first subflow: A token identifying the connec-

tion attempt, the initial data sequence number of Multipath TCP’s connection-level and

a key to enhance security authenticity6. See in Figure 2.2 how both MPTCP end-hosts

negotiate MPTCP MP CAPABLE and the token. In this example, the remote end-host

announces additional IP addresses within ADD ADDR, which is the default behaviour of

MPTCP’s fullmesh path-manager.

ADD_ADDR [IP#-B2, IP#-B2’s Address ID] 

SYN + ACK + MP_CAPABLE(Key-B) 

Host A Host B 
Address A1 Address B3      Address B2      Address B1 

SYN + MP_CAPABLE(Key-A) 

…
 

ACK + MP_CAPABLE(Key-A, Key-B) 

ADD_ADDR [IP#-B3, IP#-B3’s Address ID] 

Figure 2.2: MPTCP initial three-way handshake, see [2].

5 Multipath TCP’s option has the kind 30, variable length and the remainder of the content begins
with a 4-Bit subtype field, created by IANA, and maintained a sub-registry entitled ”MPTCP Option
Subtypes”, under TCP’s parameters registry. Some of the main subtypes’ symbols are defined as follows:
MP CAPABLE, MP JOIN, ADD ADDR, etc.

6A more detailed threat analysis against Multipath TCP is presented in [40].
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Multipath TCP starts the connection by establishing an initial subflow with a regular

TCP three-way handshake, using TCP options to add signalling in order to detect whether

the remote end-host supports MPTCP. To add a new subflow and become a multipath

connection, Multipath TCP performs a new SYN exchange with the remote end-host by

sending a MP JOIN. Note that there are several strategies to establish new subflows.

The most popular ways are implemented by the so-called path-managers fullmesh and

ndiffports. With fullmesh, as the name suggests, a full-mesh of subflows is established

between the IP addresses of the end-hosts. For the IP addresses, the end-host receiving

the connection request can advertise them actively or accept requests passively from the

other end-host, which has to know the IP addresses. With ndiffports, additional subflows

between the IP addresses of the initial subflow are created, and the end-host starting the

Multipath TCP connection determines how many subflows will be opened [1].

Finally, these subflows need to be linked together to form a Multipath TCP connec-

tion, with each subflow having its own sequence-number space, just as a regular TCP

connection, used to detect losses and perform retransmissions.

2.2.2 Data Plane

The data plane within Multipath TCP is in charge of the actual byte-stream transmis-

sion, i.e. where both flow and congestion control are performed. As already mentioned

in Section 2.2, Multipath TCP has to resemble TCP in the network. Since Multipath

TCP spawns multiple TCP connections, i.e. subflows, it must implement a mechanism to

reconstruct the in-order byte-stream at the receiver, before the application can read it.

This is realised with help of Multipath TCP’s Data Sequence Signal (DSS) [12, 39], where

each byte transmitted over all subflows is mapped to the original byte-stream. Further,

each subflow has its own sequence number, which is entirely independent of Multipath

TCP’s sequence number.

To perform recovery after losses, the sender works in the same way as TCP: It counts

duplicate acknowledgments (DupACK) from the receiver, where three duplicates, in the

Linux TCP implementation, trigger a Fast Retransmission (FR). However, if there is

not enough incoming data at the receiver to signal back enough DupACKs, e.g. the

application only sends few packets or the transmission is already at the tail of the flow, the

sender cannot detect a FR, resulting in a much more delayed recovery, a Retransmission

Timeout (RTO). An RTO typically needs much more than one RTT to perform, which

by design is meant to avoid spurious retransmissions, which are retransmissions that

occur when packets are only very delayed, not lost. However, it is a significant slower

recovery mechanism and still object of study and change at the IETF [41, 42], see also

TCP-RACK [43]. With TCP’s window-field, the receiver can inform about the memory

available for new data with every ACK. TCP uses this to perform flow control, so that

the sender does not flood the receiver with more data than it can process, e.g. due to a

slow application reading data from the socket.
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The sender reaction upon a retransmission is to calibrate the sending rate to avoid

reoccurring losses. This is performed by TCP’s congestion control, which was introduced

in [44] to prevent congestion collapse [45]. There are different ways for congestion con-

trol algorithms to change the sending rate: In Multipath TCP, the Congestion Window

(CWND) is halved upon a loss and increased additively, i.e, when one CWND worth of

data is ACKed, the CWND is increased by one segment. This is the so-called Additive

Increase and Multiplicative Decrease (AIMD) algorithm. With similar goals, delay-based

congestion controls can use delay signals from the network to change the sending rate.

This was the source of large discussion, since networks have been shown to be critic-

ally building up latency, and bandwidth was no longer of severe concern [18]. But, in

today’s Internet, loss-based congestion controls are still more wide-spread, which makes

the competition for delay-based approaches unbearable. Regardless of their signal input,

congestion control algorithms can follow different principles, but in their essence, the main

goal it is to dynamically adapt TCP’s sending rate in a way that the network capacity is

fully utilised and fairly shared among network users.

In today’s Linux implementations, the initial TCP CWND (IW) is set to 10 seg-

ments [46], and as long as no loss is detected, TCP stays in slow-start, where it increases

the CWND one segment for each ACK, i.e. roughly doubling its rate every RTT. The

slow-start and congestion-avoidance phases in TCP allow to first aggressively probe the

network’s bandwidth in slow-start, and to slow down probing in congestion avoidance,

where TCP attempts to maintain a stable operation point, the so-called steady state.

2.3 Multipath TCP: Challenges

This section explains Multipath TCP’s building blocks in more detail. As already shown

in Figure 1.2, we introduce in Sections 2.3.1 and 2.3.2 their strong and weak aspects, and

those that motivated the research delivered by this thesis in Chapters 4, 5 and 6.

2.3.1 Scheduler

Multipath TCP’s default scheduler operation and implementation, minRTT, is explained

in Section 2.4. Here we highlight its strengths, but also point to its weaknesses when op-

erating with heterogeneous networks. This section complements some of the observations

already made in [16, 17], which turned to be work presented in [47].

Multipath TCP’s scheduler has a rather simplistic strategy: Whenever subflows have

space in the CWND, the scheduler selects them in increasing RTT order, using always

every CWND to the fullest, until there is no more data to be sent by the application. The

algorithm does not take any other aspect of the connection, e.g. loss, capacity or jitter,

directly into account. In both [16], [17], we point out Multipath TCP’s poor performance

when the underlying network paths are heterogeneous in terms of delay and loss. There,

we used as example for our real-network experiments 2G/3.5G cellular networks with
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excessive delay increase at run-time, caused by bufferbloat [18]. With bufferbloat the

cellular network subflow in combination with Multipath TCP’s scheduler policy, resulted

in end-to-end delays in the range of seconds at times, and the application performance in

terms of aggregated goodput worse than regular TCP.

We first showed the performance impact in [17] and proposed a solution called Multi-

Path Transport Bufferbloat Mitigation (MPT-BM) to leverage the delay increase that

exacerbated delay heterogeneity. The severe RTT increase is typically caused by buf-

ferbloat, commonly result of greedy applications on top of TCP with loss-based conges-

tion controls, with most of the data remaining inside network buffers. Delay-based and

hybrid congestion control algorithms [48, 49] were proposed to mitigate this, having not

only loss, but also delay as input signal from the network. Finally, MPT-BM proposes

a simple metric to track the delay increase by constantly monitoring the connection’s

minimum RTT (sRTTmin) and tolerating multiples of sRTTmin, given by a configuration

parameter λ. This is result of some of our first experiments with Multipath TCP, and

it is neither a pure scheduler solution, nor a replacement of Multipath TCP’s coupled

congestion control.

Later, in [16], we proposed a solution attached to the scheduler, which, in fact, also

acts as path management. There, Multipath TCP could avoid a subflow if this was de-

grading the multipath performance in terms of bandwidth aggregation. We developed

an algorithm named Dynamic Relative Path Scoring (DRePaS) that continuously eval-

uates the contributions of subflows to the overall performance, dynamically influencing

the scheduler decisions. There is usually a cost, e.g. a subscription budget for a cellular

network or CPU and, consequently, battery use, to keep a subflow active in smartphones;

however, this is not a trivial modelling task to decide when to use the cellular network or

not, without explicit end-user input. There might be cases where the contribution of a

subflow is limited, but its cost is high. Then, the aggregation benefit should be optimised

together with the cost. A common metric used to evaluate bandwidth aggregation was

defined in [14], where a scale of −1 to 1 indicates how beneficial multipath is relative to

regular TCP. In the aforementioned contributions, we identified the impact of path het-

erogeneity and bufferbloat in Multipath TCP, proposing simple drop-in solutions. These

lead us to the solution detailed in Chapter 4 and available in [47]. Finally, Figure 1.2

shows where Multipath TCP’s scheduler is placed, between MPTCP’s connection-level

and the subflows.

2.3.2 Congestion Control

We focus on several congestion control Linux implementations: Reno7 [50], Linked In-

crease Adaptation (LIA) [51], Optimised Linked Increase Adaptation (OLIA) [52] and

Balanced Link Adaptation (Balia) [53]. Here, we take Reno as a baseline for uncoupled

7Reno refers to congestion control including NewReno and SACK as implemented in Linux, used kernel
version 3.14.33 as reference.
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congestion control with each subflow applying TCP congestion control. The main reason

behind this is that all proposed Multipath TCP congestion control algorithms are Reno-

based, i.e. they increase the CWND by one segment after every Acknowledgement (ACK)

and halve it in the event of a loss. On the MPTCP-level, the compound behaviour has to

achieve fairness to TCP in a tradeoff between optimal load balancing and responsiveness.

This is the reason why alternatives to the initially proposed algorithm LIA appeared,

where OLIA is currently Multipath TCP’s default congestion control [52] while the more

recent Balia [53] came to improve some OLIA aspects, such as responsiveness, but it was

not yet set as the standard algorithm.

OLIA [52] coupled the CWND and is rooted on the algorithm [54], which provides

fairness and optimal resource pooling. It couples the CWND increase in the congestion

avoidance phase, but applies unmodified TCP Reno behaviour in the event of loss on each

subflow separately8. OLIA is explained below similarly to [52]:

For a path r, CWNDr denotes the CWND of a subflow on path r, maintained in bytes

in opposite to Linux TCP stack implementation given in Maximum Segment Size (MSS).

MSSr is the maximum segment size on the path r. For each ACK on path r, the CWNDr

is increased by:

CWNDr/RTT2
r

(∑(CWNDp/RTTp))2 +
αr

CWNDr
(2.1)

The sum in the denominator of the first term is maintained over all paths p of the mul-

tipath connection. OLIA distinguishes between collectedpaths and maxCWNDpaths, which

are sets containing MPTCP subflows, classified in different ways: collectedpaths is the set

of paths that are presumably the best paths, but do not have the largest CWND, whereas

maxCWNDpaths is the set containing the subflows with the largest CWNDs. With this in

mind, αr is iteratively calculated as:

If r is in collectedpaths, then

αr =
1/number of paths

|collectedpaths|
(2.2)

If r is in maxCWNDpaths, and if collectedpaths is not empty, then:

αr =−1/number of paths

|maxCWNDpaths|
(2.3)

Otherwise, αr=0.

The first term in Equation 2.1 is an adaptation of Kelly and Voice’s increase term [54]

to provide optimal resource pooling, with a TCP compatible version of their algorithm,

considering also different RTTs. The second term with αr, guarantees responsiveness and

8 Multipath TCP’s behaviour in slow-start is the same as that of regular TCP, i.e. each subflow
roughly doubles its rate in slow-start after each RTT up until the first loss occurs.
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stability of the OLIA algorithm. In other words, OLIA increases the CWND of the best

paths that have small CWNDs, and the CWND increase rate will be slower on paths with

maxCWND. Hence, OLIA forwards traffic from fully used paths, i.e. maxCWND, to

paths that still have capacity available, i.e. collectedpaths.

In order to evaluate different congestion control algorithms, we run experiments with

a non-shared bottleneck scenario, where the topology has two disjoint paths, with dis-

tinct bottlenecks, see Figure 3.1(a). On each of the bottlenecks, we run one Multipath

TCP subflow concurrently with a regular TCP. In this experiment, we observe that all

Multipath TCP’s coupled congestion controls (LIA, OLIA and Balia) show similar per-

formance, with the throughput of each of the subflows summed up and divided by the

sum of the regular TCP flows, being 0.6. However, Multipath TCP with Reno, i.e. un-

coupled congestion control on both subflows in the same scenario, provides a ratio close to

1. Based on these preliminary results, we argue that current coupled congestion control

is unnecessarily conservative in the absence of shared bottlenecks. The incorporation of a

practical shared bottleneck detection algorithm in Multipath TCP can help the protocol

to get its fair share in non-shared bottleneck scenarios and relax the fairness condition im-

posed by TCP, while ensuring fairness to concurrent regular TCP on shared bottlenecks.

We consider this to be more desirable in the non-shared bottleneck scenario.

Therefore, in [55], we show that using coupled congestion control in a non-shared

bottleneck scenario results in more than 40% drop in the overall throughput. The non-

shared bottleneck scenario can be compared to the smartphone use-case with Multipath

TCP; although 3GPP networks and WLAN are different technologies, one cannot assume

that shared bottlenecks do not exist. It is, however, due to historical reasons, very often

the case to have research work assuming bottlenecks exclusively in the access networks,

where this is only an assumption.

2.4 Multipath Transport Layer Techniques

This section explains the techniques applied in Multipath TCP to achieve two of its main

design goals: increase application bandwidth aggregation and reliability.

2.4.1 Bandwidth Aggregation

From our analysis in Section 2.3, we identified Multipath TCP’s scheduler to be the

main component in charge of the decision on how to explore resources offered by the

underlying subflows belonging to the same multipath connection. As an example, in

the minRTT default scheduler, Multipath TCP prioritises the subflow with lowest RTT,

always using its CWND to the fullest until no more data is available from the application.

It also maintains the same strategy on subsequent subflows in increasing RTT order [56].

A scheduler could have the goal to reduce end-to-end delay or the overall energy con-

sumption, given some explicit input from the end-user. Therefore, having an application
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that does not have the goal to aggregate bandwidth would ultimately change the schedul-

ing decision. Although the scheduler is at the heart of multipath transport, there is no

standardised algorithm for Multipath TCP. End-users can choose between minRTT and

weighted Round-Robin (RR) in the Linux Multipath TCP implementation [56]9.

To deal with the challenge created by heterogeneity, the minRTT scheduler further

implements a retransmission algorithm to resend segments that are blocking the connec-

tion, i.e. triggering receive-window limitation. The scheduler realises this by resending

the segment(s) on another subflow of the same MPTCP connection, with lower RTT. To

avoid that the situation reoccurs, the algorithm has a penalisation part [10], which was

proposed to limit the CWND of the subflow blocking the connection.

2.4.2 Reliability

From our analysis in Section 2.3, we outline two common approaches to enhance trans-

mission reliability, even though just one of them is part of Multipath TCP’s standard:

Coupled congestion control and Forward Error Correction (FEC).

Congestion Control

Multipath TCP’s coupled congestion control is designed to balance congestion across dif-

ferent subflows by adjusting only the increase rate of Multipath TCP’s compound CWND,

where the decrease rate remains like Reno, i.e. uncoupled, on each subflow. Conceptu-

ally, whenever a subflow traverses a lossy network, Multipath TCP’s congestion control

assumes the task of shifting traffic away to less congested subflows, by adjusting the in-

dividual subflows’ CWND increase. This guarantees load balancing and, hence, more

reliability in the end-to-end connection. If excessive losses result in connection disrup-

tion, Multipath TCP will continue on remaining subflows, hiding it from the application,

keeping the connection alive. The reason behind the coupling factor in Multipath TCP’s

compound CWND increase is to guarantee fairness to regular TCP flows, hence, assuming

shared bottlenecks between subflows along the end-to-end network path. We found this

to be an overly conservative measure when subflows do not shared bottlenecks and, thus,

are unable to explore different network paths to their fair share of the capacity. Note

that, by exploring the fair share of the capacity in the case of non-shared bottleneck, one

can further contribute to the bandwidth aggregation through congestion control.

Forward Error Correction (FEC)

FEC is a popular mechanism at the link- and physical-layers, in particular in the field

of wireless communications [57]. Despite its success, few suggestions have been made to

9There is a newer full redundant scheduler algorithm, however, to date, no published evaluation
showing its performance.
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incorporate FEC into TCP to aid error recovery; and none appear to be widely deployed

due to its associated complexity.

Hence, transport layer FEC with Multipath TCP still offers room to be explored. In

particular, to improve wireless channel experience, which in general are less robust than

wired channels due to, e.g. physical exposition, mobility, handovers and heterogeneous

radio wireless technologies varying independently. Also, when Multipath TCP subflows

belong to networks having very distinct characteristics in terms of loss, FEC within and

across subflows might guarantee a more reliable connection.

In the proposals including FEC into Multipath TCP, we observed the absence of dis-

cussion about congestion control, overhead and adaptivity to varying link characteristics,

specially with heterogeneous networks. Also, the majority of the implementations men-

tioning multipath, use Multipath TCP to only distribute data over multiple networks, not

necessarily integrating FEC into MPTCP semantics. In general, there was little focus on

network heterogeneity and how the impact of multipath heterogeneity could be mitigated

with FEC, making the network paths appear to be more homogenous.

2.5 Discussion

In this chapter, in Section 2.1, we started by pointing to solutions using multiple networks

(multipath) at different layers, ruling out those that are either too far from end-users to

have control or those that represent additional overhead to achieve similar tasks from

a transport layer solution. There, we argue that the transport layer is the appropriate

place for a multipath solution, where among several reasons, the transport layer is most

suitable part to track both end-users and application requirements and the underlying

varying network characteristics, e.g. congestion, end-to-end delay, jitter and loss. It

is, however, clear that there exists a tradeoff between solution transparency, e.g. how

applications have to be modified to support a new multipath solution, e.g. an MPTCP-

API [58, 59], and the solution’s deployability, i.e. the cost and complexity involved to

deploy a new protocol that might affect many users and network providers.

In Section 2.2, we explained how Multipath TCP had to be designed to cope with

deployment and adoption difficulties of today’s Internet landscape. There, we separate

Multipath TCP into two parts: Control plane and data plane, where one is in charge of

negotiating and signalling MPTCP, and the other takes care of sending data. Multipath

TCP’s control plane evolved to a complex part in the protocol, due to the difficulties

caused by middleboxes and other ubiquitous devices.

Section 2.3 introduces Multipath TCP’s main building blocks, the scheduler and con-

gestion control algorithms, highlighting their shortcomings that motivated the research

presented in the following Chapters 4, 5 and 6. We also point out the two main benefits

of Multipath TCP in Section 2.4, such as increased bandwidth aggregation and applica-

tion reliability, where in a near future with proper API support, they could be negotiated

by the application at run-time, and an application could choose to take only advantage
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of the reliability aspect. Note that Multipath TCP can also provide security benefit to

applications where an interceptor is often hardly able to eavesdrop on all subflows from

the same multipath connection at the same time [60].

Finally, to conclude, there is no question that users today require more flexibility

from transport protocols to explore new services and be able to move from single path to

multipath communication. The multipath solutions may target either reliability, band-

width aggregation or both simultaneously; and also allow for negotiable load-balancing

between end-hosts. In contrast to Internet users of more than 40 years ago, when pro-

tocols like TCP and IP were first specified, users today are easily able to be connected

to different networks, and are also much more dependent on well-functioning networks,

which also became a complex infrastructure delivering all sorts of critical services. As

discussed throughout this chapter, Multipath TCP emerged from the necessity to explore

these multipath infrastructure from the end-hosts’ perspective and, herewith, achieve dif-

ferent goals. However, it had to take many additional requirements into its design into

consideration to address interoperability challenges, created by today’s Internet strict and

complex ecosystem reality.





Chapter 3

Methodology for Performance

Evaluation

This chapter summarises the methods and tools applied while evaluating Multipath TCP.

From real-network to controlled experiments, we focused on certain network topologies and

configurations, application traffic, toolchain and methods that were appropriate producing

robust results. Therefore, we structure the following chapter as follows:

In Section 3.1 we motivate our focus on real-network experimentation research, em-

phasising the need to use tools and build experiments that are able to resemble scenarios

as similar as possible to real systems and real implementations. We believe this is a vital

part working towards understanding the complexity of today’s networked-systems and

their interaction with different application traffic, often result of self-inflicted or concur-

rent user applications, incremental protocol deployments, specialised link and physical

layers from different network technologies and distinct measurement equipment. These

are just some possible sources able to influence the consistency of the collected results.

Section 3.2 explains the motivation behind the network topologies for both emulated

and real-network experiments, where we mostly focused on shared and non-shared bottle-

neck topologies due to the experiments with TCP. In Sections 3.2.1 and 3.2.2 we present

our emulated and the constructed testbed for both network topologies, also providing

some additional information about the most relevant network paths’ configurations, e.g.

capacity, delay and bottleneck router buffer size. The network path configurations were

empirically chosen but also backed up by earlier measurement studies such as those in [1].

Section 3.2.3 provides some detailed information about the application traffic, specially

the number of objects and sizes for the experiments with HTTP and some background

information about adaptive and non-adaptive video streaming choices in our evaluations.

Finally, Section 3.3 explains the tools and some necessary settings in the end-hosts

to bear in mind while performing evaluations with TCP, also highlighting some of the

methods applied in our evaluations, while pointing to some of the difficulties while doing

network stack development.

29
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3.1 Performance Analysis

In computer networking research, there are many possible ways to analyse a system.

However, the Internet has become such a complex ecosystem that researchers often resort

to emulators, such as mininet [61] or CORE [3], to validate ideas with some preliminary

results, usually in simplified topologies adherent to some assumptions. Such tools permit

a convenient configuration of arbitrary network topologies, and they also allow the setup

of networks that, in reality, might be unlikely to access due to their closed nature, built

with expensive equipment complex to configure.

In fact, real network characteristics such as bandwidth, delay and loss rates cannot

be easily under control, because they depend on the available infrastructure, the network

configuration and traffic inflicted by other users, which vary in volume and type over time.

However, only using network emulation with synthetic application traffic, especially in

research that involves the effects of unpredictable network behaviour, can result in severe

shortcomings: The researcher risks making false assumptions or oversimplifications that

wrongly describe the properties of a real system. In addition, with network emulators,

such as mininet or CORE, specialised link and physical layers, e.g. WLAN (802.11) or

3GPP standards, are rarely included. Although originally known as a network simulator,

ns-3 with Direct Code Execution (DCE)1 can function as an emulator, including some

specialised modules from different physical layer technologies. Nevertheless, these are

recent research efforts, due to the widespread of such technologies nowadays, and not yet

well-established in the community as a common platform used to compare experiments.

Moreover, producing cross-traffic inside an emulation to create some congestion on

the links and, therefore, better replicate the reality in a shared network infrastructure,

does not necessarily reproduce real network traffic from an operational network. There

are trace files, topology and traffic criteria used in such cases for benchmarking and

evaluate algorithms under the same conditions [62, 63, 64], however, these also need to be

maintained and continuously updated. They are, however, still a better choice than pure

synthetic traffic from a packet generator. Network traffic characterisation is a separate

research field, and such initiatives are needed to understand in which directions network

traffic is evolving. Also, there are disadvantages of evaluations done solely in real systems,

where it is often difficult to configure network properties, e.g. bandwidth, delay and

loss, and guarantee consistency across results. In emulated environments such as those

provided by mininet or CORE it is easy to change parameters where in real networks these

characteristics fluctuate over time, making it hard to evaluate an algorithm under fixed,

reproducible conditions.

Therefore, we believe that both approaches combined provide the best toolkit, build-

ing upon intuition from emulation experiments under controlled settings to real-network

evaluations. The focus in this thesis is, therefore, to gather insights from real-world meas-

urements, mostly from the infrastructure provided by the NorNet testbed [65, 66]. This

1https://www.nsnam.org/overview/projects/direct-code-execution

https://www.nsnam.org/overview/projects/direct-code-execution
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way, we are able to understand and develop algorithms, evaluating them in the presence

of some typical characteristics observed in real systems and, finally, validate results using

real networks and different Internet Service Provider (ISP).

For our real-network experiments, the NorNet testbed, which is a multi-homed testbed

divided in two main parts dedicated to wired (NorNet Core [66]) and wireless (NorNet

Edge [65]) networks, provides the best platform to validate our results: the NorNet Core

consists of several programmable sites deployed inside Norway as well as in different

continents, each multi-homed to more than two network providers and mostly supporting

both IPv4 and IPv6 protocols. NorNet Edge consists of several hundreds of smaller nodes

that are connected to the main 3GPP network providers in Norway. Together, these

two testbed components offer a unique platform for real network experimentation, where

we can learn from measurements by comparing data from different ISPs that, although

offering the same technology, are configured and operated differently, e.g. with regard to

devices intercepting traffic and altering protocol headers. The testbed operation, as well as

a broader understanding of the protocol performance, requires efforts in reproducing the

same measurements with long-term and large-scale efforts, e.g. measurements over long

periods of time and with many vantage points covering different locations. We found the

the NorNet testbed one of the many possible ways to lay a robust path to find solutions for

Multipath TCP, which is a protocol under deployment and adoption that has to operate

in large networks, work satisfactory with a wide set of applications and not negatively

affect other network users sharing the infrastructure.

3.2 Multipath TCP Evaluation

In this section we explain Multipath TCP’s evaluation setup with shared and non-shared

bottleneck topologies. We also describe the methodology in both real-world and emulation

experiments as well as the real application traffics and tools.

Recapitulating Multipath TCP’s desired operation, presented in Chapter 1, the primary

incentive is to use multiple networks simultaneously to aggregate bandwidth (goal (i)).

This can be evaluated using a non-shared bottleneck topology, where Multipath TCP has

one subflow per bottleneck and each subflow can be compared against a concurrent regular

TCP flow running in parallel on the same bottleneck. Hence, the overall multipath per-

formance can be calculated by the sum of the throughput of both subflows divided by the

sum of each of the regular TCP flows’ throughput. Multipath TCP also applies resource

pooling and load balancing (goal (iii)) when networks have different characteristics with

respect to congestion, i.e. the more congested one of the network paths is, the more traffic

Multipath TCP will allow on other subflows belonging to the same MPTCP connection.

This can be likewise evaluated in a non-shared bottleneck scenario, where different bot-

tlenecks have also different loss rates or, alternatively, congestion levels. Finally, since

Multipath TCP is a new protocol and will share networks with concurrent UDP, TCP

and Multipath TCP itself, it must behave fair to concurrent TCP traffic at bottlenecks
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(goal (ii)), not exceeding its fair share of the total capacity. This can be evaluated in a

shared bottleneck scenario, with Multipath TCP, having two or more subflows, running

in parallel with regular TCP flows.

In the following, Sections 3.2.1 and 3.2.2 present the topologies used to evaluate Mul-

tipath TCP’s performance and our proposed solutions from Chapters 4, 5 and 6, in both

emulated and real-network experiments.

3.2.1 Emulation Experiment Topologies

Figures 3.1(a) and 3.1(b) show, respectively, the emulation topologies for the non-shared

and shared bottleneck experiments with CORE [3]. Within CORE we are able to determine

network characteristics, such as, bandwidth, delay, loss and router bottleneck queue sizes

using Linux NetEm and change these parameters according to the desired experiment.

To make the emulation experiments more realistic, we also add cross-traffic using D-

Bottleneck 1 

Bottleneck 2 

MPTCP 
Server 

MPTCP 
Client 

Server 1 

Server 2 

Client 1 

Client 2 

(a) Non-shared bottleneck, with Bottleneck 1
given by B1 and Bottleneck 2 given by B2.

Bottleneck 

MPTCP 
Server 

MPTCP 
Client 

Server 1 

Server 2 

Client 1 

Client 2 

(b) Shared bottleneck, with Bottleneck given by
B1.

Figure 3.1: Emulation experiments with CORE [3]: Network Topologies.

ITG [67]. The synthetically generated flows have, for instance, different properties in

terms of average packet sizes and rate distributions to avoid too homogeneous conditions

that are rarely the case in real networks. This background traffic did not have the goal

to replicate real-network traffic but, rather, create some conditions on the emulated links

that replicate reality, e.g. induce temporary bottlenecks, see Sections 3.2.1 and 3.2.2,

where we apply the settings described in Table 3.1.

Table 3.1: Bottleneck link capacity Bottleneck 1 (B1) and Bottleneck 2 (B2), RTT and
average random link loss (%).

Capacity
B1 and B2 [Mibps]

RTT
B1 and B2 [ms]

Loss
B1 and B2 [%]

25 and 25
20 and 10 25 and 100 0, 1, 2, 3, 5 and 0

25 and 400
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Figure 3.2: Non-shared bottleneck topology used in the experiments for the scheduler
algorithms’ evaluation from Chapter 4.

Not only the network topologie and background traffic are of importance in the ex-

periments, but also the application traffics running on top of Multipath TCP. For both

real-network and emulated experiments, we use different applications, sometimes with

their behaviour generated synthetically with packet generators such as D-ITG, however,

in the majority of the cases, applying real application traffic such as web transfers with

HTTP/1.1 or HTTP/2, adaptive and non-adaptive video streaming with MPEG-DASH

and H.264 and gaming traffic replayed from real application traces.

3.2.2 Real-Network Experiment Topologies

Figure 3.2 shows the topology we constructed for shared and non-shared bottleneck exper-

iments using NorNet Core machines and a Raspberry Pi device connected to both WLAN

and 3GPP networks. To generate background traffic, we apply D-ITG [67] to generate

UDP and TCP flows with different characteristics, e.g. Constant Bitrate (CBR), on/off,

short and greedy flows. These are examples for typical Internet cross-traffic that may

include HTTP web traffic, video streaming and file downloads. In this experiment, used

to evaluate the scheduler algorithms in Chapter 4, we focus mostly on non-shared bot-

tleneck scenarios, evaluating Multipath TCP’s performance with heterogeneous networks,

i.e. 3GPP and WLAN, and distinct applications.

It is important to mention that these synthetic flows mimicking real applications have

also different statistical characteristics, which can be learnt from other measurement stud-

ies within network traffic characterisation, e.g. studying the behaviour of certain popular

Internet applications. In order to make the experiments in our constructed testbed more

realistic, relying mostly on our own generated cross traffic rather than on varying concur-

rent traffic from other users, these flows are sent towards our server in a well-provisioned

lab network from machines located in different countries and continents, hence, also having

different delay and jitter and making the link congestion also more realistic.

Within the topology in Figure 3.3, we can create both shared and non-shared bottle-

neck scenarios, by changing the load on different links with additional background traffic:

to create a shared bottleneck scenario we can increase the load on the link closer to the
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Figure 3.3: Shared and non-shared bottleneck topology used in the experiments for the
shared bottleneck detection mechanism from Chapter 5.

RaspberryPi. Alternatively, we can also increase the load on both Internet Service Pro-

viders (ISPs) towards the lab network, hence, creating a non-shared bottleneck scenario.

This way we use a single constructed testbed topology to build an artificial and persistent

bottleneck during different experiments. This topology was used in the shared bottleneck

mechanism within Multipath TCPin Chapter 5.

3.2.3 Application Traffic

To evaluate Multipath TCP’s bandwidth aggregation benefits, greedy applications, e.g.

file downloads, are usually the most popular option. This has been the common approach

to evaluate Multipath TCP in the literature, however, there is increasing interest to

evaluate MPTCP’s benefits with different traffic such as latency-sensitive applications,

such as HTTP web traffic and video streaming.

The reason behind our choice for HTTP web and video streaming traffics is that web

traffic still constitutes a large fraction of today’s Internet [68], and video is becoming the

most dominant and bandwidth intensive application, from recent reports [69] showing,

e.g. more than 53% of North America’s downstream traffic is already video streaming.

Even though web and video traffic differ in many ways, they have one common property:

they are both sensitive to latency. Throughout our evaluations, we not only used greedy

applications, but also video and HTTP web traffics representing the most popular Internet

applications. Hence, we assessed MPTCP’s suitability in a broader selection of topologies

and with application having distinct requirements. In the following, we provide some

explanation about the applications we chose for our evaluations, also presenting some of

their main characteristics and requirements.

HTTP

HTTP/1.1 has now served the Internet for more than 15 years, being the absolute domin-

ant application protocol for web requests. However, typical Internet content also evolved

over the years, making the task of loading web pages efficiently nowadays much more

resource intensive. With HTTP/1.1 allowing only one outstanding request per TCP con-
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nection, thus, leaving data splitting to applications themselves, HTTP/1.1 has shown to

lead to self-inflicted congestion, ultimately hurting performance. As a result, the new

HTTP/2 standard is fully multiplexed, allowing multiple requests within a single TCP

connection, therefore, using a single connection for parallelism.

In our evaluations we chose different websites sizes with different number of objects to

evaluate the relevance of multipath transport when a typical HTTP application has little,

medium or much data to send, see Table 3.2.

Table 3.2: Web Traffic

Domain name Objects Size of Objects

http://www.google.com/ 6 1,080 KiB
http://www.wikipedia.org/ 15 72 KiB
http://www.youtube.com/ 26 3,204 KiB
http://www.amazon.com/ 54 1024 KiB
http://www.espn.go.com/ 111 6,072 KiB
http://www.huffingtonpost.com/ 138 3994 KiB

Requirements: The quality of user experience when accessing a website is highly

linked to the download completion time. For example, [70] reports that “an additional

500 ms to compute (a web search) resulted in a 25% drop in the number of searches done

by users.”. Although the download completion time may not be the most relevant metric

for modern browsers, as they often start rendering pages before completion, it is the

most suitable metric to use when evaluating transport protocols, keeping the experiment

browser agnostic. Therefore, for good web browsing experience, the download completion

time is usually required to be as low as possible.

Video

Online video is commonly in the form of live streaming or Video on Demand (VOD), the

latter having become common in households during the last years. Currently, three key

technologies fill all segments of online video delivery: Progressive download, i.e. HTTP

streaming over TCP, Real Time Messaging Protocol (RTMP) or Real Time Streaming

Protocol (RTSP), i.e. chunk-based streaming and, finally, adaptive streaming majorly by

Dynamic Adaptive Streaming over HTTP (DASH). These three models are technically

different, but they are equally popular based on the nature of their end use, e.g. mobile

or Internet streaming.

1. Progressive download is commonly a server-based video delivery over HTTP, which

delivers a sufficient amount of the file to the end-user to quickly start the playback,

with the download of the remaining content happening sequentially. This method

has, however, some severe shortcomings such as security concerns, absence of mon-

itoring and quality adjustment of the video to the network and wasted bandwidth

for non-viewed content.

http://www.google.com/
http://www.wikipedia.org/
http://www.youtube.com/
http://www.amazon.com/
http://www.espn.go.com/
http://www.huffingtonpost.com/
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2. Real-Time Messaging Protocol (RTMP) and Real Time Streaming Protocol (RTSP)

is a way of content delivery used by specialised streaming servers, nearly dominating

most of the live streaming for in-browser desktop playback. This method supports

streaming of live content and, because of their stateful protocol operation, the server

can detect environment changes and make transfer adjustment decisions to improve

end-user experience.

3. Adaptive streaming: This is the de-facto most popular streaming with quality ad-

aptation and delivery over HTTP, mostly due to the success of HTTP itself. This

method applies several adaptive streaming technologies such as Adobe (HTTP Dy-

namic Streaming) HDS, Apple (HTTP Live Streaming) HLS, Microsoft Smooth

Streaming and the specification from the MPEG standards body, MPEG-DASH.

Requirements: Latency requirements for a good user experience when considering:

(i) adaptive HTTP-DASH is the average bitrate and (ii) non-adaptive H.264 is the average

number of fully received frames, i.e. I, P and B frames.

While getting our experiment setup ready, we started with our evaluations by gen-

erating synthetic CBR traffic, mimicking a non-adaptive video streaming application in

Chapter 4. Later on, adaptive video streaming with DASH became more popular and,

hence, more relevant, so that we considered it also in our evaluations shown in Chapter 6.

3.3 Evaluation Tools

Throughout the last sections, we presented tools and methods to evaluate our proposed

solutions to Multipath TCP. To perform our evaluations, we focused on tools in both user-

and kernel-space, and some configuration on end-hosts to bear in mind when running

experiments working with real network stacks. In particular with TCP stacks, paramet-

risation of the TCP protocol itself is very important, as they can negatively affect the

experiments and produce results not compliant to a default TCP stack. Finally, we also

comment on methods that simplified network stack development.

While many researchers use iperf to measure Multipath TCP’s performance, it is

important to mention that the tool is not a typical generic packet generator that can

mimic different applications. It only generates application flows with TCP that fill up

the link, i.e. a greedy flow. It can, however, be used for some simplistic preliminary

evaluation. To evaluate other application traffic, and take, e.g. some tighter Quality-Of-

Service (QoS) application requirements together with transport layer performance into

account, e.g. application-limited traffic, such as gaming traffic, non-adaptive and adapt-

ive video streaming, HTTP web transfers, etc., we recommend MPEG-DASH with AS-

tream2, H.264 non-adaptive video with ffmpeg3 and HTTP/1.1 and HTTP/2 web trans-

2https://github.com/pari685/AStream
3https://ffmpeg.org/

https://github.com/pari685/AStream
https://ffmpeg.org/
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fers with dParser, curl4 and nginx5. It is important to mention that for video, web and

other latency-sensitive traffic, it is crucial to separate latency originating in the network

from effects that come from the end-hosts, e.g. a specific video player or web browser.

For Multipath TCP’s configuration itself, we have to bear some settings in mind that

are configurable via sysctl, hence, they are valid for all connections in the end-host6:

Multipath TCP’s path manager fullmesh or ndiffports that determine how subflows are

established between the end-hosts’ available IP addresses. Also, congestion control and

scheduler that can be included as modules. Perhaps it is most important to turn off

Multipath TCP’s checksum, since when enabled, all hardware-offloading is also disabled

within Multipath TCP, i.e. all TCP-checksum computation is done in software instead

of off-loaded to the Network Interface Cards (NIC), and TCP Segmentation Offloading

(TSO) is likewise disabled. This is usually safe for the experiments, as the checksum is only

meant to protect Multipath TCP against middleboxes that might also modify the packets’

payload [23]. Also, leaving checksum enabled can bring down Multipath TCP’s perform-

ance. NICs are becoming more sophisticated, allowing the operating system to offload

functions to them, hence, saving CPU cycles. This is in particular important for very

high-bandwidth experiments. Last but not least, both socket’s maximum read and write

buffer sizes are relevant to evaluate Multipath TCP’s aggregation capabilities. In particu-

lar, the maximum value gives the upper bound for TCP’s auto-tuning to allocate memory

during the connection, which is very relevant in heterogeneous scenarios, when Multipath

TCP is challenged by packet reordering, also called Head-Of-Line (HoL) blocking.

For the network, when dealing with multiple interfaces, i.e. multi-homing, some rout-

ing configuration is required. Besides static configuration with ip tables that can be-

come quite unhandy and prone to error, we used MULTI Network Manager (MNM)7 to

take care of setting up routing for multiple interfaces with more dynamic settings. For

the emulation experiments, we used multiple capabilities provided by Linux tc, which is

a utility for configuring network traffic in the Linux kernel and, finally, NetEm to emulate

variable delay, random loss and bandwidth.

We used tshark, tcpdump and netstat with different options to capture and analyse

TCP as well as Multipath TCP trace files. At times, more state information about

TCP connections were required, than only the actual packets sent over the link. For

example, congestion control information is normally available only at the sender side

of a TCP connection and, to monitor and capture the state, another set of tools are

required. We used tcpprobe or ss at times to capture this information and also others,

e.g. estimated RTT, CWND, ssthresh, etc. With the exception of tcpprobe, which is a

Linux kernel module requiring some pre-configuration, all other tools are standard Linux

network analysis tools.

During development inside the network stack, we realised that bringing code from

4https://curl.haxx.se/
5http://nginx.org/
6An Multipath TCP’s API exist to allow applications to control MPTCP [59].
7https://github.com/kristrev/multi

https://curl.haxx.se/
http://nginx.org/
https://github.com/kristrev/multi
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user- to kernel-space required some exercise. We faced difficulties at times finding the

appropriate methods to modify and debug, i.e. logging, our solutions, because, at this

level, sophisticated development environment tools barely exist; obligating the developer

to build its own toolchain and experience. A lot from our knowledge at this stage was

gained by reading actual Linux kernel code, consulting online Linux documentation, such

as the Linux Cross Reference8, following the network development mailing list and reading

IETF RFC documents, also comparing these to actual implemented code in different

operating system kernel versions.

The positive side is that some parts of the work could be implemented as a module, e.g.

the scheduler algorithms in Chapter 4 or MPTCP congestion control algorithms, making

the time between development and testing considerably shorter. However, not everything

in network stack development can be implemented as a module, e.g. changes to the main

Multipath TCP protocol structure, e.g. new MPTCP options or data processing in the

stack. Here, to test even small changes, the whole kernel had to be recompiled at times,

which is time consuming. Also, kernel-space development can have a fundamental negat-

ive impact if not done carefully. An example is the work described in Chapters 5, where

our Shared Bottleneck Detection (SBD) algorithm deals with floating point, intermedi-

ate samples storage, among other algorithm details that have to be first analysed before

implemented. Where the user-space implementation of the same algorithm was without

problems, counting on support of programming language libraries and APIs, in the op-

erating system kernel the situation is rather different. To accomplish the work, we first

built the algorithm in user-space, transferred it step-by-step to the kernel, evaluating the

performance impact, e.g. CPU, memory use and eventual memory leaks, and, finally,

comparing the results from both user- and kernel-space using the same input data. In

Chapter 6 we also made use of similar methods, however, directly porting the Forward

Error Correction (FEC) kernel to Multipath TCP, first proposed in TCP Instant Recov-

ery (TCP-IR) [71]. There, it also took time to port code between distant kernel versions

due to changes that are continuously incorporated into the TCP stack and might not be

available in the same form in newer kernels. Memory use analysis, TCP control and data

planes logging with ftrace as well as packet-level inspection with tcpdump were some of

the tools applied.

8http://lxr.free-electrons.com/

http://lxr.free-electrons.com/


Chapter 4

Multipath TCP Scheduling and Path

Management

While studying Multipath TCP’s performance in [56, 1], we identified cases in both emula-

tion and real-world measurements where Multipath TCPis challenged by network hetero-

geneity. At the time, the analysis was performed mostly with synthetic traffic of greedy

and application-limited applications, i.e. applications with less data to send than the

Congestion Window (CWND) could accommodate. In this trajectory, we could identify

weaknesses that are direct related to Multipath TCP’s scheduler when dealing with het-

erogeneity with different application traffics. The main observation was that Multipath

TCP performs at times worse than regular TCP mainly due to the inability of the sched-

uler to hinder HoL-blocking. This is, however, a well-known issue in multipath transport

rooted in TCP’s strict reliability and in-order data delivery requirements [22]. Neverthe-

less, other scheduler algorithm proposals for Multipath TCPaddressed heterogeneity such

as [72, 73, 74, 75]. However, these algorithms also showed to have some weaknesses com-

ing from assumptions in their implementation, usually performed in artificial simulation

tools, and in non-realistic evaluation scenarios. Thus, this motivated us to analyse further

these observations designing our own algorithm at the end.

In [47] we provide the implementation in a real network stack and the analysis of both

scheduling algorithms from [74, 75], which are the closest related works, having the focus

on both application and transport layer performance. To evaluate applications, we take

both bandwidth aggregation as well as end-to-end delay and jitter into consideration. The

evaluations from real-network experiments, which run in the topology 3.2 are presented

throughout this chapter.

Learning from the shortcomings in both algorithms, we then proposed BLEST: Block-

ing estimation-based MPTCP scheduler also implemented in a real network stack, tar-

geting challenging heterogeneous networks scenarios while not affecting MPTCP’s per-

formance in homogeneous scenarios. Both research papers that compose this chapter [56]

and [47], are presented in their original forms in Part II.

39
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4.1 MPTCP Scheduler and Path Management

This sections provides an overview of the general goals of multipath scheduling algorithms

and Multipath TCP’s scheduler and path management components, allowing to better un-

derstand these entities that are responsible for both subflow establishment and utilisation.

4.1.1 Multipath Scheduling: General Operation

In general terms, a multipath transport protocol has the decision to make about which

network to utilise and also to which extend, i.e. how much of each CWND available is going

to be filled with segments to accomplish a certain application goal. Due to its position in

the stack, between the application and the actual networks, the scheduling decision could

be derived both from applications (input) and the networks current conditions (output):

first, the presence of an explicit interface to the application, integrating its requirements

to the transport layer, e.g. web transfers could use a field extension of the standard socket

Application Programming Interface (API) for low-latency or bandwidth requirements as

an input to the transport layer. Second, a multipath transport protocol has underneath a

pool of a-priori unknown networks resources1 and varying characteristics, e.g. bandwidth,

delay or loss, which can be directly mapped to specific requirements from applications

instead of a hard-coded scheduling metric, e.g. lowest RTT. Such an initiative, to integrate

Multipath TCP closer to the application layer has been proposed in [59], however, the

current solution is limited to request the use of Multipath TCP and it is not integrated

in other parts of the protocols, e.g. in the scheduler.

Figure 4.1 illustrates the example of a typical multipath scheduler operation, using

Multipath TCP implementation as example: In ¬), an application makes a HTTP re-

quest, typically over one or more parallel TCP connections, to open a socket and negotiate

the connection to the remote end-host (server), see [20]. Nowadays, it is still unknown what

and how applications send data over the network, even HTTP requests can be regular web

transfers or applications benefiting from HTTP’s API, however, providing different ser-

vices to end-users. In a multipath connection, networks can have different characteristics

and, herewith, accommodate different demands.

A network stack with MPTCP will negotiate MPTCP in the initial TCP subflow, dur-

ing the three-way handshake, and attempt to open additional subflow(s). The additional

subflow is joined to the MPTCP connection and appears as an additional resource to the

scheduler. Note that the additional subflow can be added between the same pair of IP

addresses, or, in a multi-homed system, a connection over a completely different network

with distinct characteristics, e.g. WLAN and 3GPP.

Once data from the application is waiting to be sent in the system, this is illustrated

in ), the multipath scheduler can read the segments out of the buffer and send them

1Depending on the situation, it is worth investigating whether caching such parameters in the end-host
has some potential, similarly to some parameters that TCP caches, e.g. ssthresh. Such information can
be valuable if end-users often use the same service, e.g. a typical behaviour of mobile end-users.
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Figure 4.1: Multipath scheduling algorithm: General operation using Multipath TCP as
implementation example.

on the different subflows, shown in ®) based on explicit application requirements or on

a hard-coded scheduling algorithm metric, e.g. low-latency or bandwidth aggregation.

However, here lies the challenge in the algorithm design: How to send data over different

subflows in a way to provide the best service to the application? In particular, this question

is quite challenging when the underlying subflows of a Multipath TCP connection run over

heterogeneous networks that may fluctuate independently over time2.

Therefore, when HoL-blocking occurs, the multipath scheduling has to react in such

cases, which mostly means, momentarily changing its operation. As an example, Mul-

tipath TCP applies a reactive mechanism, the so-called penalisation and retransmission

(PR), to address HoL-blocking. PR reduces the CWND of the subflow(s) slowing down

the connection (penalisation) and retransmits the missing segment(s) at the receiver on

other subflow(s) with lower RTT, see [10] (retransmission). This behaviour was analysed

in [47] and we showed that poor HoL-blocking estimation performed by the scheduler,

triggering PR unnecessarily, caused spurious retransmissions and, consequently, unneces-

sary data being sent on the fastest subflow(s) as well as long-term detrimental impact in

the multipath benefit due to the CWND reduction.

4.1.2 The minRTT Scheduler

Multipath TCP’s default scheduler, minRTT, is based on RTT measures on the sub-

flow level, taken from all subflows. Whenever space is available in each of the subflows’

CWNDs, meaning that data can be sent, the minRTT algorithm starts by filling up the

CWND of the subflow with the lowest RTT first, before advancing to other subflows in

ascending RTT order. However, when one of these subflows slows down the connection,

2This is mainly due Multipath TCP tightness to TCP and its operational goals, which include a strict
notion of in-order data delivery, and the inability to address explicit application requirements.
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Figure 4.2: Multipath TCP’s minRTT scheduler: The scheduler has seven segments from
the application to be sent, however, the subflow with the lowest RTT can only fit five
of these segments into its CWND. The MPTCP’s scheduler will then fill its CWND and
send the remaining two segments on the next subflow fulfilling two main criteria: space
in its CWND and the next lowest RTT.

e.g. a subflow with higher RTT or high loss rate can cause HoL-blocking due to any

missing segments at the receiver3, Multipath TCP’s default scheduler retransmits the

missing segment(s) on other subflows from the same MPTCP connection, strictly follow-

ing the criteria: 1) place in the CWND and 2) ascending RTT order. Further, it penalises

the subflow slowing down the connection by reducing its CWND. The full description of

the penalisation and retransmission (PR) algorithm is given in [10].

However, in [47], we observed a long-term detrimental impact on subflows with higher

delay caused by the PR algorithm. These subflows have their CWND growth artificially

limited, since these subflows with higher delays often remain underutilised [16, 56]. A

quick workaround to address this issue proposes the increase of end-host’s buffer size to

limit HoL-blocking [23].4

The need for robust multipath scheduling algorithms is a well-known challenge, with

a number of proposals having been evaluated in the past. However, there existed no eval-

uation of these algorithms against Multipath TCP’s default scheduler, minRTT, as a real

implementation and under the same conditions. It is also of crucial importance to evalu-

ate different applications, as these may have different requirements other than bandwidth

aggregation. For example, HTTP web transfer would mostly care about completion times

whereas multimedia applications, such as video streaming, would care about sustained

average bitrate and low jitter.

3Similarly, this is also called receive-window limitation within TCP [23].
4We based our scheduler work on MPTCP v0.90.
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Figure 4.3: MPTCP ndiffports and fullmesh path management operation.

4.1.3 Path Management

Multipath TCP’s main path manager options are currently ndiffports and fullmesh. These

two algorithms only have the goal to establish additional subflows, where ndiffports opens

multiple subflows between the same IP address pairs on both end-hosts, see Figure 4.3(a),

and fullmesh, as the name suggests, opens a full mesh of subflows among the IP addresses

available on both end-hosts, see Figure 4.3(b).

Multipath TCP’s path management task is to only establish new subflows. How these

subflows are used during the connection is determined by the scheduler. In our views, these

two tasks require a closer cooperation between application and transport layers, where

a certain application in power of an enhanced API can provide explicit requirements to

MPTCP. In turn, MPTCP could make a decision together with the scheduler on how to use

the available resources, i.e. subflows. For example, an application could signal MPTCP

that a it is latency-sensitive, but it does not care much about high bandwidth, e.g. gaming

or web chat traffic. With such information in place, Multipath TCP can decide about

how to use its subflows. In its current default, an application is not aware of MPTCP,

and Multipath TCP makes use of all resources available, whether these ultimately bring

a benefit to the multipath connection or not. There has been, however, already some

initiatives in the direction of adding end-users’ explicit policies, e.g. prefer 3GPP over

WLAN networks, to improve Multipath TCP’s performance in some specific scenarios

of traffic offloading with video streaming applications [76]. In their system, a MPTCP

connection maintains both subflows on these networks, but obeying to the end-users’

policies and tracking performance from the networks simultaneously, the system adapts

the scheduler accordingly.

4.2 Scheduling over Heterogeneous Paths

Multipath TCP allows for better use of network resources, in particular by multi-homed

devices, e.g. smartphones with 3GPP and WLAN networks. Two main advantages are

herewith envisioned: Bandwidth aggregation from multiple networks, and the ability to

maintain the connection if one of the networks fail, e.g. actual network failure or a

handover event. One of the main incentives behind Multipath TCP, namely, bandwidth
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aggregation is however challenging with heterogeneous paths, such as offered by 3GPP

and WLAN. These networks usually present heterogeneity in terms of bandwidth, but

mostly, delay and loss [77]. The consequent packet reordering at the receiver’s transport

layer results in higher memory requirements at the end-host in TCP’s out-of-order buffer,

where HoL-blocking may then be experienced by the sender, which, ultimately, has lower

performance in terms of aggregated bandwidth or end-to-end delay, see some preliminary

analysis of this effect in Figures 1.3(a) and 1.3(b). In Multipath TCP, the scheduler is the

component responsible for the data distribution among available subflows. Therefore, a

well-designed scheduling algorithm that can dynamically adapt based on dynamic network

path conditions is crucial.

To illustrate the challenges in heterogeneous scenarios, we ran experiments with latency-

sensitive applications, such as 1 Mbps synthetic CBR mimicking a non-adaptive video

streaming and websites with different sizes, such as Wikipedia, Amazon and the Huffing-

ton Post from Table 3.2, contrasting the results with homogeneous scenarios, where the

underlying network paths have similar RTT and loss profiles.

In homogeneous scenarios, MPTCP generally provides lower completion times com-

pared to TCP for web transfers, especially for websites with many objects, where the

benefit of simultaneous transmission over many subflows comes into play. However, when

the underlying network paths are heterogeneous, as in the 3G+WLAN scenario, excessive

losses in the WLAN subflow force MPTCP to use the 3G subflow with a higher RTT5, and,

therefore, result in higher completion times compared to regular TCP on the WLAN net-

work. While Multipath TCP’s minRTT scheduler adequately leverages the aggregation

of two homogeneous WLAN paths in the WLAN+WLAN scenario, reducing both delay

and jitter, it does not perform as well as regular TCP on the WLAN network running in

the heterogeneous 3G+WLAN scenario.

Ultimately, the results in Figure 4.4, which were reproduced with emulated exper-

iments, go against one of Multipath TCP’s design goals: “[a] multipath flow should

perform at least as well as a single path flow on the best of the paths available” [23].

4.2.1 MPTCP Schedulders Addressing Heterogeneity

Multipath scheduling algorithms for Multipath TCP have been measured in [72, 56, 78,

79]. In particular, in [72] the authors evaluated different scheduling strategies (pull,

push and hybrid) focusing on implementation performance aspects. They also considered

how schedulers should cope with networks that have heterogeneous delay and capacities,

providing some algorithm design guidelines. They concluded that a scheduler must take

both delay and capacity into consideration to effectively leverage multipath scenarios.

Slightly later, the authors in [74] evaluated and extended the idea of a Delay-Aware

Packet Scheduler (DAPS) from [73] for MPTCP, in order to overcome HoL-blocking caused

5 Multipath TCP’s coupled congestion control load balancing property, makes MPTCP shift traffic
away from more to less congested paths [51].
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Figure 4.4: Completion times for selected websites, and application packet delay for
1 Mbps CBR video traffic, both with MPTCP over WLAN+WLAN (left of each pair)
and 3G+WLAN (right of each pair). MPTCP with heterogeneous paths (3G+WLAN)
underperforms TCP on the best (WLAN) path.

by heterogeneity. In this work, the authors derived a rule-of-thumb for buffer size for

MPTCP, when the underlying networks are heterogeneous. In [75] the authors explored

a more ambitious implementation, sending packets out-of-order leveraging the networks’

RTT, so that they can arrive in order at the receiver. Both contributions, however,

included some simplifications in their implementations, e.g. no consideration of segment

reinjection when a subflow may block the connection6 that showed to be missing, affecting

negatively the evaluations.

These scheduling algorithms were, however, also not extensively evaluated against

Multipath TCP’s default scheduler minRTT. The number of scenarios in which they were

evaluated was also limited, and did neither cover a side by side evaluations, such as

homogeneous and heterogeneous networks, nor did they consider different applications.

The different evaluation methods also make it difficult to compare these algorithms. For

this reason, we implemented both [73, 75] schedulers in Multipath TCP’s Linux kernel,

and systematically evaluated their performance in a range of scenarios and application

6With respect to the algorithm’s realisation, out-of-order scheduling from [75] means, in-order schedul-
ing with out-of-order sending.
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traffic use-cases against Multipath TCP’s minRTT.

Next, we discuss Delay-Aware Packet Scheduler (DAPS) [73, 74] and Out-of-order

Transmission for In-order Arrival Scheduler (OTIAS) [75], which served as input for our

algorithm presented in Section 4.3. We evaluate both DAPS and OTIAS under same

conditions in a non-shared bottleneck emulation environment shown in Figure 3.1(a), and

commenting on their implementation details.

Out-of-order Transmission for In-order Arrival Scheduler (OTIAS)

In [75], OTIAS is based on the idea of scheduling segments on a subflow, even if it

cannot send them right away. Therefore, queues on the subflow level may build up,

under the assumption that these segments will be sent as soon as the CWND has space,

i.e. acknowledgments arrive from the receiver. When asked to schedule a new segment,

OTIAS estimates its arrival time if sent over each subflow (T
j
i ), and chooses the subflow

with the shortest arrival time. The estimation is performed based on the subflow’s RTT,

CWND size, the number of in-flight packets and the number of already queued packets

on the subflow. If there is space in the CWND, the segment can be send immediately,

yielding an arrival time of approximately RTT/2, note that OTIAS makes the assumption

of symmetric forward and backward delays in its estimation. However, if the CWND is

full, the segments have to wait in the subflow’s queue at the sender, and assuming a

send rate of 1 CWND per RTT, the additional waiting time is given as RTT_to_wait
j
i .

Algorithm 1 shows the main loop of OTIAS.

Algorithm 1 OTIAS [75]

1: for each available subflow j do
2: pkt_can_be_sent j = cwnd j−unacked j

3: RTT_to_wait
j
i =

⌊
not_yet_sent j−pkt_can_be_sent j

cwnd j

⌋

4: T j
i = (RTT_to_wait

j
i + 0.5)× srtt j

5: if T j
i < minT then

6: minT = T j
i

7: selected_subflow = j
8: end if
9: end for

Delay-Aware Packet Scheduler (DAPS)

The DAPS algorithm was proposed in two versions. First, in [73], it pursues the goal to

make segments arrive in order by planning which subflows should take which segments.

This is calculated based on both forward delay and the CWND of each subflow. Then,

a schedule is created to span the Least Common Multiple (LCM) of the forward delays

lcm(Di ∈ {D1,D2, . . . ,Dn}). To illustrate DAPS’s operation with simple words, assume two



4.2. Scheduling over Heterogeneous Paths 47

subflows with similar bandwidth, but with a subflow having a forward delay ten times

higher than the fast subflow. DAPS will derive the following schedule: segments 1. . .10

will be sent on the subflow with lowest delay, and segment 11 on the other subflow at

the time segment 1 is sent on the first subflow. Ideally, segment 11 will arrive right after

segment 10, thereby avoiding HoL-blocking. In [74], DAPS is formulated for a scenario

with only two subflows (rs and r f ). It is also a simplification of the original algorithm [73]

as it does not take CWND asymmetry into account. It only considers the subflows’

RTT ratio (η) and the CWND of the subflow with lowest delay. Since both algorithms

are comparable, we consider only the original DAPS [73] in our evaluations. We ignore

the simplifications presented in [74], as they were only introduced to ease implementation

in ns-2 for CMT-SCTP. See also the main loop of the mechanism in Algorithm 2.

Algorithm 2 DAPS [73]

1: Smax← 0
2: for Pi ∈ {P1,P2, ...,Pn} do
3: SEQPi ← InitializeVector()
4: end for
5: for Pi ∈ {O1,O2, ...,O

∑i∈1,2,...,n lcm(Di)
Di

} do

6: SEQPi ← Append(SEQPi[Smax + 1,Smax +Ci]
7: end for
8: t← 0
9: while t < lcm(Di ∈ {D1,D2, ...,Dn}) do

10: for Pi ∈ {P1,P2, ...,Pn} do
11: if t ≡ 0 (mod Di) then
12: Transmit(Pi,SEQPi[

t
Di

])
13: Smax← Smax +Ci
14: end if
15: end for
16: t← t + 1
17: end while

Where:

• {P1,P2, ...,Pn} set of paths

• {D1,D2, ...,Dn} paths’ respective forward delays

• SEQPi sequence number of packets to be transmitted on Pi

4.2.2 Comparing DAPS and OTIAS

Although DAPS and OTIAS were designed with the same goal to reduce HoL-blocking,

they follow very different approaches: DAPS creates a schedule for the distribution of

future segments into the available subflows for a scheduling run and follows this schedule
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Figure 4.5: Application goodput (left of each pair) and OFO buffer size (right of each
pair) for application bulk traffic between DAPS, OTIAS and minRTT in 3G+WLAN
and WLAN+WLAN in emulations, see Figure 3.1(a).

until it is completed, after which planning for the next run is determined. On the other

hand, OTIAS makes decision on a per-packet basis. It takes into account the RTTs and

the queue sizes of the subflows at a given moment, and it is closer to Multipath TCP’s

minRTT in this respect, albeit taking into account more information from the subflows.

OTIAS operates based on current data and is able to react more dynamically to

network changes, where DAPS can only react to changes during the next scheduling

run. OTIAS is, however, still less dynamic than MPTCP’s minRTT, since it builds up

queues on the subflows. For example, if a segment that had already been sent is blocking

the connection, e.g. it could be delayed or lost, the queued packets would linger at the

sender more than estimated, disturbing the created schedule. Moreover, MPTCP’s default

scheduler’s retransmission mechanism, retransmitting a packet on the subflow with the

lowest RTT that has space in its CWND [56], is not applicable if there exists a queue for

the subflow, as that segment would have to wait before retransmission. Next, we present

an evaluation of DAPS and OTIAS against Multipath TCP’s minRTT with bulk, web

transfers with different sizes and 1 Mbps CBR application traffic in emulations, as shown

in Figure 3.1(a). These are also available in [47]. We look at application goodput for bulk,

completion times for web transfers and average application delay for CBR. In all cases,

we sample the maximum value of the out-of-order (OFO) buffer every 10 ms to show the

scheduler’s algorithm impact at the receiver.

Bulk: In Figure 4.5 3G+WLAN representing the heterogeneous scenario, OTIAS

provides a slight goodput increase of 6%, requiring 35% less OFO buffer compared to

MPTCP’s minRTT. On the other hand, DAPS causes a goodput decrease of 27% and

requires 65% less OFO buffer compared to MPTCP’s default scheduler, minRTT. In the

homogeneous scenario WLAN+WLAN, MPTCP’s minRTT has approximately 3.5% less

goodput compared to OTIAS, which on the contrary takes about 87% more OFO buffer

occupation. DAPS delivers about 16% less goodput compared to MPTCP’s minRTT, but
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Figure 4.6: Completion time and OFO buffer for web transfers, see Table 3.2, for DAPS,
OTIAS and minRTT in emulations shown in Figure 3.1(a).

with about 97% more OFO buffer occupation.

Web Transfers: In Figure 4.6 3G+WLAN represents the heterogeneous scenario,

Figure 4.6(a) shows that all scheduler algorithms perform similarly in terms of com-

pletion time. However, for larger object sizes, we see a larger OFO buffer size. In

WLAN+WLAN, representing the homogenous scenario, Figure 4.6(c) shows that DAPS

and OTIAS struggle when both paths have higher loss rates, because DAPS cannot react

quickly enough to changes, and OTIAS builds queues that also do not allow immediate

reaction. While the losses on WLAN cause higher OFO buffer size in WLAN+WLAN,

the path heterogeneity is the main reason for the higher OFO size in 3G+WLAN.

CBR: In Figure 4.7, DAPS yields higher application delay with both 3G+WLAN

and WLAN+WLAN scenarios. On the other hand, OTIAS can reduce the use of the 3G

subflow in the 3G+WLAN scenario, leading to improved application delay compared to

MPTCP’s minRTT, which uses 3G repeatedly. However, for the WLAN+WLAN scenario,

OTIAS provides higher delay values compared to MPTCP’s minRTT due to the lack of

a reinjection mechanism. Moreover, MPTCP’s minRTT PR mechanism can partially

overcome path heterogeneity in 3G+WLAN, where we observe bursts of packets on the
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Figure 4.7: Packet delay and OFO buffer size for CBR traffic for DAPS, OTIAS and
minRTT, performed in the scenario shown in Figure 3.1(a).

3G path, which lead to spikes in the OFO buffer, resulting in higher application delay.

A recurrent observation with MPTCP’s minRTT in scenarios such as 3G+WLAN

is, that MPTCP’s coupled congestion control shifts traffic away from more congested

subflows, which was clearly the WLAN subflow; forcing the scheduler to use the 3G path,

which triggered receive-window limitation. Receive-window limitation means, that the

receiver is waiting for missing segments sent on the 3G path, and to avoid a buffer overflow,

it advertises a small window, slowing down the entire connection. The data triggering

receive-window had to be partially if not completely retransmitted on the WLAN subflow

to unblock the connection, making MPTCP to trigger several spurious retransmissions,

since the data on the 3G subflow was not necessarily lost, but mostly delayed.

4.2.3 DAPS and OTIAS: Successes and Failures

Overall, although all state-of-the-art approaches address the challenges of multipath schedul-

ing in heterogeneous scenarios, they still fail in some typical settings, e.g. heterogeneous

delays and loss rates, as well as with excessive delays caused by network buffering. Here,

we comment on the strong and weak aspects of the state-of-the-art proposals.

• OTIAS: Although OTIAS can make decisions on a per-packet basis (subflow j and

packet i in Algorithm 1) reacting fast and using current state from the network

(cwnd j loop), it builds up queues on the subflows with lowest RTT, regardless of

their CWND, i.e. it does not restrict the scheduler if the CWND is full. In addition,

OTIAS assumes symmetric forward delays (OWD = RTT/2), and scheduler reinjec-

tions are not mentioned. Reinjections are a very important component when dealing

with multipath, as the algorithm has to be ready to alleviate situations, where one

of the subflows is blocking the entire connection7. While OTIAS can yield good res-

7We focus on such aspects here due to Multipath TCP, because it has to obey TCP’s strict requirements
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Figure 4.8: MPTCP with BLEST: In ¬, segments 0. . .10 are in flight on subflow 1, the
subflow with lowest delay. In  it is uncertain how many segments should be sent on sub-
flow 2. While subflow 2’s window could accommodate more data, only segments 11. . .12
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data as fits into subflow 2’s window given its CWND. In ® subflow 1 can advance with
segments 13. . .20, because 0. . .10 were acknowledged. At ¯ both subflows can advance
with MPTCP’s send window with subflow 1 carrying segments 24. . .32 and subflow 2
carrying 21. . .23.

ults with heterogeneous RTTs, if the heterogeneity is too large and losses occur in

one of the subflows, the algorithm builds up long queues in the subflows with lower

RTTs, reducing their ability to overcome HoL-blocking. In homogeneous scenarios

OTIAS delivers lower performance due to not using both subflows to the fullest as

Multipath TCP’s default scheduler, minRTT.

• DAPS: The DAPS algorithm implementation is more complex compared to OTIAS,

requiring more memory at run-time to keep the schedule run, see Algorithm 2. Fur-

thermore, DAPS is not able to react upon network changes in a timely manner, due

to its long schedule runs arising from delay heterogeneity between the subflows, i.e.

high LCM in Algorithm 2. Last but not least, DAPS uses all subflows at all times,

even if a certain subflow’s contribution is very low to the multipath connection. This

is the main contrast comparing DAPS to OTIAS and MPTCP’s default scheduler

minRTT, which can skip a certain subflow, if a subflow with lower delay can sustain

the required rate. This is particularly relevant for transfers, where the sender is

not saturated, i.e. the application has less data than the CWND could accommod-

ate. Finally, similar to OTIAS, DAPS also does not incorporate any retransmission

mechanism.

4.3 BLEST: Blocking Estimation Scheduler

Based on the observations gained from Sections 4.1 and 4.2, we introduce a new algorithm,

BLEST, addressing the challenges of reducing HoL-blocking and spurious retransmissions,

hence, increasing application and transport performance over multipath in heterogeneous

scenarios. The scheduler is based on a new metric, estimating the possible amount of

HoL-blocking, resulting from scheduling a packet on a given subflow.

of full reliability and in-order data delivery [22].
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For each new segment, MPTCP’s default scheduler, minRTT, chooses the subflow

with lowest RTT among all subflows ready to send, i.e. with space in the CWND. When

MPTCP detects that it cannot send new data due to a full send window (mirror of receive

window at the sender), it will resend the segment blocking the fastest subflow, i.e. missing

at the receiver, but only if it hasn’t been sent on that subflow before. It will also penalise

the slow subflow responsible for blocking, halving its CWND [10]. The idea is to reduce

its contribution preventing further HoL-blocking. Such an approach reduces the chance

of HoL-blocking only for a limited amount of time. In other words, after the CWND

was reduced by the PR-algorithm, the congestion control will start increasing the CWND

again, until blocking reoccurs. Furthermore, the approach is reactive as it depends on

blocking events to trigger the PR-algorithm at the sender. The PR-algorithm itself is

detrimental in the long run, since it keeps the CWND of a subflow with higher delay

artificially low.

To improve the PR-algorithm, we propose a proactive scheduler that decides at packet

time whether to send over a slow subflow or not. The decision is based on MPTCP’s

send window. MPTCP maintains a send window on its control-plane for each MPTCP

connection, one level above the subflows. This window is necessary due to the full data

multiplexing among subflows from the same MPTCP connection. However, due to its

scheduler design, if data is not acknowledged in one of the subflows, MPTCP’s send

window can be temporarily blocked, stalling the whole connection, see Figure 4.8 for an

example of MPTCP’s send window operation.

BLEST assumes that a segment will occupy space in MPTCP’s send window (MPTCPSW )

for at least RTTS if it is sent now on subflow S, where S stands for slow, see Figure 4.8. We

assume that all segments in flight on S occupy space in the window for the same amount of

time. This is a conservative assumption, as these segments can be acknowledged earlier,

e.g. through the subflow with lower delay if retransmitted there. The remaining send

window can be used by the subflow with lower delay, i.e. lower RTT, F , which stands for

fast. This means that HoL-blocking would occur if F was not able to send due to lack of

space in the send window, caused by S. Therefore, we estimate the amount of data X that

will be sent on F during RTTS, checking whether this fits into MPTCP’s send window .

To estimate X , we assume that for every RTTF , its CWND grows by 1, as it is normally

the case in congestion avoidance, and is always filled by the scheduler, as

rtts =
RTTS

RTTF

X = MSSF · (CWND +(rtts−1)/2) · rtts

If X ·λ > |M|−MSSS · (inflightS + 1), the next segment will not be sent on S. Instead, the

scheduler waits for the subflow with lower delay to become available. Essentially, while

minRTT always decides to use an available subflow, our scheduler is able to skip a subflow,

waiting for a more advantageous opportunity, which can offer a lower risk of HoL-blocking

and, consequently, the number of retransmissions that would have been triggered.
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Figure 4.9: 3G+WLAN and BLEST’s λ influence on bulk traffic with varying δλ=0.001,
0.003, 0.005, 0.01, and 0.02; compared against minRTT.

The estimate of X , however, can also be inaccurate. To address this, we introduce a

correction factor λ, to scale X . λ is adjusted as follows: HoL-blocking during one RTTF

is an event that triggers an increase of λ by δλ; the absence of HoL-blocking triggers

a decrease by δλ. In the beginning of the connection λ=1.0, i.e. no correction of the

estimation. Figure 4.9 shows some intermediate results on the impact of λ values in

Multipath TCP’s application goodput and in the OFO buffer size.

Figure 4.9 shows how λ changes over time with different δλ. With δλ = 0.001 we see

that λ changes slowly towards a value that represents the reality on the lossy WLAN

subflow. Note that X is over-estimated in the beginning of the transfer, therefore, most

of the traffic is sent over the WLAN subflow, leading to reduced goodput. However, the

estimate is corrected by λ to reach a steady value, minimising HoL-blocking. We show on

the left side the first 45 seconds of an application bulk transfer and how λ corrects the

estimation, i.e. each dot in the plot shows the average and standard deviation over 1s of

the rate of the subflow’s with lower delay throughout. On the right side we show the effect

in the OFO buffer size and, in the application goodput for different δλ. λ is corrected to

lower values than its initial setting of 1.0, because BLEST’s estimation model does not

incorporate losses.

4.4 Real-Network Evaluation

One of MPTCP’s goals is to perform at least as good as regular TCP on the best path.

Hence, we compare MPTCP’s minRTT and BLEST against TCP on 3G and WLAN

paths. We include both 3G+WLAN and WLAN+WLAN scenarios in our evaluation to

illustrate the improvements in heterogeneous settings, while not impacting MPTCP in

homogeneous scenarios. Here, we focus on real network experiments, where Figure 3.2

shows our real-network non-shared bottleneck setup.

In Figure 3.2 we showed the topology for the emulation experiments. Here, we con-



54 Chapter 4. Multipath TCP Scheduling and Path Management

 

 

0

500

1000

1500

2000

2500

3000

G
o

o
d

p
u

t 
[k

iB
p

s
]

WLAN 3G minRTT BLEST

0

200

400

600

800

1000

A
v
e
ra

g
e
 M

P
T

C
P

 O
F

O
 Q

u
e
u
e
 [
k
iB

]

Figure 4.10: 3G+WLAN for bulk traffic in real experiments, see Figure 3.2.

Table 4.1: Multipath TCP’s penalisation and retransmission (PR) algorithm retransmis-
sions amount in 3G+WLAN with bulk traffic.

Scheduler Traffic Retrans. Packets

3G+WLAN
minRTT

Bulk
366.37 0.53 MiB

BLEST 70.3 0.1 MiB

sider real network experiments, rebuilding the topology from the emulation experiments,

i.e. non-shared bottleneck, using the NorNet Core testbed [66]. To generate more realistic

congestion on the bottlenecks with background traffic, we use virtual machines from four

commercial cloud service providers (2x in Europe, 1x in North America and 1x in Asia)

connected via 100 Mbps links towards the server machine the lab network, see Figure 3.2.

For the client side, we used consumer hardware with a RaspberryPi connected to a home

DSL provider via WLAN and another interface via a cellular network with 3G/3.5G. On

the RaspberryPi side, background traffic from other connected devices congested both

WLAN and 3G. Here, we used the same parameters and settings for the emulation exper-

iments as well as the same background traffic and applications, i.e. bulk, web transfers

and 1 Mbps CBR, to evaluate our algorithm.

Bulk Traffic: Figure 4.10 shows the application goodput and OFO buffer size for bulk

traffic with minRTT and BLEST compared to TCP on 3G and WLAN paths. BLEST

achieves on average 18% higher application goodput than minRTT with a slight improve-

ment in OFO buffer size by 3%, and reducing the amount of retransmissions by more than

37%, see Table 4.1.

Web Transfers: The total download time is not a perfect metric to evaluate web

traffic, because most browsers start rendering the page before the transmission is complete.

However, we focus here on the transport-level performance, therefore, discarding any

browser-related optimisations. Figures 4.11(a) and 4.11(b) show the completion times

and OFO buffer sizes for the web transfers from Table 3.2. With larger object sizes,

BLEST can reduce the completion time by up to 10%, while reducing the OFO size by

up to 25%. Thus, Multipath TCP’s performance with BLEST is closer to the WLAN’s
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Table 4.2: Average web transfer completion times

minRTT OTIAS DAPS BLEST

Scenario Traffic Completion Time [s]

3G+WLAN
Wikipedia 0.421 0.392 0.435 0.337
Amazon 1.60 1.724 1.789 1.503

Huffington Post 4.87 4.858 4.932 4.62

WLAN+WLAN
Wikipedia 0.398 0.4107 0.333 0.324
Amazon 1.461 1.621 1.598 1.456

Huffington Post 4.218 4.509 4.393 4.114
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Figure 4.11: 3G+WLAN for web traffic with Wikipedia, Amazon and Huffington Post
in real experiments, see Figure 3.2.

performance, only 3% worse than TCP on the best path, which is the WLAN path.

CBR: Live video has higher latency requirements compared to video streaming.

Moreover, live video is more sensitive to network delay variations and, thus, impacts the

user experience the most. Figure 4.12(a) shows the average application delay and OFO

buffer size for the 1 Mbps CBR traffic with both minRTT and BLEST. BLEST improves

the application delay by 11% while reducing the OFO size by more than 20%. We no-

ticed, looking at single experiment runs, that MPTCP’s minRTT had small packet bursts

sent over 3G, causing some spikes in the OFO buffer, which, consequently, increased the

application delay. On the other hand, BLEST used the 3G path in the majority of the

cases to send only a few single packets.

4.5 Discussion

When considering the design of a new multipath protocol’s scheduler that has the goal

to operate in millions of Internet devices regardless of the applications running on top,

path heterogeneity has to be considered as the rule rather than the exception. Even

Multipath TCP subflows from a single end-host can follow different paths, experiencing
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(a) Delay and MPTCP OFO queue

Figure 4.12: 3G+WLAN for CBR traffic in real experiments, see Figure 3.2.

different delays, bandwidth, and loss. Hence, there is no point in considering path het-

erogeneity only if the underlying network paths belong to different technologies, such

as with smartphones with WLAN and a cellular network interface. The result of path

heterogeneity can be HoL-blocking at the receiver undermining MPTCP’s overall per-

formance. To overcome it, MPTCP follows a reactive approach that penalises subflows

causing HoL-blocking, through the penalisation and retransmission (PR) algorithm. We

evaluated Multipath TCP’s performance first in [56], which exposed some fragility in the

protocol’s implementation.

Further, we highlighted limitations of such a reactive approach for different applica-

tions in an heterogeneous scenario through emulations and real-world experiments in [47].

There, we have also implemented and systematically evaluated other scheduling algorithms

likewise aiming at mitigating HoL-blocking. We found, however, that neither was able to

perform well in all scenarios and with all applications. Therefore, we proposed BLEST,

a scheduler based on a BLocking time ESTimation. Compared to previous proposals,

BLEST directly considers the prospective HoL-blocking as a value to minimise, and based

on this, it dynamically selects whether it is worthwhile to schedule a packet on a specific

subflow. This allowed us to eliminate the penalisation by implementing a more robust,

proactive, scheduling metric.

Finally, we evaluated BLEST against Multipath TCP’s minRTT with real network

experiments, following the same topology and settings from the emulation, i.e. background

traffic settings and different applications (1 Mbps CBR, web transfers of different sizes,

see Table 3.2 and bulk). By comparing BLEST with minRTT, we showed that BLEST

outperfoms all algorithms across the presented scenarios, achieving its goal of reducing

HoL-blocking, and consequently spurious retransmissions. This results in an increased

application goodput, lower end-to-end delay, lower completion times and receiver buffer

size. Last but not least, in Section 4.1.3 we mentioned the necessity of an active path

management for Multipath TCP, since in its current form, the protocol uses all resources,

regardless of their contribution to the multipath connection. With BLEST’s HoL-blocking

estimation, we could observe that BLEST in fact achieves this goal, by estimating X , the
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amount of data to be sent on F during RTTS. Of course the metric can be improved and

other input parameters can be incorporated, but BLEST takes a first step in the direction

of a scheduler than can actively decide whether a subflow brings a benefit for the multipath

connection or not, having HoL-blocking reduction as a metric and its operational goal.

For the future, we believe that both BLEST and OTIAS follow the right approach

towards robust and effective scheduling for heterogeneous scenarios. However, more eval-

uations including other elements of heterogeneity, e.g. other network access technolo-

gies, different application performance metrics and mobility scenarios are needed. All

algorithms implemented in this chapter are available as open source8.

8https://bitbucket.org/blest_mptcp

https://bitbucket.org/blest_mptcp




Chapter 5

Multipath TCP Congestion Control

MPTCP is built on top of TCP, using several subflows, i.e. TCP connections belonging

to a single Multipath TCP connection, which leads to an interesting observation: After

the three-way handshake, regular TCP enters the slow-start phase, increasing the Con-

gestion Window (CWND) by one segment after every acknowledgement (ACK), until it

experiences the first packet loss to then enter congestion avoidance, where the CWND

is typically increased once per RTT. In the congestion avoidance phase, the congestion

control algorithm, e.g. Reno1 or CUBIC, comes into play to determine the increase and

decrease rate of the CWND[22]. The increase and decrease rate can have both loss or

delay signals as input, e.g. Vegas uses delay, whereas CUBIC [80] uses loss.

However, while regular TCP has these two phases for one single connection; Multipath

TCP has it for each of the subflows along the end-to-end path. Going through standard-

isation, Multipath TCP has to answer some questions, which typically include fairness to

regular TCP at bottlenecks, i.e. fairness to concurrent network users. To address this

question and, hence, reach standardisation, Multipath TCP is able to keep fairness to

regular TCP by coupling subflows of the same multipath connection together in the so-

called coupled congestion control. In simplified terms, the coupling of Multipath TCP’s

subflows CWNDs limits the increase to that of one single regular TCP [51]. Note that

such a mechanism is strict necessary if all MPTCP subflows from the same multipath

connection traverse a shared bottleneck, which, in turn, would force them to not take

more from the capacity than that of a regular TCP flow.

This chapter is dedicated to our study of Multipath TCP’s congestion control al-

gorithms’ design and implementation in order to understand and improve their perform-

ance; relaxing some of their conditions regarding non-shared bottlenecks, while Multipath

TCP’s goals regarding fairness towards regular TCP. This is shown in detail in Sec-

tion 5.1.1. The research paper that was input for this chapter [55], is presented in full

version in Part II.

1Reno refers to congestion control including NewReno and SACK as implemented in Linux, used kernel
version 3.14.33 as reference.

59
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5.1 TCP’s Congestion Control

According to [50], in generic terms, TCP’s congestion control is composed of four main

components: slow-start, congestion avoidance, fast retransmission and recovery, which

have the job to probe for bandwidth in slow-start, stabilise the connection in the so-

called steady state in congestion avoidance and detect and perform loss recovery with

fast retransmission and fast recovery. The need for congestion control within TCP comes

from [44], mainly due to retransmissions. The logic behind was that when a router is

congested, i.e. its queue is full, retransmitting all data at once was exactly the wrong

thing approach. Since then it is impossible to think away congestion control within TCP.

Another popular Internet protocol, UDP, does not apply any form of congestion control in

its original specification. It might be, however, suitable for certain applications that can

tolerate some losses. However, recent developments are building implementations that

benefit from congestion control from TCP on the end-hosts, but are encapsulated inside

UDP from the network’s perspective.

In its initial three-way handshake, TCP is in its slow-start phase, which increases the

rate of the connection roughly twice by every RTT. Depending on the network signal to

detect congestion, e.g. delay or loss, TCP enters congestion avoidance after slow-start,

where its CWND grows roughly once per RTT. When in congestion avoidance, TCP

adjusts its CWND according to different functions, e.g. CUBIC [80] follows a different

approach from Reno, which applies a simplistic AIMD (Additive Increase with Multiplic-

ative Decrease), which refers to change in the CWND per RTT based on packet loss.

In simplified terms, these two phases control how much data is in-flight in the network

during the connection. Part ® in Figure 4.1 shows schematically how a TCP connection

adjusts its rate with its CWND.

In order to make sure that the connection is reliable, i.e. all data is received, a TCP

connection applies a loss detection and recovery mechanism, the so-called fast retransmis-

sion and recovery. They are realised with duplicated acknowledgements (DupACK) arriving

from the receiver, signalling that some segment(s) in the byte-stream are missing, before

the application can read it. The sender can make use of DupACKs to quickly resend the

missing packets. Without this mechanism, TCP would rely solely on a timeout, which

might take much longer to happen.

There are many different congestion control algorithms for TCP, applying different

mechanisms to adjust its rate to the network conditions, and also using different signals

from the network. These signals are typically loss or delay, which is information inferred

by end-hosts from TCP packets but not explicitly provided by the network via, e.g.

packet markings with Explicit Congestion Notification (ECN) [81]. When proposing a

new congestion control algorithm for TCP, it is inevitable to answer to questions related

to responsiveness and stability of the algorithm, however, first and foremost fairness to

concurrent mix of regular TCP flows at bottlenecks is important.
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5.1.1 MPTCP’s Congestion Control

Multipath TCP’s congestion control operates on the subflow level as conventional con-

gestion control for regular TCP with a small difference: [51] describes how MPTCP’s

congestion control has to operate to be fair to regular TCP at the bottleneck. Different

coupled congestion control algorithms have been proposed for MPTCP [11, 54, 82, 83, 84],

however, due to the lack of practical Shared Bottleneck Detection (SBD) mechanisms, the

design of these algorithms always assumed shared bottlenecks, resulting in sub-optimal

performance when this is not the case.

In [55] we combine the shared bottleneck detection mechanism initially proposed in [85]

with Multipath TCP2. The coupled congestion control algorithms for MPTCP assume

shared bottlenecks along the subflows’ paths, i.e. a MPTCP connection has to be fair to

concurrent regular TCP, regardless of whether this TCP flow shares a bottleneck with all

MPTCP subflows belonging to the same connection or not.

This section is dedicated to the work [55], which proposes a dynamic coupled con-

gestion control for MPTCP with practical shared bottleneck detection, namely, MPTCP-

SBD. The proposed MPTCP-SBD algorithm can dynamically decouple subflows that are

not sharing bottlenecks, unlocking the full Multipath TCP’s full throughput potential on

these links. When there is a shared bottleneck, MPTCP-SBD keeps the subflows coupled

as it is the case with default MPTCP, remaining fair to competing TCP. MPTCP-SBD

was designed as a light-weight extension to standard MPTCP3. For the non-shared bot-

tleneck scenarios, we observe throughput gains of up to 40% with two subflows and these

gains increase further as the number of subflows increases. While achieving such perform-

ance gains in non-shared bottleneck scenarios, we show that MPTCP-SBD remains fair

to TCP in shared bottlenecks.

5.1.2 Shared Bottleneck Detection

In the Internet, it is normally unknown whether flows share bottlenecks or not. Unless a

specific network that can directly signal that flows share a common link by, e.g. mark-

ing packets, end-hosts need to infer this themselves. The raw information that Internet

end-hosts commonly have is: packet delay, packet loss, and ECN (Explicit Congestion

Notification) marks, when these are enabled.

Hence, it is usual to assume that access links are the bottlenecks, thus, flows having

the same sender and receiver end-hosts are assumed to have shared bottlenecks. However,

the access link as a bottleneck is a mere assumption based on the fact that network access

links in the past were too slow to create bottlenecks in other parts of the network. This,

today, may play a major role in performance, e.g. a congestion control mechanism for

scavenger-type traffic like LEDBAT [86] tries to not interfere with a user’s main traffic, e.g.

a video streaming application with a parallel background file download, but if background

2The SBD algorithm from [85] is also available at the IETF [4].
3We take MPTCP v0.89.5 as the reference for our MPTCP-SBD implementation.
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traffic from the same device does not share a bottleneck with the main user’s traffic, it

may have no benefit to the user who utilises LEDBAT.

Flows that share a bottleneck usually compete with others for their share of the capa-

city. This competition has the potential to increase packet loss and alter the delay profile.

This is especially critical for latency-sensitive and interactive applications. Combining the

congestion control algorithms of such flows can not only reduce packet loss and improve

end-to-end delays, but also can allow precise honouring of priorities that may be associ-

ated with particular flows, e.g. WebRTC for inter-browser realtime communication can

profit, and different algorithms are proposed for standardisation in the RMCAT Working

Group of the IETF4 along with the SBD mechanism from this section.

There are several proposals for shared bottleneck mechanisms in the literature, see [85]

for an extensive survey. However, in general, the works shown have common shortcom-

ings: 1) simulation tests have been conducted with scenarios that make shared bottleneck

detection easy; 2) real network tests often do not have a proper ground truth with which

to compare; and 3) quantitative statistics, although valuable, often hide the dynamics

of bottlenecks carrying real traffic. Apart from presenting a novel mechanism within

Multipath TCP, our algorithm attempts to overcome these shortcomings.

5.1.3 Motivation Example

Congestion control for multipath transport [87] has evolved from algorithms behaving like

regular TCP to coupled congestion control: Coupled MPTCP [54] applies resource pooling

to shift away traffic to less-congested paths. Then, fully-coupled MPTCP [11] applies the

idea that the total multipath CWND increases and decreases in the same way as for TCP.

Semi-coupled congestion control, or linked-increase (LIA) [82, 51] emerged, because of

poor responsiveness and window flappiness, i.e. oscillatory behavior, of the fully-coupled

algorithm. In semi-coupled congestion control the CWND increase is coupled, whereas

its decrease is not. MPTCP’s default congestion control, Optimised Linked Increase

Adaptation (OLIA) [83, 52], improves LIA’s unfriendliness and congestion balance. A

recent proposal, Balanced Link Adaptation (Balia) [53], improves OLIA’s responsiveness.

Note that besides improvements in all MPTCP congestion control algorithms, they share

a common design choice: They are all semi-coupled and assume shared bottlenecks. Three

goals capture MPTCP’s desired operation [11]:

1. Improve Throughput : A multipath flow should perform at least as well as a single

path flow would on the best of the paths available to it.

2. Do Not Harm: A multipath flow should not take more from any of the resources

shared by its different paths than if it was a single path flow.

3. Balance Congestion: A multipath flow should move traffic off its most congested

paths, subject to meeting the first two goals.

4https://datatracker.ietf.org/wg/rmcat

https://datatracker.ietf.org/wg/rmcat
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The first goal is the primary incentive behind the design of MPTCP [12], while the second

design goal guarantees fairness at the bottleneck. The third goal addresses the resource

pooling principle [13]. Focusing on the first two goals, we target the multipath congestion

control mechanism that determines how network resources should be shared efficiently

and fairly between competing flows at shared bottlenecks.

We highlight the shortcomings of current MPTCP congestion control algorithms with

respect to their interaction with bottlenecks. Specifically, we looked at Linux implement-

ations of: uncoupled congestion control where each link applies standard TCP congestion

control, we refer to as Reno5) [50, 88], Linked Increase Adaptation (LIA) [51], Optimised

Linked Increase Adaptation (OLIA) [52] and Balanced Link Adaptation (Balia) [53].

In Figure 3.1(a), we illustrate the non-shared bottleneck scenario where two disjoint

paths have distinct bottlenecks and MPTCP misses the opportunity to unlock its full

potential on each bottleneck. Figure 3.1(b) shows the shared bottleneck scenario, where

there is a single shared bottleneck through which we show that MPTCP is fair to regular

TCP. These topologies were used in our emulation experiments alongside background

traffic with varying delays, see [55] for more details about the measurement setup.

For the non-shared bottleneck scenario, we studied the relative performance of con-

gestion control algorithms in terms of the individual throughput ratio, i.e. the ratio of

each MPTCP subflow with respect to its corresponding TCP flow at the bottleneck, as

well as the sum throughput ratio, i.e. the ratio of all MPTCP subflows to the sum of the

TCP flows. Figure 5.1(a) shows the comparative results for the four different congestion

control algorithms. We observe that all MPTCP coupled congestion controls, i.e. LIA,

OLIA and Balia, have similar performance, where the throughput ratio is around 0.6 for

the combined MPTCP result. However, the Reno uncoupled congestion control, i.e. both

subflows acting regular TCP flows, provides a ratio that is close to 1, which is the desirable

result for this particular scenario. Therefore, coupled congestion control in a non-shared

bottleneck scenario results in a 40% drop in the overall throughput.

Figure 5.1(b) shows the relative performance of the different MPTCP congestion con-

trol algorithms in the shared bottleneck scenario. We show the ratio of the sum of all

MPTCP subflows to their competing TCP at the shared bottleneck for different numbers

of subflows, i.e, from two up to five subflows. We observed that the throughput ratio of

MPTCP to TCP is close to 1 for all MPTCP coupled congestion control algorithms.

During our analysis, we show that MPTCP’s coupled congestion controls are fair to

TCP in shared bottleneck, but do not achieve their fair share of the capacity in non-

shared. Based on these results, we argue that current coupled congestion controls are

unnecessarily conservative when there is no shared bottleneck. The incorporation of a

shared bottleneck detection algorithm in MPTCP can help it to get its fair share of the

capacity for non-shared bottlenecks while ensuring fairness to TCP in shared bottlenecks.

5Reno refers to congestion control including NewReno and SACK as implemented in Linux, kernel
version 3.14.33.
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Figure 5.1: MPTCP performance in shared and non-shared bottleneck scenarios with
synthetic background traffic expressed as ratio of MPTCP to TCP.

5.1.4 System Design and Implementation

The achievable throughput for MPTCP, in the absence of a shared bottleneck, is limited

as a result of MPTCP’s congestion control design goal 2. This design goal forces a fairness

notion that includes two separate aspects:

1. Fairness to TCP if flows share a bottleneck with it.

2. Fairness such that resource use is limited to the amount of resources that would be

used by a single flow on one of the paths (called “fairness in the broader, network

sense” in RFC6356 [51]).

These two aspects are intrinsically bound in Multipath TCP’s coupled congestion

control. As we show, shared bottleneck detection makes it possible to untie them, so that

we can support the first aspect without necessarily ensuring the second. We would like

to highlight here that our intention is not to advocate one particular fairness notion, but

to relax the conditions, enabling the separation of both aspects.

Our goal is ultimately to decouple subflows if they do not traverse a shared bottleneck,

so that they can behave as regular TCP and achieve their fair share on their respective

bottlenecks. For the subflows sharing a bottleneck, we maintain MPTCP’s default coupled

congestion control, MPTCP-OLIA, as it was shown to be fair to regular TCP, see Fig-

ure 5.1(b) and also in [83].

5.1.5 The Shared Bottleneck Detection Algorithm

Today’s Internet is unable to explicitly inform end-hosts about flows that share bot-

tlenecks. Instead, they need to infer this information from packet loss and delay. Since

MPTCP uses packet loss to indicate congestion in its default congestion control algorithm,
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it seems to be a natural choice for the input signal for the bottleneck detection mechan-

ism. However, loss is a relatively rare signal in a well-operating network (e.g. <3%), and

often not well correlated across flows sharing the bottleneck. Packet delay provides a

more frequent, but noisy signal. Packets traversing a common bottleneck will encounter

quite widely varying bottleneck queue lengths, with this bottleneck induced delay being

further perturbed by every other device along the path. This, along with differing path

lags, makes it difficult to correlate the delays.

Recently, a way of addressing these issues was proposed using the distribution of packet

delay measurements and grouping flows that have similar statistical characteristics [85,

4]. Three key summary statistics are used as a basis for grouping flows that share a

common bottleneck, and relative One-Way Delay (OWD) is used as the base measurement.

Although Round Trip Time (RTT) is easier to measure, it includes noise introduced by

every device on the return path to the bottleneck delay signal. Therefore, using OWD

potentially removes up to half of the path noise from the delay signal, if one considers

symmetric delays in both ways. Since these statistics are calculated with respect to the

mean OWD, only the relative OWD is required – meaning that sender and receiver clocks

do not need to be synchronised. Although this mechanism was proposed for RTP media,

we believe that the algorithm is general enough to apply to MPTCP.

We base our MPTCP-SBD algorithm implementation on the specification and para-

metrisation from[4], since it includes improvements to the original algorithm. The al-

gorithm is based on three key statistics: skewness, variability, and key frequency. Skew-

ness is estimated by counting the number of OWD measurements above and below the

previous mean. Mean Absolute Deviation (MAD) is used to quantify the variability. A key

frequency characteristic is quantified by counting and normalising the number of times

a short-term mean OWD significantly crosses a longer-term mean OWD. Thus, it is a

measure of the low-frequency oscillation of OWDs at the bottleneck. Following [4], the

statistics are calculated as follows:

OWDn =
∑

Cn
c=1 OWDc

Cn
(5.1)

where c identifies a particular OWD measurement over the T , Cn represents n th stored

number of OWD measurements in T , the base time interval.

OWD =
∑

N
n=1 OWDn

N
(5.2)

where N is the number of stored base statistics

skew est =
∑

N
n=1 skew basen

∑
N
n=1Cn

(5.3)
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where

skew basen =
Cn

∑
c=1

[
OWDc < OWD

]

−
Cn

∑
c=1

[
OWDc > OWD

] (5.4)

var est =
∑

N
n=1 var basen

∑
N
n=1Cn

(5.5)

where

var basen =
Cn

∑
c=1

∣∣OWDc−OWDn−1
∣∣ (5.6)

freq est =
number of crossings

N
(5.7)

where number of crossings is a count of OWDn values that cross OWD by more than

pvOWD. The base calculations are made for a number of statistics over each T . The im-

plementation calculates the statistics incrementally with a cyclic buffer of N base entries.

Flows where skew est, var est and freq est have similar values within a certain threshold,

are grouped together. Flows that are grouped together are deemed to be sharing a com-

mon bottleneck. Flows are grouped according to the simple grouping algorithm outlined

in [4]. Key to this algorithm’s operation is to only attempt to group flows that are travers-

ing a bottleneck, i.e. a congested link, since the summary statistics of flows not traversing

a bottleneck are really only a measure of the path noise. The algorithm does this by

only choosing flows whose estimate of skewness or high packet loss indicates that they are

traversing a bottleneck.

5.1.6 MPTCP-SBD Implementation

Our system design is depicted in Figure 5.2 and has two main components as highlighted

in red: (i) shared bottleneck detection mechanism at the receiver (®) and (ii) dynamic

congestion control mechanism at the sender (°). For the signalling between the sender

and the receiver, MPTCP options (¬, ¯) are used. OWD computations are carried out

at the receiver ()6. Referring further to Figure 5.2, the system elements are explained:

¬ MPTCP Timestamp: Since the standard TCP time stamp, see RFC 1323 [89],

option precision is too low in the Linux TCP implementation, we introduced a new

MPTCP Time Stamp (TS) option containing a time stamp with microsecond precision.

It is carried by every data segment leaving the sender7. The sender fills this field immedi-

ately prior to passing the packet down to the IP layer. Packet loss is used to supplement

6The implementation is available for Linux MPTCP v0.89.5 based on kernel v3.14.33.
7[90] was used as reference for the design.
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Figure 5.2: MPTCP-SBD design: The MPTCP sender transmits local timestamps with
31 Bits precision in MPTCP’s TS option in each subflow’s packet ¬. The receiver extracts
each timestamp after the stack’s basic header checksum and calculates the relative OWD
, which is the input for SBD ® (part of the SBD is implemented in user-space, SBDU).
The receiver feeds back the SBD information ¯ to the sender, which uses the information
to couple flows in the same group and decouple those in different groups °.

skewness at extreme loads [4]. We, therefore, reserve a flag in the timestamp option in

order to transmit loss counts incrementally.

 One Way Delay Computation at the Receiver: The relative OWD is calcu-

lated by subtracting the arriving MPTCP TS from the end-host’s version of time. This

calculation is done right after the basic header checksum to avoid extra delays, introduced

by the end-host itself, e.g. packet processing within the TCP stack. These are the input

values for the SBD statistics, which are updated for the current T . The kernel stores the

statistics for the last N intervals. At the end of an interval, the statistics can be retrieved

by the SBD decision mechanism (®).

® SBD Decisions: After every T = 350 ms, the SBD mechanism runs with OWD stat-

istics collected over the last N intervals. The result of every SBD run is: i) a list of non-

congested flows, and ii) a list of flows grouped by common shared bottleneck. We refer to

this set of flow states and groupings as an SBD observation. Every SBD observation could

be sent to the sender directly. However, we noticed that flows which were first grouped

together can occasionally be separated. This could be due to an erred SBD grouping

decision or a fluctuating bottleneck, i.e. temporarily congestion abated so there was no

bottleneck for a time. To avoid having the sender reacting to such transient grouping

changes, the mechanism collects 10 observations and decides that flows share a stable

bottleneck if the majority of the observations are consistent, i.e. the same observation

was made at least 5 times). We refer to the result of this observation filter as an SBD de-

cision. A decision is transmitted to the sender every 3.5 s. Parts of SBD are implemented

in user-space (SBDU) to aid experimentation8. The parts that are currently implemen-

ted in user-space are: Equation 5.7, grouping and decision making. All other steps are

8An SBD kernel implementation is available at: https://bitbucket.org/sbdmptcp.

https://bitbucket.org/sbdmptcp
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Table 5.1: SBD mechanism parameters, according to [4].

T N Thresholds
(ms) c_s c_h p_f p_s p_v p_mad p_d p_l

350 50 -0.01 0.3 0.1 0.1 0.7 0.1 0.1 0.1

implemented in the kernel.

¯ SBD Signalling: Grouping information is transmitted in the form of a vector that

maps each flow to a group identifier. Non-congested flows have a reserved group ID. This

information is conveyed in the ACKs via an MPTCP option containing the group ID,

flow ID, and decision ID. The flow ID allows a subflow to inform the sender not only

about itself, but also about others in a round-robin manner. The decision ID allows the

sender to detect when a new complete decision was received. Note that a decision remains

valid until it is superseded by a complete new one.

° Dynamic Coupled Congestion Controller based on SBD: The sender, using

SBD decision feedback, decouples subflows that are in distinct bottlenecks during conges-

tion avoidance. We develop MPTCP-SBD based on MPTCP’s default coupled congestion

control OLIA. Let F be the set of all subflows, M ⊆ F the subset of flows with maximum

CWND, B⊆ F the subset of flows that are the best subflows based on interloss probability

estimation and CWND. OLIA works as follows: When OLIA is called for a subflow x ∈ F ,

it considers all F building M and B sets. The CWND update for subflow x is calculated

based on M and B [52].

The SBD feedback is integrated into OLIA with an additional initial step. Let S⊆ F
be the subset of flows that share a bottleneck with subflow x. First the subset S is built

containing all flows that share a bottleneck with x. Subsequent steps follow OLIA, but

using S as the base set instead of F . Moreover, within the subset S, MPTCP-SBD increases

the CWND of the subflows as for single path TCP, and it also performs load-balancing

among them, maintaining MPTCP’s design goals 1) and 2). When computing the CWND

for x, subflows that are in distinct bottlenecks are not considered, and flow x is decoupled

from them. Further, if it can be inferred from SBD decision that flow x does not share a

bottleneck with other subflows, Reno is used, making x behave like a regular TCP flow.

Our implementation does not cater for relative clock skew in the summary statistics’

calculation. In real-network experiments, the hosts’ clock skew may affect the shared

bottleneck detection. Although the skew is usually not significant over the time intervals

of the mechanism, a separate contribution introduced later is available in [4].

5.2 Evaluation

We first assessed MPTCP-SBD’s performance on an emulation environment in Section 5.2.1

where we have more control and can revalidate the tests performed by [91] and [84]. Later,

in Section 5.2.2, we run our algorithm in a constructed testbed as shown in Figure 3.3.
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5.2.1 Emulation Experiments

We assessed the performance of MPTCP-SBD in 5 different scenarios: 1) Non-Shared

Bottleneck (NSB), 2) Shared Bottleneck (SB), 3) shifting bottleneck, 4) Active Queue

Management (AQM), and 5) subflows with different base-RTTs.

Non-Shared Bottleneck (NSB)

We evaluated the performance of MPTCP-SBD in terms of SBD decision accuracy and

throughput gains. The SBD decision accuracy is the percentage of correct decisions over

all decisions in a single experiment, and, subsequently, the average SBD decision accuracy

is computed over all measurements. Presented in more detail in [55], our results indicates

that MPTCP-SBD can detect disjoint bottlenecks correctly in 75% of the cases for 2

subflows and 70% for 5 subflows. In Figure 5.3(a), we illustrate the throughput gains

MPTCP-SBD can achieve by decoupling the subflows. We observe that MPTCP-SBD

provides a throughput gain of up to 40% for the 2 subflows case and more than 100% for

the 5 subflows case compared to MPTCP-OLIA.
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Figure 5.3: MPTCP with and without SBD with 2, 3, 4 and 5 subflows, for NSB and SB
scenarios with synthetic background traffic. Boxes span the 25th to 75th percentile, with
a notch at the median and whiskers extending to the lesser of the extreme point or 1.5
times the interquartile range.

Shared Bottleneck (SB)

Similarly, for the shared bottleneck scenario, we evaluated SBD decision accuracy and

MPTCP throughput. The results presented in more detail in the original paper, show

that MPTCP-SBD can detect the shared bottleneck with an average accuracy of 97%.

This results in MPTCP-SBD performing slightly more aggressive compared to MPTCP-

OLIA regardless of the number of subflows (see Figure 5.3(c)). This aggressiveness is due

to the SBD occasionally separating subflows that we expected to be in the same bottleneck

group. This separation results in flows acting like independent TCP flows.
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Shifting Bottleneck

To show how MPTCP-SBD adapts to shifting bottlenecks, we consider a scenario where

MPTCP subflows share different bottlenecks at different times. In a separate scenario for

our experiments, Figure 5.4 illustrates, where we shift the load from bottleneck 3 (e.g.

shared bottleneck) to bottlenecks 1 and 2 (e.g. non-shared bottleneck) and then back to

bottleneck 3. This way, MPTCP-SBD can detect the transition between non-shared and

shared bottleneck phases. For the shifting bottleneck scenario, the bottlenecks are loaded

for 30s, alternating between SB → NSB → SB → NSB → SB. With shifting bottlenecks

we set the bottleneck interval to 30 s rather than 320 s to show that our mechanism can

cope to detect the changes even in shorter shifting periods.

Bottleneck 1 

Bottleneck 2 

Bottleneck 3 

MPTCP 
Server 

MPTCP 
Client 

Server 1 

Server 2 

Client 1 

Client 2 

Server 3 
Client 3 

Figure 5.4: Shifting Bottleneck

The SBD needs N×T samples to build estimates, i.e. the mechanism requires memory

to detect a shifting bottleneck [4]. Figure 5.5 illustrates the average percentage of correct

SBD observations within a SBD decision window versus time9. This is shown in Fig-

ure 5.5, where the average percentage of correct observations is closer to 50% for the SBD

decision windows that come immediately after a bottleneck transition and this percent-

age increases in time indicating that SBD decisions become more reliable and stable. We

define transition delay as the time between the first expected SBD decision after a bottle-

neck transition and illustrate the distribution of the transition delay in Figure 5.6(a). We

9Based on our experiments shown in more detail in [55], a SBD decision threshold imposes that at
least 50% of the SBD observations have to be consistent within one observation window in order to have
a decision. An observation window means 10 SBD observations.
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Figure 5.5: The average percentage of correct SBD observation within a SBD decision
window in time for the shifting bottleneck scenario.
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Figure 5.6: Mean SBD Decision Accuracy and Delay in Shifting Bottleneck

observe that SBD had an average delay of 7 s (i.e. around 2 SBD decisions) to detect a

transition. After the transition, MPTCP-SBD shows on average 90% accuracy in SB and

over 60% accuracy in NSB scenarios as depicted in Figure 5.6(b).

Active Queue Management (AQM)

This section shows MPTCP-SBD’s performance when the bottleneck queue policy is

changed from DropTail to Random Early Detection (RED)10. RED marks and randomly

drops packets when the average queue occupancy exceeds a certain threshold, i.e., not ne-

cessarily only when the queue is saturated. This changes the statistical characteristics of

the OWD measurements, hence, SBD’s input. In our results shown in more detail in [55],

MPTCP-SBD shows to be robust when the bottleneck queue is RED, for both shared and

non-shared bottleneck scenarios with higher than 90% accuracy in SB. RED desynchron-

ises TCP flows making the bottleneck more stable. In the NSB scenario, we observe a

slight drop in detection accuracy with a higher number of subflows. This is caused by our

conservative configuration of SBD, which prefers grouping over splitting and, therefore,

intermittently groups any two flows that are observed as being similar enough. This also

means that we cannot always perfectly detect subflows belonging to distinct bottlenecks,

however, in the NSB with 5 bottlenecks, MPTCP-SBD has five independent uncoupled

flows 63.3% of the cases.

Subflows with Different Base-RTTs

In this section, we vary the subflows’ base RTT and evaluate the performance of MPTCP-

SBD. For both, shared and non-shared bottleneck scenarios, we kept one subflow’s RTT

fixed at 20ms and changed the other subflows’ RTTs.

10Parameters set according to http://www.icir.org/floyd/REDparameters.txt
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For the shared bottleneck scenario, we observe that having different base RTTs slightly

reduces the SBD accuracy from 96 to 93%, when compared to those with identical base

RTTs, especially as the gap between shortest RTT and longest RTT grows.

For the non-shared bottleneck scenario, the difference in base RTTs improves detection

for NSB with 2 and 3 subflows to 80% compared to the scenario where the subflows have

the same baseline RTT. However, NSB with 4 and 5 subflows keeps similar detection

values of approximately 70%. This is due to our conservative configuration of SBD. This

is, however, a very promising result for the non-shared bottleneck scenario since in the real

world the subflows’ base RTTs are expected to vary due to link and queue perturbations.

5.2.2 Real-Network Experiments

The experimental analysis of MPTCP-SBD in real networks is difficult, since the ground

truth for bottlenecks is unknown. We look at the performance of MPTCP-SBD within a

topology constructed over NorNet Core [66] using virtual machines from five commercial

cloud service providers (2x in Europe, 1x in North America and 2x in Asia) that are

connected via 100 Mbps links. Furthermore, we also used consumer hardware with a

RaspberryPi connected to a home DSL provider whose connection is limited to asymmetric

rates of 25 and 50 Mbps for uplink and downlink, respectively. The experimental setup

is illustrated in Figure 3.3. In our experiments, we evaluated the performance under

realistic network conditions with real-network experiments for shared-bottleneck, non-

shared bottleneck and shifting bottleneck scenarios using the same parameters from the

emulation experiments. In the following evaluations, we focus on long greedy flows, i.e.

bulky transfers, considering only bandwidth aggregation aspects of uncoupling subflows

in Multipath TCP. However, such an approach is equally applicable when considering

different applications, e.g. latency-sensitive applications.

Non-Shared Bottleneck: For the non-shared bottleneck scenarios, since the server

is in a well-provisioned lab network, the DSL provider on the client side would normally

become the bottleneck. In order to create server-side bottlenecks, we throttled the server

links to 50 Mbps with NetEm, and used the dedicated virtual machines to receive back-

ground traffic from the server: via ISP-1 with an average rate of 40 Mbps, and via ISP-2

with 30 Mbps, resulting in two distinct and separate server-side bottlenecks of 20 Mbps

and 10 Mbps, respectively. In Figure 3.3, the bottlenecks are created in the lab network,

before the traffic enters both ISP networks. For the NSB scenario, we observed a mean

SBD accuracy of about 70%11. We observe that the two links were similar in terms of

RTT; therefore, NSB accuracy in real networks (70%) is comparable to the emulations

(75%). Furthermore, we observe an average throughput gain of 20% with MPTCP-SBD

compared to MPTCP-OLIA as illustrated in Figure 5.7(a). This is because MPTCP-

SBD could yield an improvement only on SF1. Under the same conditions, Reno had

11Based on what we expect to be a bottleneck with our experiment; note that the network is not under
our complete control.
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Figure 5.7: Throughput comparison of MPTCP and MPTCP-SBD.

approximately 25% more throughput than MPTCP-OLIA.

Shared Bottleneck: For the SB scenario, we used the same setup from Figure 3.3,

but with the DSL connection as the bottleneck link. Apart from general background

traffic due to it being a real network, we used the virtual machines to receive background

traffic from the server via the two ISPs. The virtual machines in the U.K., Japan and

India received data that were sent via ISP-1 at an average rate of 40 Mbps, and the virtual

machines in Germany and the USA received data that were sent via ISP-2 at an average

rate of 30 Mbps. In this scenario the server sent traffic to the client with 2 subflows

connected to the server’s ISPs.

We observed a mean SBD accuracy of 91% for two subflow case and around 85% for

the five subflow case. As a result, Figure 5.7(b) shows that MPTCP-SBD has similar

throughput compared to MPTCP-OLIA for the two-subflow case and slightly more ag-

gressive than MPTCP-OLIA for higher number of subflows. Compared to the emulations

of SB, we observed that SBD’s accuracy in real network experiments, especially for many

subflows, is marginally lower, as shown in Section 5.2.2. We justify this by the randomly

varying nature of real systems compared to the emulation setup with synthetic background

traffic. Also, note that having a high number of subflows in the network traversing the

same bottleneck is less likely in real setups.

Shifting Bottleneck: For the shifting bottleneck scenario, we used the topology in

Figure 3.3, with the client connected by ISP-1 and ISP-2, to the home DSL. The server

is connected to each ISP via a 100 Mbps connection, whereas the client has asymmetric

25 Mbps in the uplink and 50 Mbps in the downlink. We create a shifting bottleneck every

60 s by changing the background traffic on each ISP from 70 Mbps to 20 Mbps, hence first

creating a shared bottleneck on the client side (shared bottleneck) and then distinct

bottlenecks on the server side (non-shared bottlenecks). Figure 5.8 shows that, although

dealing with a real-network setup with random effects not fully in control, MPTCP-

SBD also performs satisfactorily in the the shifting shared bottleneck scenario. The SBD

accuracy we observed after the bottleneck transition is similar to that of shared and

non-shared bottlenecks, i.e. and observed after two SBD decisions (7 seconds).
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Figure 5.8: Mean SBD observations for a shifting bottleneck {60,120} s

5.3 Discussion

We showed the benefits of shared bottleneck detection for MPTCP throughout this

chapter. We argue that MPTCP’s coupled congestion control is overly conservative when

multiple paths do not share a bottleneck. With a shared bottleneck detection algorithm,

MPTCP can decouple the subflows’ congestion window increase and still achieve its three

main design goals: 1) improve throughput, 2) do not harm and 3) balance congestion. We

designed and implemented MPTCP-SBD, a dynamic coupled congestion control mech-

anism for MPTCP that is aware of shared bottlenecks. We demonstrated the efficiency

of the proposed MPTCP-SBD in a wide range of settings through extensive emulations

(detailed in [55]) as well as with real-network experiments, showing significant throughput

gains in non-shared bottleneck scenarios without causing harm in shared bottlenecks.

There are many avenues for future work. One direction is to consider the robustness

of the SBD algorithm against attacks, where a receiver could manipulate the SBD feed-

back to gain an unfair advantage. Therefore, the feedback mechanism deserves further

attention. Moreover, we observed that while MPTCP-SBD tries to detect bottlenecks,

all MPTCP’s coupled congestion controls try to avoid them by shifting traffic away from

congested paths. Also, MPTCP’s lowest-RTT scheduler can cause subflows that are shar-

ing a common bottleneck to oscillate in their relative share of the available bandwidth.

These oscillations can make the SBD statistics noisier, affecting its performance. At the

moment, the SBD algorithm is protocol agnostic. There may be advantages in tuning it

specifically to MPTCP’s congestion control. This could lead to difficulties every time a

congestion control algorithm changes. Another possibility is to improve SBD’s robustness

against oscillations from the link. This could be explored with more complex grouping al-

gorithms. Finally, investigating the performance of MPTPC-SBD for different use-cases is

of great interest. One promising use-case is highlighted in [92], where single-homed devices

may be able to take advantage of multipath protocols. Hosts with dual-stack IPv4/IPv6

systems may be able to exploit concurrent IPv4 and IPv6 use when both paths are disjoint

and the bottleneck lies in the network. This is an ideal application for MPTCP-SBD and

should be further investigated.



Chapter 6

Multipath TCP with Forward Error

Correction

Throughout this thesis, we focused on improving Multipath TCP under heterogeneity. We

consider such scenarios the rule rather than the exception when a transport protocol has

the goal to be widely deployable and a candidate for adoption by application developers.

Heterogeneity in multipath is very challenging, since there is no a-priori knowledge about

the network characteristics before data is actually sent.

To this end, in Chapter 4, we proposed a scheduler algorithm, which is able to leverage

the heterogeneity of the subflows, change the traffic distribution over them, and ultimately

improve the multipath connection performance without considering explicit requirements

input from applications. In Chapter 5, we then proposed a dynamic coupled congestion

control algorithm, which is able to unlock the potential of Multipath TCP when the

underlying subflows are not sharing a bottleneck.

While both solutions address the challenges for Multipath TCP with heterogeneity,

since MPTCP is closely tied to TCP and its main congestion control algorithms are

loss-based, TCP’s time-dependent loss detection and recovery mechanisms can, in turn,

become a bottleneck for high delay and lossy networks. In TCP, both fast recovery (FR)

and retransmission timeout (RTO), are strictly tied to round trip time (RTT). Hence,

regardless of the network capacity, the required RTTs recovery remain the same. For

MPTCP, while the scheduler is commonly the place to improve performance, tackling

heterogeneity, little can be achieved with legacy TCP loss recovery if, in addition to

delay, the subflows have heterogeneous loss rates1.

This chapter is dedicated to our study of TCP’s loss detection and recovery mechanisms

in order to improve TCP’s performance in high delay and lossy networks as well as improve

the scheduler algorithm design in MPTCP. The research paper that was input for this

chapter [93], is presented in full version in Part II.

1MPTCP’s default recovery mechanism for FR resends a packet on the same subflows, whereas, for
an RTO, it reschedules a packet on the subflows with space in its congestion window (CWND) and the
next lowest RTT.
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Figure 6.1: System Building Blocks: Overview

Herewith our main contributions to MPTCP can be summarised as:

1. We integrate forward error correction (FEC) in TCP in order to provide zero-RTT

loss recovery for latency-sensitive applications. To achieve this, we propose TCP

with dynamic FEC (TCP-dFEC) building on TCP instant recovery (TCP-IR) [94,

71] that uses XOR-based FEC within TCP. TCP-dFEC extends TCP-IR in two

major ways: (i) making it fair to regular TCP and (ii) designing a dynamic FEC

mechanism to better cope with changing channel conditions.

2. We further extend this framework and propose Multipath TCP with dynamic FEC

(MPTCP-dFEC) where each TCP subflow runs TCP-dFEC. We follow an intra-

subflow FEC approach, in order to better understand the interaction of FEC within

Multipath TCP, without considering its interaction with the scheduler and con-

gestion control algorithms. The proposed MPTCP-dFEC works seamlessly with

MPTCP connection-level management signalling without sacrificing resources of

good subflows.

3. The proposed TCP-dFEC and MPTCP-dFEC are implemented in the Linux kernel.

This enables the proposed framework to be application agnostic and as well as

deployable. Our evaluations show that the proposed TCP-dFEC and MPTCP-dFEC

significantly improve the completion times for HTTP/2 web traffic, the bitrate for

video streaming with DASH and the frame rate for video streaming with H.264.

6.1 Motivation and Background

In its initial design, TCP was not meant to operate in wireless environments with links

that suffer from channel variations. Under these conditions, depending on the congestion

control strategy, TCP drastically reduces its sending rate; having a long-term detrimental
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impact [95, 96, 97, 98, 99, 100, 101]. For example, TCP’s Additive Increase and Multiplic-

ative Decrease (AIMD) mechanism reduces its sending rate by 50% over one Round-Trip-

Time (RTT)2 and, increase, roughly, one packet per RTT. If a TCP connection reacts on a

packet loss resulted from a random channel variation, but not actual network congestion,

i.e. in simple terms, it is not necessarily a packet being dropped at the tail of a router’s

queue along the path, depending on the quality of such channels, TCP will be hindered

to deliver good performance.

Hence, TCP’s performance over wireless networks, such as cellular or satellite, is sub-

optimal [102, 103], where one of the main limiting factors is the necessary recovery time.

Besides many rectifications [104, 105, 106], TCP’s legacy loss detection and recovery

mechanisms remained mostly unchanged: A Retransmission Timeout (RTO) is applied

after a timer expires, or a Fast Retransmission (FR) is performed after three duplicated

acknowledgements (DupACK) arrive from the receiver to detect a loss, and a retransmission

requires at least one extra RTT to perform.

FEC is a common approach to improve reliability in wireless networks. In such a

system, block erasure codes are used to correct errors using redundant information in

the data-stream. For example, in an (n,k) block erasure code, there are a total of n
packets, where k are source packets and (n− k) are redundant parity packets. The parity

packets are generated in such a way that any k of the n encoded packets are sufficient

to reconstruct the k source packets. This results in a FEC overhead of m/(k + m). For

many applications of block erasure codes, encoding and decoding complexity is the key

concern in determining which codes to use. Thus, XOR-based codes are beneficial, since

they use pure XOR operation during coding computation, making implementation in both

hardware and software more efficient.

There also has been interest in integrating FEC into transport protocols, such as

TCP [107, 94] or QUIC [28]. For example, TCP-Instant Recovery (TCP-IR) [94, 71] aims

to reduce TCP’s loss recovery to zero-RTT, by applying XOR-based FEC and injecting

encoded packets within TCP, providing N+1 redundancy. However, XOR-based FEC

can be disadvantageous if more than one packet per FEC block is lost. That means, a

fixed-rate FEC implementation (see Figure 6.2) that always use FEC for the data in the

CWND, as it is the case in TCP-IR, wastes capacity if the FEC is not used for recovery.

Furthermore, taking the fact that the average link loss rate is generally unknown3 and

dynamically changing, the FEC rate has to be dynamically adjusted at run-time.

For multipath, integration of FEC into MPTCP poses further challenges. For example,

Multipath TCP subflows belonging to different technologies with distinct delay and loss

profiles, can stall the multipath connection [1] due to head-of-line blocking. These chal-

lenges are rooted in Multipath TCP’s scheduler and congestion control designs, however,

some stem from its foundation: TCP. Therefore, one needs to take into account Multipath

2With a Fast Retransmission (FR), the connection rate is halved, according to TCP’s Proportional
Rate Reduction (PRR).

3Particularly in wireless, losses can be the result of random channel effects, medium access control
schedulers, transitory or standing congestion.
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t 
FEC block, ratio: 1:4 

…	

FEC block, ratio: 1:7 

Figure 6.2: XOR-based FEC block size: View from the wire.

Table 6.1: Some key characteristics of the systems described in Section 6.1.

Systems
Implementation

Layer
Transport
Protocol FEC Algorithm

FEC
Adaptivity Evaluation

Application(s) and
Evaluation Metrics

MPLOT [108] Transport MPLOT Erasure 4 ns-2 Goodput
C-TCP[109] Application UDP Systematic block 4 Emulation Throughput of each path

FMTCP [110] Transport TCP Rateless Fountain 4 ns-2 Goodput, delivery delay and jitter
SC-MPTCP [111] Transport MPTCP Linear systematic 4 ns-3 Goodput and buffer size and delay

ADMIT [112] Transport MPTCP-model Syst. Reed-Solomon 4 Exata emulator PSNR, e2e delay and goodput
S-EDPF [113] Application MPTCP Random linear 5 Real-network Goodput, e2e and reordering delay
BEMA [114] Transport UDP and TCP Systematic raptor 4 Exata emulator PSNR, e2e delay and goodput

TCP’s scheduler and congestion control designs to be able to leverage FEC in MPTCP.

In Table 6.1, we summarise the closest and most recent proposals for integrating FEC

into the transport layer, mostly focusing on the multipath transport. We compare the dif-

ferent FEC schemes, evaluation methodology and metrics of all proposals. One can notice

that all systems design their own FEC solution inside the application, using Multipath

TCP underneath only to distribute data, and they are evaluated with simulations or pro-

tocol models inside a network emulator. Although interesting, this cannot capture the

interaction of such a design with a complex framework such as TCP and Multipath TCP.

Hence, we depart from the proposed systems, proposing an entire XOR-based adaptive

FEC implementation inside TCP and MPTCP.

Summary: Although there has been interest in adding FEC to the transport layer,

in particular to TCP due to its loss detection and recovery mechanisms being tied to time,

it has been prohibitively complex and it has been implemented with some simplifications.

Most of the proposals suggest implementations in user-space, where applications have

to be modified and FEC is, thus, application-specific. Also, in the application layer,

the knowledge about network conditions is less granular. Therefore, in this section we

aim for a XOR-based FEC implementation within TCP, to aid multipath transport with

heterogeneity with MPTCP.

Although web traffic still constitutes a large fraction of today’s Internet [68], fore-

casts [115] also point out that Internet video will continue to grow. Recent reports [69]

show that more than 53% of North America’s downstream traffic is already video stream-

ing. Even though web and video differ in many ways, they are both sensitive to latency.

In our evaluations we use video and web traffic to assess whether MPTCP with FEC

can be suitable for latency-sensitive applications. In Section 3.2.3 we describe the main

characteristics and their requirements.
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6.2 System Design and Implementation

We illustrate different proposals to integrate FEC within transport protocols in Table 6.1.

We observe that the majority of these proposals opt for an application layer approach,

simplifying deployability at the expense of implementation complexity and maintenance.

However, by doing so, they compromise a generic application agnostic scheme as well as

sacrifice the benefits of kernel space operations such as fine granular information about the

connection state, e.g. RTT, flow and congestion controls. Also, some of the proposals use

MPTCP solely as a multipath protocol, not taking the underlying subflows’ characteristics

directly into account inside FEC.

In this thesis, we opt for a pure transport layer XOR-based FEC within TCP to aid

MPTCP with heterogeneous networks. Our goal with this design choice is to provide a

clearer interface to MPTCP to manage FEC on each of its subflows independently. This

is particularly relevant in the presence of heterogeneity, where MPTCP subflows have

different delay and loss rates. In other words, we aim at not sacrificing capacity with

FEC on low loss subflow, while avoiding HoL-blocking, by improving the quality of the

network paths with higher delay using FEC.

We illustrate the system building blocks in Figure 6.3. During TCP’s three-way hand-

shake, the FEC option is negotiated between both end-hosts. Afterwards, as depicted in

both À and Á, the sender includes the FEC option in all subsequents packets, marked in-

side the Flags field, allowing the receiver to distinguish between encoded and non-encoded

packets. Likewise, the receiver keeps the same format, signalling inside the Flags field,

whether FEC failed to recover or not. As one can see, FEC signalling takes place entirely

in the TCP-level at this stage, which raises questions related to deployment, e.g. if FEC

options are removed or not successfully negotiated. In this case, the connection is ter-

minated as stated in [94]. Further, we explain in detail how we departed from TCP-IR

towards dynamic FEC (dFEC) and how it is finally integrated into MPTCP.

6.2.1 FEC within TCP

Both TCP-TLP and TCP-IR approaches duplicate data at a fixed rate, not respecting

TCP’s CWND, even though TCP-IR integrates FEC into the congestion control [94].

Also, both focus on web latency, although other latency-sensitive applications can profit

from such a mechanism, e.g. video streaming. However, these applications have a different

behaviour, e.g. application-limited, bursty or greedy traffic, and must be also taken into

evaluation for a generic FEC scheme. Hence, our proposed TCP dynamic FEC (dFEC),

similar to TCP-IR, chooses a XOR-based FEC scheme due to its low computational

overhead and implementation simplicity. However, TCP-dFEC extends TCP-IR in two

major ways: (i) respect CWND and (ii) dynamic FEC adaptation. TCP-dFEC aims at

being fully compatible to TCP’s congestion control, application agnostic, adjusting FEC

dynamically at run-time. By adopting a XOR-based FEC, we send FEC systematically

every X TCP segments, see Figure 6.2.
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Figure 6.3: System Overview: During TCP’s three-way handshake, the FEC option is
negotiated between sender and receiver. Right after it, shown by À, the sender includes
the FEC option in all subsequent packets of the same connection to be able to discern
encoded from non-encoded packets. In Á, one FEC packet that encodes a certain number
of preceding unencoded packets is sent from the sender to the receiver, on the link it is
the last packet in what we call a FEC block, see Figure 6.2.

We argue that a pure transport layer FEC implementation is necessary due to two

factors: First, TCP’s small CWNDs in very lossy environments, FEC segments may not

be guaranteed every RTTs at times, depending mostly on the FEC adaption rate. Hence,

a dynamic FEC is strictly necessary, see Part 6.2.2. Second, and a particular corner-

case: When FEC ratio=10 and packet number #7 within this block is lost, the receiver

will send DupACKs back, as it is expected with TCP, telling the sender that #7 is missing,

triggering a Fast-Retransmission (FR) after three DupACKS4, whereas, meanwhile, the FEC

belonging to this block could have arrived and recovered #7. As a rule of thumb, in our

implementation, the DupACK threshold should be changed to the current FEC block size

to avoid early retransmissions5.

6.2.2 The dynamic FEC (TCP-dFEC) algorithm

The sender requires three types of feedback information to support FEC in TCP’s con-

gestion control: (1) FEC that successfully recovered data, (2) FEC that failed recovering

data and (3) FEC acknowledgements. The proposed TCP-dFEC, depicted in Figure 6.3,

although using the same FEC scheme as TCP-IR due to its low overhead and simplicity,

extends it in two major ways:

(i) Respect CWND: The sender tracks FEC packets in order to determine whether

they successfully recovered data at the receiver or not. If more than one packet is lost

4This TCP’s default behaviour to recover before the timer expires. There is however controversy,
whether the DupACK threshold should be hard-coded as it is set to 3 in Linux-TCP stacks [116] and
TCP-RACK [43].

5Note that when TCP triggers a FR, the CWND is reduced, e.g. CWND/2 with a Reno-based
congestion control over one RTT, according to TCP’s Proportional Rate Reduction (PRR).
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within a block, FEC will then fail. If FEC is successful, then XOR-based FEC provides

single loss recovery avoiding retransmissions. Hence, providing zero-RTT loss recovery.

In TCP-IR, both successful and failed FECs are used in the feedback, and integrated

into the congestion control. However, it is not clear whether single losses in TCP should

always be treated in the same way by the congestion control [102]. Hence, the sender

accounts for FEC in the congestion control, i.e. reducing the CWND6, only if FEC is lost

or fails. Similarly, acknowledged FEC triggers a CWND increase in congestion avoidance.

Furthermore, TCP-dFEC only sends FEC if the CWND has space, remaining compliant

to TCP’s congestion control. There is an obvious trade-off between the FEC block size,

probability of multiple losses within a block and, hence, the chance of FEC to fail.

(ii) TCP Dynamic FEC (TCP-dFEC): TCP-IR addresses many beneficial

aspects of FEC within TCP, however, it does not specify a ratio between TCP and FEC

segments, but rather use a hard-coded approach by sending a FEC packet every 0.25

RTT. We introduce the ability to set after how many TCP segments FEC should be sent,

e.g. ratio=4 means that after 4 TCP segments 1 FEC is generated. However, FEC should

adapt to link changes and be application agnostic. TCP-dFEC’s adaptivity is based on

steering residual losses, with residual loss being packets that need retransmission due FEC

failing to recover, hence, triggering TCP’s default loss detection and recovery behaviour

tied to RTT. Over a period T , as the fraction of retransmitted to first-time transmitted

packets. Then, the average residual losses over N periods is taken and compared against

a target residual loss rate: If the average link loss rate is higher than the target, the FEC

ratio is reduced, otherwise, increased. Then, the algorithm can update the FEC ratio,

following the target, with a correction rate δ. The residual loss is computed as:

Residuali =
Retransmit

Total−Retransmit
(6.1)

where i identifies a particular Residual Loss measurement over interval T , taken from

Total and Retransmitted packets. The average residual loss is then computed as:

Residual =
∑

N
n=1 Residualn

N
(6.2)

where N is the average Residual Loss period, where target and δ are configurable, and

determine the tolerance to FEC recovery fail and correction rate, respectively:

if Residual > target then

ratio’ = ratio× (1−δ)

else

ratio’ = ratio× (1 + δ)

end if

(6.3)

6With a FR, the CWND is reduced, e.g. CWND/2 with a Reno-based congestion control over one
RTT, according to TCP’s Proportional Rate Reduction (PRR).
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We choose T = 3 RTTs as a minimal period during which we can capture how TCP

recovers with loss: If during one RTT a loss occurs, retransmissions are performed during

the second RTT and concluded during the third.

With a start FEC ratio=9, N = 2 and δ = 0.33, the algorithm includes one FEC in

TCP’s Initial Window (IW), updating FEC in short N intervals at δ rate. On low-loss

links, we expect FEC block to grow quickly reducing overhead, while on high-loss links

FEC block will oscillate between low values7. Note that we restrict the ratio to be not

smaller than 4, which corresponds to a maximum overhead of 20%. We also enforce an

upper bound of 256, hence, limiting the amount of buffering at the receiver. Both values

can be, however, set by the user.

The TCP-dFEC’s adaptation rate depends on the RTT, i.e. the adaptation rate is

slower in connections with higher RTT. For short flows, this might be suboptimal, and,

as a remedy, end-hosts could cache the FEC ratio per connection or per interface, just

like TCP does with ssthresh8.

In Figures 6.4, 6.5 and 6.6 we show preliminary TCP-dFEC results run in the setup

described in Section 6.3. Figure 6.4 shows the first 10 s of a TCP bulk transfer with 25 ms

RTT and how the FEC-ratio changes over time for different applied link losses. Figure 6.5

shows TCP-dFEC with different tolerance values, which indicate the FEC fail occurrences

(%) before the FEC ratio is changed. There, we show tolerance values between 0.2, 0.5,

1, 2 and 3% with a fixed δ, with δ being the correction rate for the FEC ratio in the

upcoming RTT, i.e. the lower the value the milder the correction. One can observe that

tighter tolerance values up to 1%, although mild, yield in general better results, regardless

of the RTT or link loss rates. Figure 6.6 shows preliminary results keeping tolerance fixed

at 1%, but varying δ between 25, 33, 50 and 75%.
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Figure 6.4: TCP-dFEC: 10 s of a TCP bulk transfer with RTT 25ms and loss between
0, 1, 2, 3 or 5%, see ® in Section 6.2.1.

Finally, we also consider fairness against regular TCP in the bottleneck, because of

how dFEC is implemented into TCP’s congestion control might be interpreted as ”loss

7We also evaluated the algorithm with several N and δ values, e.g. δ = 25% and 50%, where δ = 33%
yield best results.

8As a rule of thumb: FEC should not exceed twice the amount of the average link loss, e.g. 2% FEC
for 1 to 2% random loss.
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Figure 6.5: TCP-dFEC vs TCP: Varying the tolerance between 0.2, 0.5, 1, 2 and 3%
with fixed δ = 33%.

masking” by QUIC [28]. In Figure 6.7, we show that TCP-dFEC does not introduce

additional losses on a concurrent TCP flow.

6.2.3 Dynamic FEC and MPTCP

To finally achieve our goal to integrate dynamic FEC into MPTCP, the XORed packets

on the TCP level, i.e. subflow level, need to be mapped onto MPTCP’s connection level

signalling and management. In MPTCP, data is multiplexed on all subflows belonging to

the same MPTCP connection according to the scheduler, but also the couple congestion

control, e.g. via load balancing, however, at the receiver, data on the different subflows

need to be reconstructed in the MPTCP level, before the application can read it. This is

achieved through MPTCP’s Data Sequence Signal (DSS), which in a non-FEC connection,

normally maps subflow data directly to connection-level window. Therefore, in a FEC

connection, relevant parts of the DSS option had to be also XORed so that the receiver

can reconstruct the data and packet are not dropped on the MPTCP level for this reason.

Summary: This section presented dFEC, a dynamic FEC for TCP, which is applic-

ation agnostic and adapts FEC dynamically according to the network. We also described

how the algorithm extends TCP-IR and integrates into MPTCP to aid multipath trans-

port with heterogeneous networks.
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Figure 6.6: TCP-dFEC vs TCP: Varying δ between 25, 33, 50 and 75% with fixed
tolerance = 1%.
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Figure 6.7: TCP-dFEC to TCP Fairness: Loss amount variation with injected losses
between 0, 1, 2, 3 or 5% and RTT between 25, 100 and 400 ms. To stress the experiment,
we added another three concurrent TCP bulk flows to the bottleneck, and the loss amount
ratio was again bound between 0.95 and 1.1, regardless of the injected loss % and the FEC
block sizes. Remember that values less than 1 are in favour of TCP-dFEC. We relate these
results to the FEC algorithm congestion control management in Section 6.2.1, part ¬.
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6.3 Measurement Setup

Throughout this section, we explain our experiment setup, with the respective network

settings and the applications.

6.3.1 Experiment Setup

We use the CORE network emulator [3], which enables the use of real protocols and applic-

ations with emulated network links, making the evaluation easy to control and replicate.

We use the MPTCP v0.90 Linux kernel implementation, so this setup also allowed us

to use most of the features9. We use the default options of MPTCP, including, e.g. re-

ceive buffer optimisation, and the socket buffer size adjustment to improve MPTCP’s

aggregation as suggested in [23]. To guarantee independence between experiments, we

flushed all TCP-related cached metrics after each run. The network characteristics are

shown in Table 3.1 and the topology is illustrated in Figure 3.1(a). In addition to WLAN

and 3GPP, we add satellite network characteristics with 0.5 to 1.5 Mbps capacity, 250 to

500ms RTT and up to 5% loss rate.

To create a more realistic emulation environment, the experiments are run with back-

ground traffic modelled as a synthetic mix of TCP and UDP generated with D-ITG [117].

The TCP traffic is composed of greedy and rate-limited TCP flows with exponential dis-

tributed mean rates of 150 pps. The UDP traffic was composed of flows with exponentially

distributed mean rates varying between 395 and 995 pps and Pareto distributed on and

exponentially distributed off times with on/off intervals between 1 s and 5 s. Packet sizes

varied with a mean of 1000 Bytes and RTT between 10 and 100 ms. Note that, bottlenecks

1 and 2 have different capacities and the UDP background load was adjusted accordingly.

Also, for the video experiments with both H.264 and DASH, since both video files are

encoded at 3.4 Mibps and a maximum of 4 Mibps, we also increased the UDP background

traffic load to keep the congestion levels comparable to the other experiments.

6.3.2 Applications

We perform experiments in a static scenario evaluating bulk, adaptive video with HTTP-

DASH, non-adaptive video with H.264 and ffmpeg and web traffic via HTTP/2 with real

application traffic, see Table 3.2.

For HTTP-DASH, we use an emulated DASH-video player called AStream10 set to its

basic adaptation algorithm that simply selects a bitrate one level lower than the current

bandwidth, transmitting three minutes of the Big Buck Bunny video, segmented in 4 s

chucks at maximum 4 Mibps bitrate. For the non-adaptive H.264 streaming, we use

ffmpeg11 with one minute of the Big Buck Bunny video H.264 encoded at 3.4 MiBps with

9Linux MPTCP: http://www.multipath-tcp.org/
10https://github.com/pari685/AStream
11https://ffmpeg.org/ffplay.htm

http://www.multipath-tcp.org/
https://github.com/pari685/AStream
https://ffmpeg.org/ffplay.htm
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25 Frames Per Second (FPS). For the HTTP/2 experiments, we use Google, YouTube and

ESPN from Table 3.2 with their corresponding number of objects and sizes in KiByte,

where these are downloaded using a combination of different tools, such as nghttp2.

6.3.3 Experiment Configuration

To emulate a multipath scenario in the topology shown in Figure 3.1(a), we select a list

of different path Bandwidth-Delay Products (BDP) and loss rates, mimicking different

networks, such as cellular, WLAN and satellite. Following the settings from Table 3.1,

we keep B1’s RTT fixed at 25 ms, varying the loss rate between 0, 1, 2, 3 and 5%, while,

in B2, only the RTT is changed to 25, 100 and 400 ms12. Hence, the scenarios under

evaluation can be read as: 1) Loss heterogeneity, e.g. B1’s RTT is 25 ms but loss rate

> 0% relative to B2 and 2) loss and RTT heterogeneity when B1’s loss rate > 0% and B2’s

RTT > 25 ms, e.g. B1’s RTT is 25 ms and loss rate 1, 2, 3 or 5% and B2’s RTT is 100 or

400 ms. A more comprehensive summary is shown in Table 3.1.

6.4 Evaluation and Discussion

This section is dedicated to present our results from the implementation in Section 6.2

with all settings from Section 6.3, starting with TCP and following with MPTCP.

6.4.1 Dynamic FEC and TCP

We first evaluate the performance of TCP-dFEC compared to regular TCP with bulk,

HTTP-DASH, H.264 and HTTP/2.

Bulk: Figure 6.8(a) shows the goodput performance and FEC overhead of TCP-dFEC

with bulk transfer. The left-hand side figure presents the goodput to regular TCP for 25,

100 and 400 ms, while the right-hand side figure shows the FEC overhead (%). One can

see that regardless of the RTTs, adjusting FEC dynamically to the link characteristics

brings a clear benefit of up to 50% at times. The benefit is lower with 25 ms, because

the price, i.e. the time, for a retransmission to perform is much lower compared to a link

with a 400 ms RTT. We observe a small FEC overhead (%) with low link losses, increasing

with the average link losses. With 0%, the FEC overhead is about 1% for 25 and 100 ms

and 3.5% for 400 ms, whereas it reaches up to 9% with 5% link loss. Since TCP-dFEC

adapts the FEC-ratio with the feedback from the receiver, the FEC overhead for 25, 100

and 400 ms scenarios is, hence, also distinct with same average link loss rates.

HTTP-DASH: Figure 6.8(b) shows TCP-dFEC with HTTP-DASH, with the left-

hand side figure presenting the bitrate ratio to regular TCP for 25, 100 and 400 ms and the

12Although there is evidence that LTE networks maintain buffer sizes larger than the path’s BDP,
associated to the effect known as bufferbloat [118], we adjusted the buffers to be the value of one BDP in
our experiments.
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right-hand side figure illustrating the FEC overhead (%). Here, adjusting FEC according

to the link characteristics brings less benefit compared to bulk, with approximately 15%.

With 100 and 400 ms, TCP-dFEC can achieve up to 30% higher bitrate. We also note

that the FEC overhead shows a different trend, with higher overhead for 25 ms compared

to both 100 and 400 ms RTT experiments.

H.264 Figures 6.8(c) shows TCP with H.264, with the left-hand side figure showing

fully received frames ratio to regular TCP for 25, 100 and 400 ms and the right-hand

side figure depicts the FEC overhead (%). TCP-FEC brings benefit at times: A constant

benefit of ca. 20% with 25 ms, and a larger benefit of up to 40% with 100 and 400 ms.

HTTP/2: Figure 6.9 shows TCP with HTTP/2 and different websites sizes, see

Table 3.2, with the left-hand side figures showing the completion time ratio to regular

TCP and the right-hand side figures depicting the FEC overhead (%). One can see that

TCP-FEC brings a clear benefit as the link gets lossier for Google and YouTube website

sizes. The experiments with loss rates of 0% show little benefit and a relatively high FEC

overhead with ca. 5 to 6% for 25 ms with Google. This is due to the FEC dynamic ratio

starting with 1 FEC each 9 non-FEC packets, i.e. we can send 1 FEC packet within TCP’s

IW. Since the Google’s website is relatively small, finishing within few RTTs, dFEC does

not have the time to reduce the overhead. However, with all other RTTs, loss scenarios

and website sizes, the dynamic FEC-ratio can bring a completion time reduction of more

than 30% with YouTube and a constant 20% benefit with ESPN.

6.4.2 Dynamic FEC and MPTCP

In this section we first explain how dynamic FEC can be beneficial in a multipath scenarios

with heterogeneous links for bulk transfers. To emulate these links we use the topology

shown in Figure 3.1(a), applying the configuration for B1 and B2 as shown in Table 3.1.

Next we present the results for bulk, HTTP-DASH, H.264 and HTTP/2.

Bulk: Figure 6.10(a) shows MPTCP-dFEC’s goodput compared to Multipath TCP,

with B2’s RTT varying between 25, 100 and 400 ms and B1’s loss rate between 0, 1,

2, 3 and 5%. One can see that regardless of the RTTs and loss rates, MPTCP-dFEC

brings a benefit of up to 20% as the link gets lossier. Figures 6.10(c) and 6.10(e) show

per subflow FEC overhead for B1 and B2, respectively. One can see that there is a

consistent higher utilisation of the B1 subflow compared to non-FEC subflows; the gains

are up to 40% across all RTTs and loss rates. Note that B1’s settings emulate the WLAN

path, meaning that, MPTCP-dFEC better utilises the lossy WLAN subflow compared to

regular MPTCP, shifting traffic away from the higher delay and commonly paid cellular

B2 subflow. Finally, Figures 6.10(c) and 6.10(e) depict the FEC overhead for B1 and B2.

One can see that the FEC overhead in Figure 6.10(e) for 400 ms is high due to dynamic

FEC adjustment based on the response from the receiver. Although this is an optimisation

aspect of dFEC, one can see from Figure 6.10(d) that FEC was not sent in vain, improving

B2’s utilisation up to 20% with 100 ms RTT, but reduced to ca. 10% with 400 ms.
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(a) Bulk: Goodput (TCP-dFEC/TCP) and FEC
Overhead.
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(b) MPEG-DASH: 3min. of 4s segmented Big
Buck Bunny with max. 4 Mibps: Average
bitrate (TCP-dFEC/TCP) and FEC Overhead.
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(c) H.264: 1min. of Big Buck Bunny encoded
at 3,4 Mibps: Average dropped frame (TCP-
dFEC/TCP) and FEC Overhead.

Figure 6.8: TCP-dFEC for Bulk, MPEG-DASH and H.264: Background traffic
with losses between 0, 1, 2, 3 or 5% and RTT between 25, 100 and 400 ms, see Table 3.1.

HTTP-DASH: Figure 6.11 illustrates MPTCP-dFEC’s performance compared to

regular MPTCP with HTTP-DASH. The left-hand side figure presents the bitrate for

B1’s RTT 25, 100 and 400 ms and B2’s link loss rates and the right-hand side figure

shows the FEC overhead. Here, adjusting the FEC-ratio brings mostly a steady benefit

of approximately 20%, in particular with 100 and 400 ms.

H.264: Figures 6.12 show MPTCP-dFEC’s performance compared to regular MPTCP

with H.264, where the left-hand side figure shows the ratio of number of full frames, i.e.

I, P and B, and the right-hand side figure shows the FEC overhead. One can see that

FEC brings a smaller benefit compared to bulk or HTTP-DASH, but constant of ca. 10

to 20% regardless of the RTT in B2 and the link loss in B1.

HTTP/2: Figure 6.13 shows MPTCP-dFEC’s performance compared to MPTCP

with HTTP/2 for Google, YouTube and ESPN from Table 3.2. The the left-hand side

figures show the completion time ratio and the right-hand side figures the FEC overhead.

One can see that FEC brings a clear benefit. The experiments with loss rates of 0% show

less benefit and a relatively high FEC overhead of up to 5%. This is due to the FEC
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(a) Google
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(b) YouTube
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(c) ESPN

Figure 6.9: TCP-dFEC for HTTP/2: Completion Time (TCP-dFEC/TCP) and FEC
Overhead with background traffic: Losses between 0, 1, 2, 3 or 5% and RTT between 25,
100 and 400 ms, see Table 3.1.

dynamic ratio starting a 10% rate in TCP’s IW. For Google, finishing within a few RTTs,

dFEC does not have the necessary time, i.e. RTTs, to reduce the overhead. However,

with all other RTTs for B2, link losses for B1 and website sizes, dFEC can improve more

than 40% with YouTube and 20% benefit with ESPN.

6.4.3 Dynamic FEC and System Performance

In this section, we analyse how dFEC affects the end-host in terms of memory usage. We

take, as a measure, data being queued in the OFO queue, waiting for missing packets to be

in-order delivered to either MPTCP level or to the application. We performed tests with

bulk transfers and measured all changes in the Out-Of-Order (OFO) queue sizes on both

subflows and on the MPTCP level. Figure 6.14 shows the OFO queue sizes for 25, 100

and 400 ms RTTs. One can observe that dynamic FEC does not improve MPTCP’s OFO

queue occupancy when the subflows are homogeneous in terms of RTTs, see Figure 6.14(a),

and it even worsen the scenario with heterogeneous RTTs, see Figures 6.14(b) and 6.14(c).

To better understand this, we looked under MPTCP, into the subflows: Figure 6.15 shows
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(b) B1 utilisation
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(c) B1 FEC overhead
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(d) B2 utilisation

0      1      2    3     5
Link Loss Rate [%]

 

 

25ms

100ms

400ms

0

2

4

6

8

10

F
E

C
 O

v
e

rh
e

a
d

 [
%

]

 

 

(e) B2 FEC overhead

Figure 6.10: MPTCP-dFEC for Bulk transfer: MPTCP Goodput, Subflow B1 and
B2 utilisation and FEC overhead.

0 1 2 3 5
Link Loss Rate [%]

 

 

0.8

1

1.2

1.4

1.6

A
v
e

ra
g

e
 B

it
ra

te
: 

M
P

T
C

P
−

F
E

C
/M

P
T

C
P

25ms

100ms

400ms

0      1      2    3     5
Link Loss Rate [%]

 

 

25ms

100ms

400ms
0

2

4

6

8

10

F
E

C
 O

v
e

rh
e

a
d

 [
%

]

 

 

Figure 6.11: MPTCP-dFEC for HTTP-DASH: Background traffic with losses 0, 1,
2, 3 or 5% in B1 and RTT 25, 100 and 400 ms in B2, see Table 3.1. 3min. of 4s segmented
Big Buck Bunny with max. 4 Mibps. Average bitrate ratio and FEC Overhead.

the OFO queue size for the subflow on B1, see Table 3.1, hence the subflow with only the

average loss rate changed. Here, one can hardly see a difference compared to regular

MPTCP. In Figures 6.16, however, the OFO queue occupation of the subflow on B2 is

considerably lower compared to default MPTCP. We explain this by showing the effect

of dynamic FEC into default MPTCP’s congestion control and scheduler: The subflow
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Figure 6.12: MPTCP-dFEC for H.264 streaming: Background traffic with losses 0,
1, 2, 3 or 5% in B1 and RTT 25, 100 and 400 ms in B2, see Table 3.1. 1min. of Big Buck
Bunny encoded at 3,4 Mibps. Goodput (MPTCP-FEC/MPTCP) and FEC Overhead.
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(a) Google, OLIA
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(b) YouTube, OLIA
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(c) ESPN, OLIA

Figure 6.13: MPTCP-dFEC for HTTP/2: Completion Time (MPTCP-
FEC/MPTCP) and FEC Overhead with background traffic: losses between 0, 1, 2, 3
and 5% in B1 and RTT between 25, 100 and 400 ms in B2, see Table 3.1.

on B1 is the lossier subflow compared to the subflow on B2, where we only vary its RTT

between 25, 100 and 400 ms. dFEC improves the utilisation on subflow on B1 on average

by 15% meaning that the average multipath rate is increased on B1’s subflow. In such case,

MPTCP’s couple congestion control exposes a larger CWND for the min-RTT scheduler,

which, in turn, prefers B1’s subflow over B2, due to its minimum RTT scheduling policy.
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(a) 25 ms
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(b) 100 ms
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(c) 400 ms

Figure 6.14: MPTCP-dFEC: End-host average OFO queue size on the MPTCP level
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(a) 25 ms
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(b) 100 ms
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(c) 400 ms

Figure 6.15: MPTCP-dFEC: End-host average OFO queue size on Subflow 1
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(a) 25 ms
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(b) 100 ms
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(c) 400 ms

Figure 6.16: MPTCP-dFEC: End-host average OFO queue size on Subflow 2

Hence, while dynamic FEC increases the average utilisation on the lossy B1 subflow
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by shifting traffic from B2’s subflow and, consequently, increases the overall multipath

throughput, it cannot guarantee improvements in the system resource’s utilisation. At this

stage, a tighter integration between FEC and MPTCP’s scheduler and congestion control

algorithms is required to minimise the impact on the receiver. This will be considered as

part of our future research.

6.5 Discussion

The performance of TCP over wireless high delay and lossy networks is known to be

suboptimal [102, 103], with one of the main limiting factors being the loss recovery time.

Here, it is often the option to replace TCP by UDP, even it compromises on benefits.

However, an alternative is to tackle long loss recovery time of TCP by adding FEC to

TCP, even though this has shown so far to be prohibitively complex. Since, MPTCP

is closely tied to regular TCP, this brings many benefits when it comes to deployability,

but it also comes with challenges hindering MPTCP, in particular, when the underlying

network paths are heterogeneous [1, 47].

In this work, we designed and implemented a XOR-based dynamic FEC scheme for

TCP and MPTCP, based on the initiative proposed in TCP-IR [94]. We showed that with

the proposed framework, for links having low loss rates, the FEC overhead is relatively

small and for lossy links, significant performance gains can be achieved for different applic-

ations, such as HTTP/2 with different website sizes, adaptive video with HTTP-DASH,

non-adaptive video with H.264 and bulk transfers.

As object of future investigation, we plan to investigate FEC in MPTCP across sub-

flows where the interaction with the scheduler and congestion control need consideration.

We will than be able to compare an intra-subflow with an inter-subflow FEC approach,

whether bringing the FEC implementation to the MPTCP-level drastically changes our

results. Also, real experiments with static and mobility scenarios will help to shed light

on real network effects.
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Conclusion

Taking a look at widely deployed Internet protocols, which protocol can provide the

flexibility to fit any application on any network? None. UDP and TCP are often used,

but default TCP flavours are not able to deliver good performance in certain scenarios,

e.g. typically in wireless networks. Such flexibility is often attempted to be achieved by

replacing TCP with UDP, adding complexity inside applications to handle corner cases

or deploying protocol enhancers, i.e. proxies. As previously mentioned in Chapter 2, we

point to this as a vicious cycle in today’s Internet that permeates throughout network

providers and application developers. The IETF’s Transport Services (TAPS)1 and the

New, Evolutive API and Transport-Layer Architecture for the Internet (NEAT) project2

are conjoint initiatives attempt to change the picture of slow deployment and adoption

by offering a richer set of services to application developers. Learning from such lessons,

Multipath TCP extends regular TCP by uncoupling transport from network layer, making

TCP more reliable when IP addresses change, and increasing application performance

utilising more than one network simultaneously.

Throughout this thesis we demonstrated how Multipath TCP evolved over the years,

achieving commercial appreciation to address, today, a larger number of use-cases com-

pared to when its initial standardisation efforts started, nearly eight years ago. Multipath

TCP evolution is still ongoing work, with new operational experiences been continuously

documented at the IETF [119].

Looking back at the initial steps, Multipath TCP emerged from the necessity of ap-

plications to explore multi-connected networks with more flexibility than that offered by

regular TCP. In its initial specification, Multipath TCP proved to increase application per-

formance (bandwidth aggregation) in scenarios with homogeneous underlying networks in

terms of bandwidth, delay and loss rates. Later, Multipath TCP also improved mobility

scenarios with seamless handover, where a TCP connection would be typically reiniti-

ated. These are the main selling points behind Multipath TCP today, where developers

can choose to explore both or one of the protocol’s features.

1https://datatracker.ietf.org/wg/taps/charter
2https://www.neat-project.org/
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To increase its deployment chances and adoption in today’s complex Internet land-

scape, Multipath TCP was built on top of regular TCP, however, compromising in its

design flexibility at times. This way, Multipath TCP looks like TCP from the network

perspective and applications written to operate over regular TCP may remain unchanged.

Although Multipath TCP can be seen as a drop-in replacement for regular TCP, as we

have shown between Chapters 4 and 6 it is not ready to address any application on every

network yet. In general, we observed that its main aspects, to improve applications’

bandwidth aggregation or latency-sensitiveness, still lack good performance when the

underlying networks are heterogeneous. We also point to this issue as being the rule

rather than the exception, and a major impediment for Multipath TCP’s adoption.

In summary, Multipath TCP’s future challenge is to equilibrate efforts in three dis-

tinct directions: (i) flexibility and performance, (ii) deployability and adoption and (iii)

evolution and maintenance.

Flexibility and Performance

In Chapter 5 we showed how Multipath TCP’s performance for greedy applications could

be improved with help of a practical shared bottleneck mechanism that uncouples underly-

ing subflows to be independent TCP connections. This is, in our opinion, one example that

could unlock Multipath TCP’s potential in other scenarios, e.g. when end-users or multi-

homed ISPs use Multipath TCP, while still exploring the full potential of all networks

simultaneously. We also contribute in [92] showing the potential of dual-stack systems

with IPv4 and IPv6 when these networks are non-congruent, i.e. IPv4 and IPv6 and

separate deployments. Similarly, in [120], we propose a mechanism to improve Multipath

TCP’s slow-start phase performance, reducing its aggressiveness in particular critical at

shared bottlenecks. Both contributions are related to the research done in this thesis.

In Chapter 4 we evaluated different multipath schedulers, which had the goal to im-

prove aggregation in challenging scenarios by reducing HoL-blocking. Again, the flexibil-

ity of a multipath scheduling algorithm to address different application requirements, e.g.

latency-sensitiveness or bandwidth aggregation, is one example that could unlock Mul-

tipath TCP’s potential in directions different than exploring all networks to their fullest,

regardless of their characteristics, e.g. bandwidth, delay or loss rates. An alternative be-

ing explored in this direction is Multipath TCP’s API [121], however, tighter connection

to scheduling and congestion control is still ongoing work.

We are aware that a lack of flexibility could be an impediment for Multipath TCP,

due to its design closely tied to TCP and, hence, the necessity to go through exhaustive

standardisation efforts. As an example, designing new congestion control algorithms re-

quires evaluations with respect to fairness to regular TCP, stability and responsiveness.

These are hard requirements to be addressed and they should not conflict with legacy

Internet traffic and users.
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Deployability and Adoption

Multipath TCP’s adoption mission looks promising, with newly appearing use-cases de-

manding for better application performance, e.g. MPTCP-aware applications [59], dual-

stack systems with IPv4 and IPv6 [92] and the recent necessity and rapidly rise of proxy-

based end-to-end communication.

However, this comes with the triple challenge of keeping Multipath TCP’s imple-

mentation well-maintained in newer operating systems, operable with the emergence of

non-ubiquitous network devices and standardised by the community. Last but not least,

the long process to mature Multipath TCP is followed by a deployment phase, requiring

support from equipment manufacturers, network providers and, ultimately, commercial

interest. In [2], we presented a snapshot of Multipath TCP’s publicly reachable server-side

deployment from Spring 2015, using Alexa’s most-visited 1 million websites.

Figure 7.1: Multipath TCP’s deployment snapshot: View from scans of Alexa’s Top 1M,
see [2], Snapshot: August, 2016.

In Figure 7.1 we present the dataset of the publicly reachable servers from Alexa’s top

1M list in green, with experiments started between 2014 and 2016, which responded to

initiated Multipath TCP connection requests via HTTP with a valid Multipath TCP op-

tion. We say valid, because after the results presented in our research paper, we received

some recommendations to revise our data and measurement methodology. With the revi-

sion, we were able to find false positives in the dataset, marked in red in Figure 7.1, due

to middleboxes that simply mirrored unknown options, i.e. MP CAPABLE.

While Multipath TCP is not officially part of operating systems widely used by client

and server Internet users [119] yet, the Internet evolution with new technologies, non-

ubiquitous devices and newer networks, will make the challenge of keeping Multipath

TCP’s operable and, hence, deployable, a day-to-day challenge for the community.
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Evolution and Maintenance

Although TCP appreciates wide adoption and use in today’s Internet, the protocol is still

under steady evolution and it becomes a source of long discussion at times due to its

complexity, i.e. changes to the TCP stack that may favour environments dominated by

HTTP traffic, might not have the same positive results in other environments. Tightly

related to it, it is not guaranteed that with each new TCP amendment or new feature,

Multipath TCP’s performance will necessarily have a benefit. Thus, Multipath TCP’s

maintainability has the additional challenge to keep the protocol evolving alongside TCP

updates, e.g. more recent proposals to change fundamental parts of TCP, such as its error

detection and recovery mechanisms [42, 43].

This is an additional burden for Multipath TCP. It is, however, orthogonal to the

problem of making Multipath TCP part of main operating systems widely used Internet

end-users, e.g. Windows, Linux or macOS. Here, the necessity to follow up on TCP

updates and evaluate Multipath TCP’s compatibility is part of the day-to-day work.

7.1 Contributions

To summarise, we made many small and larger contributions to Multipath TCP in this

thesis, which can be listed as follows: In Chapter 4, we evaluated multipath schedulers,

learning from the algorithm designs and compromises, to design a new algorithm that can

better tackle the challenge of multipath heterogeneity in real network setups with different

applications. In Chapter 5, we propose the integration of a practical shared bottleneck de-

tection mechanism within Multipath TCP, with the goal to unlock its potential when the

underlying subflows are not sharing a bottleneck along the end-to-end connection. This,

as a motivational practical scenario, it can be greatly explored in dual-stack systems with

non-congruent IPv4 and IPv6 [92] or in hybrid multipath access with different wireless

technologies hardly sharing bottlenecks [76]3. Finally, in Chapter 6, we revisit error de-

tection and correction with Forward Error Correction (FEC) within Multipath TCP. Our

goal is to reduce complexity in multipath scheduling in heterogeneous scenarios, where

lossy high delay networks may degrade the overall performance, also due to historical reas-

ons of TCP not performing well in such environments [122]. Alongside our development

within Multipath TCP in this thesis, we also took initiative to start with other works:

we also analysed Multipath TCP’s deployment to gain an idea of its uptake in today’s

Internet [2], we analysed Multipath TCP’s slow-start uncoupled behaviour [120], we also

analysed Multipath TCP’s potential with dual-stacks having IPv4 and IPv6 [92] and we

also participated in Internet Engineering Task Force (IETF) contributions [4, 123, 124].

All these additional contributions are also presented in Part II.

3The authors assume in their work that bottlenecks are in the access networks, hence, WLAN and
3GPP do not share bottlenecks.
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7.2 Future Work

Multipath TCP touched upon requirements of today’s Internet users that transport pro-

tocols such as TCP or UDP could not alone address. While the requirements of better

application performance (bandwidth) and reliability (handover) were being addressed on

different layers, see Chapter 2, these initiatives were either further away from achieving

wide deployment (network layer), or they were addressing the challenge in their own ways

and terms (application layer) on top of UDP and TCP. Hence, Multipath TCP emerged

with its design goals and compromising in its flexibility by being closely tied to TCP,

allowing for better deployability and adoption, and also better ways to control evolution

and maintainability. Although it seems that Multipath TCP addressed the challenge in

the right way compared to the alternatives, if compared to the challenges faced by CMT-

SCTP, Multipath TCP has a long way ahead to reach wide Internet deployment and

adoption, maintaining its potential to extend TCP.

For its future, we briefly explained that Multipath TCP has three main directions to

equilibrate its efforts: (i) flexibility and performance, which will either limit or unlock

new use-cases for Multipath TCP, making it more independent from regular TCP and

advocating a revision of its design goals, (ii) deployability and adoption will remain a day-

to-day aspect for Multipath TCP and application developers. Not only deployability needs

to be observed through large-scale and long-term measurements, but also adoptability

via APIs that can unlock an unprecedented potential for application developers to start

using Multipath TCPand, last but not least, (iii) evolution and maintenance, where even

though Multipath TCP could enter the most popular operating systems in today’s Internet

devices, the protocol evolution and maintenance is highly dependent on rigorous work of

keeping it up to date with newer network stacks that are not only changing TCP itself,

but also how network traffic is handled between operating systems and network cards,

backwards compatibility to Multipath TCP itself, etc.

The work delivered in this thesis addresses a small single aspect of making a new

transport protocol operable in today’s Internet landscape. It is not only about designing,

implementing and evaluating a transport protocol under controlled settings; incorporat-

ing requirements and lessons learnt from users, developers and network operators. The

challenge of making operable and adopted extends itself to exhaustive standardisation ef-

forts to reach deployment and, the ultimate final goal, adoption by application developers

and network operators. The Multipath TCP’s IETF working group is close to complet-

ing eight years, however, the motivation behind Multipath TCP is for sure much older.

Today, with all its potential with new use-cases and design compromises to accelerate its

uptake, the snapshot from Figure 7.1 still shows an intensive road of hard work ahead.
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Abstract—With the widespread availability of multi-homed
devices, multipath transport protocols such as MPTCP are
becoming increasingly relevant to support better use of multiple
connectivity through capacity aggregation and seamless failover.
However, capacity aggregation over heterogeneous paths, such
as offered by cellular and Wi-Fi networks, is problematic. It
causes packet reordering leading to head-of-line (HoL) blocking
at the receiver, increased end-to-end delays and lower application
goodput. MPTCP tackles this issue by penalising the use of
longer paths, and increasing buffer sizes. This, however, results
in suboptimal resource usage. In this paper, we first evaluate
and compare the performance of default MPTCP and alternative
state-of-the-art schedulers, all implemented in the Linux kernel,
for a range of traffic patterns and network environments. This
allows us to identify shortcomings of various approaches. We then
propose a send-window BLocking ESTimation scheduler, BLEST,
which aims to minimise HoL-blocking in heterogeneous networks,
thereby increasing the potential for capacity aggregation by
reducing the number of spurious retransmissions. The resulting
scheduler allows an increase by 12% in application goodput with
bulk traffic while reducing unnecessary retransmissions by 80%
as compared to default MPTCP and other schedulers.

Index Terms—MPTCP, multipath, transport protocol, packet
scheduling, head-of-line blocking, receive window limitation,
heterogeneous networks

I. INTRODUCTION

Multipath transport protocols, and particularly Multipath
TCP, allow to better use the network resources available
to multi-homed devices such as mobile phones. Two main
advantages are envisioned: capacity aggregation across mul-
tiple links, and the ability to maintain connection if one of
the path fails. Capacity aggregation is however challenging
with heterogeneous paths, such as offered by cellular and
Wi-Fi, in particular because of delay heterogeneity [1]. This
heterogeneity results in packet reordering, leading to head-of-
line (HoL) blocking, increased out-of-order (OFO) buffer use
at the receiver and, ultimately, reduced goodput.

MPTCP’s default scheduler, minRTT, is based on Round-
Trip Time (RTT). minRTT starts by filling the congestion
window (CWND) of the subflow with the lowest RTT before
advancing to other subflows with higher RTTs. When one of
these subflows blocks the connection, e.g., due to head-of-line
blocking, MPTCP’s default scheduler retransmits the segments
blocking the connection on the lowest-delay path and penalise
longer (i.e., higher-delay) paths that caused the issue [2]. This

has a long-term impact on the CWND of these subflows, which
are limited in their growth [3], leading to sub-optimal capacity
aggregation, as higher-delay paths are underused [4]. As a rule-
of-thumb, it is also recommended to increase the receive buffer
size to further limit HoL-blocking situations [5].

The need for multipath transport protocol schedulers is
known, and a number of proposals have been made and
evaluated in the past [6]. However, in the specific case of
heterogeneous paths, more care is required to avoid the issues
discussed above. Such schedulers have been proposed in [7]–
[9], based on the concept of sending packets out of order
so they reach the receiver in order. There exists, however,
no comparison of these schedulers to the MPTCP default
scheduler in a consistent environment.

In this paper, we first offer a comparative study of the pro-
posed MPTCP schedulers [7]–[9], by experimentally evaluat-
ing our Linux implementation of these algorithms. We evaluate
their behaviour for different traffic types (Web, Bulk, CBR).
The performance of these schedulers is compared to MPTCP’s
default scheduler as well as plain single-path TCP, in terms
of application goodput (for bulk traffic), end-to-end delays
(CBR) and completion time (Web). Based on observations in
these experiments, we identify how the studied mechanisms
offer the best performance, and what they fail to properly
account for. We also take insight from the observations
of [10] that not all subflows should be used at all times and,
while scheduling is needed to complement pure congestion
control, path selection and send buffer management are also
primordial. We then propose a novel BLocking ESTimation-
based scheduler, BLEST, which takes a proactive stand towards
minimising HoL-blocking. Rather than penalising the slow
subflows, BLEST estimates whether a path will cause HoL-
blocking and dynamically adapts scheduling to prevent block-
ing. Although BLEST is designed for heterogeneous paths, we
show in our experiments that it works as well as MPTCP’s
minRTT scheduler in homogeneous scenarios.1

The remainder of this paper is organised as follows. We
present the background to this work, and show motivating
examples in the next section. We describe our evaluation setup
in Section III. In Section IV, we discuss our implementation
of different schedulers [7]–[9] and compare their perfor-
mance side-by-side with MPTCP’s default scheduler. Based

1BLEST’s code is available at http://nicta.info/mptcp-blest.ISBN 978-3-901882-83-8 c� 2016 IFIP
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on observations in these experiments, we propose a proactive
minimum-delay scheduler that can predict the send-window
blocking risk, and schedule accordingly in Section V, and
evaluate its performance in Section VI, both in emulated and
real multipath environments. We finally offer some concluding
remarks in Section VII.

II. BACKGROUND AND MOTIVATION

A. Multipath Transfer over Heterogeneous Paths

Multipath transport has be shown to provide benefits from
bandwidth aggregation to increased robustness [2], [11]–[13].
Whenever the underlying network paths are homogeneous,
MPTCP accomplishes its goals [14]. However, path hetero-
geneity can hinder achievement of MPTCP’s goals, mostly
due to the HoL-blocking which causes higher end-host mem-
ory usage and path bandwidth underutilisation [1], [3]. In
MPTCP, the scheduler is the component that is responsible
for the distribution of packets among the available paths. A
well-designed scheduler that can dynamically adapt packet
distribution based on the channel conditions to provide a better
performance, both in terms of goodput and delay, is crucial.

MPTCP’s default minRTT scheduler2 first sends data on
the subflow with the lowest RTT estimation, until it has filled
its congestion window [2]. Data is sent on the subflow with
the next higher RTT. In order to address the heterogeneity of
the paths, a mechanism of opportunistic retransmission and
penalisation (PR) has also been proposed in [2]. In order to
quickly overcome HoL-blocking, opportunistic retransmission
immediately reinjects segments causing HoL-blocking onto a
subflow with an RTT lower than that of the blocking subflow
which has space available in its congestion window. The
penalisation mechanism also halves the congestion window
of the blocking subflow to limit its use. [3] showed that
MPTCP’s PR does not behave well in some scenarios when
path characteristics (e.g., capacity, delay and loss rates) are
significantly different. Penalisation of a long subflow (higher
RTT) has a long-term detrimental impact on the performance:
it will take longer for the subflow to increase its CWND,
leading to underutilisation of the path and, ultimately, lower
capacity aggregation.

In order to illustrate the challenges in heterogeneous sce-
narios, we ran experiments with constant bitrate (CBR) and
web transfers, and contrast the results with homogeneous
scenarios. In Figure 1, we observe that the amount of data
and the path heterogeneity are the main factors determining
the performance of MPTCP. MPTCP generally provides lower
completion times, especially for websites with many objects.
However, when the paths are heterogeneous in terms of delay
and loss, as in the 3G+WLAN case, losses in the WLAN force
MPTCP to use the 3G path, therefore MPTCP’s completion
time becomes higher than TCP on the WLAN path. Similarly,
Figure 1(d) shows the same effect for the packet delay of
a CBR flow: MPTCP’s minRTT adequately leverages the
aggregation of two homogeneous WLAN paths and reduces

2We base our work on MPTCP v0.90 throughout this paper.
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(d) Packet delay, CBR video
Figure 1. Download times for selected websites, and application packet
delay for CBR video traffic, both over MPTCP in WLAN+WLAN (left
of each pair) and 3G+WLAN (right of each pair) (CORE emulation, with
background traffic, see III-1). MPTCP with heterogeneous paths (3G+WLAN)
underperforms single-path TCP on the best (WLAN) path.

both delay and jitter; however, it doesn’t perform as well
as a single WLAN path when running over heterogeneous
3G+WLAN paths.

This goes against one of MPTCP’s design goals: “[a]
multipath flow should perform at least as well as a single
path flow would on the best of the paths available to it” [5].

B. Schedulers for heterogeneous paths

Alternative multipath scheduling algorithms have been ob-
ject of multiple studies [4], [10], [15]. In [6], the authors
evaluated different scheduling strategies (pull, push and hy-
brid) focusing on implementation performance. They also
considered how schedulers should cope with paths that have
heterogeneous delay and/or capacities. They concluded that a
scheduler must take both delay and capacity into consideration
in order to effectively leverage multipath scenarios.

Later, [8] evaluated and extended the idea of a Delay-Aware
Packet Scheduler (DAPS) [7] for MPTCP in order to overcome
HoL-blocking due to path heterogeneity. In that work, the
authors derived a rule-of-thumb for buffer size for MPTCP. [9]
explored a more ambitious scheduler implementation, sending
packets out of order so they arrive in order. They however
included some simplications that expose vulnerabilities of the
approach. For example, no consideration is given to segment
reinjection if a certain path is blocking the connection.

These alternative algorithms were so far not extensively
tested against MPTCP’s default scheduler. The number of sce-
narios in which they were evaluated was also limited, and did
not cover many scenarios (homogeneous vs. heterogeneous)
and traffic classes. The differences in evaluation methods also
make it difficult to accurately compare their performance. In
the next sections, we address this issue by re-implementing
these schedulers in the Linux kernel, and systematically eval-
uating their performance in a range of scenarios and traffic
use-cases agains MPTCP’s default scheduler.
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Figure 2. Emulation experiment setup

III. MEASUREMENT SETUP

We used CORE [16] for the initial evaluation. CORE is
a network emulator able to emulate a real network stack
implementation within Linux containers, making it suitable
to avoid simulation model simplifications. Figure 2 shows the
emulation topology. Bottleneck 1 was loaded with background
traffic from Server 1 to Client 1, and bottleneck 2 with traffic
from Server 2 to Client 2. The link characteristics for WLAN
and 3G links are set as follows.

• WLAN: Capacity=25 Mbit/s, Delay=25 ms, Loss=1%
• 3G: Capacity=5 Mbit/s, Delay=65 ms, Loss=0%

Based on measurements carried in real networks, the queue
lengths at each router interface were set to 100 packets for
WLAN and 3750 packets for 3G. The losses applied to the
WLAN path are random.

1) Network and System characteristics: System settings are
known to impact TCP’s performance. In order to emulate
realistic network scenarios, we used system settings close to
the standard characteristics of each technologies. The TCP
buffer sizes (send/receive) were set to be equivalent to widely
known Android settings, that are configured as follows.

• Homogeneous (WLAN): 1024 KiB/2048 KiB.
• Heterogeneous (3G+WLAN): 1024 KiB/2048 KiB.

For bulk traffic experiments, we set both send and receive
buffers to 16 MiB to evaluate MPTCP’s aggregation capability.

To ensure independence between runs, the cached TCP
values were flushed after every run. We focused on congestion
avoidance; therefore, we discarded the initial phase for each
experiment and analyzed a period of 90 s for bulk and constant
bitrate (CBR) traffic. For single-path TCP flows, we used TCP-
Reno, therefore, fairly compairing against MPTCP-OLIA.3

2) Application Traffic: We considered three different types.
a) Video Streaming: We considered constant bit-rate

(CBR) video traffic with a frame size of 5 KiB on the ap-
plication level and a rate of 1 Mbps. This is in line with the
recent measurement studies [17] showing that more than 53%
of the downstream traffic in North America is video streaming,
and with other reports [18] predicting further increase,

b) Web Traffic: We selected three websites of different
sizes, small, medium and large (see Table I), as a good set of
typical website sizes. To mimic the behavior of a real browser
downloads were performed with 6 concurrent connections.

c) Bulk Transfer: We completed the evaluation with the
most common case for MPTCP — a buk transfer, of 64 MiB.

3TCP-Linux kernel 3.14.33 is used throughout our evaluations.

3) Background Traffic: A synthetic mix of TCP and UDP
traffic was generated with D-ITG [19] as background traffic
in order to create a realistic environment. The TCP traffic
was composed of saturated sender and rate-limited TCP flows
with a exponentially distributed mean rate of 157 pps. The
UDP traffic was composed of UDP on/off flows with Pareto
distributed on and exponentially distributed off times. Each
flow has an exponentially distributed mean rate of 100 kbps in
the heterogeneous scenario and 500 kbps in the homogeneous
scenario. Packet sizes were varied with a mean of 1000 Bytes
and RTTs between 20 and 100 ms. We repeated all experiment
settings 50 times, in both emulation and real scenarios.

IV. SCHEDULING AGAINST HOL-BLOCKING

In the following, we discuss both Delay-Aware Packet
Scheduler (DAPS) [7], [8] and Out-of-order Transmission for
In-order Arrival Scheduler (OTIAS) [9], evaluating them in
common scenarios, and commenting on their implementation.

A. Delay-Aware Packet Scheduler (DAPS)

The DAPS algorithm was proposed in two versions. In [7],
it pursues the goal to make segments arrive in order by
planning which subflows the next segments should be sent over
based on both the forward delay and CWND of each subflow.
A schedule is created to span the least common multiple
(LCM) of the forward delays lcm(Di 2 {D1, D2, . . . , Dn}).
Algorithm 1 shows the main loop of the mechanism.

As an example, assume two subflows with similar capac-
ities, but with a subflow having a forward delay ten times
higher than the fast subflow. DAPS will derive the following
schedule: segments 1. . . 10 will be sent on the fast subflow,
and segment 11 on the other subflow. Ideally, segment 11 will
arrive right after segment 10, thereby avoiding HoL-blocking.

In [8], DAPS is formulated for a scenario with only two
subflows (rs and rf ). It is also a simplification of the original
algorithm [7] as it does not take CWND asymmetry into
account, only considering the subflows’ RTT ratio (⌘) and the
CWND of the fast subflow.

Since both algorithms are comparable, we consider only
the original DAPS [7] in our evaluations. We ignore the
simplifications presented in [8], as they were only introduced
to ease the implementation in the ns-2 of CMT-SCTP.

B. Out-of-order Transmission for In-order Arrival Scheduler
(OTIAS)

The OTIAS algorithm [9] is based on the idea of scheduling
more segments on a subflow than what it can currently send.
Queues may therefore build up at each subflow of the sender,
under the assumption that these segments will be sent as soon

Table I
WEB TRAFFIC GENERATION

Domain name Number of Objects Size of Objects

http://www.wikipedia.org 15 72 KiB
http://www.amazon.com 54 1024 KiB
http://www.huffingtonpost.com 138 3994 KiB
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Algorithm 1 DAPS [7]
1: Smax  0
2: for Pi 2 {P1, P2, ..., Pn} do
3: SEQPi

 InitializeV ector()
4: end for
5: for Pi 2 {O1, O2, ..., OP

i21,2,...,n
lcm(Di)

Di

} do
6: SEQPi

 Append(SEQPi
[Smax + 1, Smax + Ci]

7: end for
8: t 0
9: while t < lcm(Di 2 {D1, D2, ..., Dn}) do

10: for Pi 2 {P1, P2, ..., Pn} do
11: if t ⌘ 0 (mod Di) then
12: Transmit(Pi, SEQPi

[ t
Di

])
13: Smax  Smax + Ci

14: end if
15: end for
16: t t + 1
17: end while
Where:

• {P1, P2, ..., Pn} set of paths
• {D1, D2, ..., Dn} paths’ respective forward delays
• SEQPi

seqnos of packets to be transmitted on Pi

as there is space in the CWND for the subflow. When asked
to schedule a new segment, the algorithm estimates its arrival
time if sent over each subflow (T j

i ), and chooses the subflow
with the earliest arrival time. The estimation is performed
based on a subflow’s RTT, its CWND, the number of in-flight
packets and the number of already queued packets. If there is
space in the CWND, the segment would be sent immediately,
yielding an arrival time of approximately RTT/2 (assuming
symmetric forward and backward delays). If the CWND is full,
however, the segments will have to wait in the subflow’s queue.
Assuming a send rate of 1 CWND per RTT, the additional
waiting time is calculated as RTT_to_waitj

i . Algorithm 2
shows the main loop of the OTIAS mechanism.

Algorithm 2 OTIAS [9]
1: for each available subflow j do
2: pkt_can_be_sentj = cwndj � unackedj

3: RTT_to_waitj
i =

j
not_yet_sentj�pkt_can_be_sentj

cwndj

k

4: T j
i = (RTT_to_waitj

i + 0.5)⇥ srttj
5: if T j

i < minT then
6: minT = T j

i

7: selected_subflow = j
8: end if
9: end for

C. Comparative evaluation of DAPS and OTIAS

Although DAPS and OTIAS have the same goal to reduce
HoL-blocking, they follow different approaches: DAPS creates
a schedule for the distribution of future segments into the
available subflows for a scheduling run and follows this
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(b) WLAN+WLAN
Figure 3. Goodput and OFO queue for bulk traffic between DAPS, OTIAS
and minRTT.

schedule until it is completed, after which planning for the next
run is determined. On the other hand, OTIAS decides which
subflow to use on a per-packet basis. It takes into account the
RTTs and the queue sizes of the subflows at a given moment
and it is closer to MPTCP’s default scheduler (minRTT) in
this respect, albeit taking into account more information from
the subflows.

OTIAS operates based on current data and is able to react
more dynamically to network changes, where DAPS can only
react to changes in the next scheduling run. OTIAS is however
still less dynamic than MPTCP’s minRTT since it builds up
queues on the subflows. If a segment that had already been
sent is blocking the connection, e.g., it could be delayed or
lost, the queued packets would linger at the sender more than
assumed, disturbing the created schedule. Moreover, MPTCP’s
default scheduler retransmission mechanism, retransmitting a
packet on the fastest subflow [4], is not applicable if a send
queue exists for a subflow, as that segment would have to wait
in the queue before retransmission.

In the following we present an evaluation of DAPS and
OTIAS against MPTCP’s minRTT with bulk, web and CBR
traffic through emulations. We look at application goodput for
bulk transfers, completion times for web transfers, and average
application delay for CBR traffic. In all cases, we also sample
the maximum value of the out-of-order (OFO) queue every
10 ms during the experiments and present the results.

1) Bulk: Figure 3 shows DAPS, OTIAS and MPTCP’s
default scheduler goodput and OFO buffer size for bulk
transfer in both 3G+WLAN and WLAN+WLAN scenarios.
OTIAS provides a goodput increase of 6% but requires 35%
less OFO buffer compared to MPTCP’s minRTT. On the other
hand, DAPS provides a goodput decrease of 27% and requires
65% less OFO buffer compared to MPTCP’s default scheduler.
In WLAN+WLAN scenarios, MPTCP’s default scheduler has
a 3.5% lower goodput compared to OTIAS, which on the
contrary takes about 87% more OFO buffer. DAPS delivers
goodput values of about 16% less compared to MPTCP’s
default scheduler with about 97% more OFO buffer.

2) Web: Figure 4 shows the completion times and OFO
buffer sizes for DAPS, OTIAS and MPTCP’s default sched-
ulers in both 3G+WLAN and WLAN+WLAN scenarios. For
3G+WLAN, in Figure 4(a), all scheduler algorithms per-
form similarly in terms of completion time. However, for
larger object sizes, we observe a larger OFO buffer size. In
WLAN+WLAN, in Figure 4(c), DAPS and OTIAS struggle
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(d) WLAN+WLAN, OFO queue
Figure 4. Completion time and OFO queue for web traffic (Wikipedia,
Amazon and Huffington Post) for DAPS, OTIAS and minRTT.

when both paths have higher loss rates, because DAPS cannot
react quickly enough to changes on the paths, and OTIAS
builds queues that also don’t allow immediate reaction. While
the losses on the WLAN paths cause higher OFO buffer size
in WLAN+WLAN, the path heterogeneity is the main reason
for the higher OFO size in 3G+WLAN.

3) CBR: Figure 5 shows the average application delay and
the OFO buffer size for DAPS, OTIAS and MPTCP’s default
schedulers in both 3G+WLAN and WLAN+WLAN scenarios.
Both 3G+WLAN and WLAN+WLAN yield higher application
delay with DAPS. OTIAS can reduce the usage of the 3G
subflow in the 3G+WLAN scenario, leading to improved
application delay compared to MPTCP’s default scheduler.
However, for the WLAN+WLAN scenario, OTIAS provides
higher delay values compared to MPTCP due to the lack
of design for a reinjection mechanism. Moreover, MPTCP’s
default scheduler PR mechanism can partially overcome path
heterogeneity in 3G+WLAN, where we can observe burst of
packets on the 3G path, which lead to spikes in the OFO
buffer, resulting in higher application delay.

D. Successes and Failures of Existing Algorithms

Overall, we observe that, although all state-of-the-art ap-
proaches address the challenges of multipath scheduling in
heterogeneous scenarios, trying to overcome receive-window
limitation and, consequently, HoL-blocking, they still fail in
some typical use-case scenarios settings, e.g., heterogeneous
delays and/or loss rates, as well as with excessive delays due to
buffering. Here, we comment on the strong and weak aspects
of the state-of-the-art proposals just evaluated.

1) OTIAS: Although OTIAS can make decisions on a per-
packet basis (subflow j and packet i) reacting fast and using
current state from the network (cwndj loop), it builds up
queues on the subflows with lowest RTTs, regardless of their
CWND state, i.e., it does not restrict the scheduler if the

1 Mbps0

200

400

600

800

1000

A
p
p
lic

a
tio

n
 D

e
la

y 
[m

s]

 

 

1 Mbps
0

50

100

150

A
ve

ra
g

e
 M

P
T

C
P

 O
F

O
 Q

u
e

u
e

 [
ki

B
]minRTT DAPS OTIAS

(a) 3G+WLAN

1 Mbps
50

55

60

65

A
p
p
lic

a
tio

n
 D

e
la

y 
[m

s]

 

 

1 Mbps
0

5

10

15

20

25

A
ve

ra
g

e
 M

P
T

C
P

 O
F

O
 Q

u
e

u
e

 [
ki

B
]

minRTT DAPS OTIAS

(b) WLAN+WLAN
Figure 5. Packet delay and OFO queue for CBR traffic for DAPS, OTIAS
and minRTT.

CWND is full. In addition, the algorithm assumes symmetric
forward delays (OWD = RTT/2), and scheduler reinjections
(retransmissions) are not mentioned. While OTIAS can yield
good results with heterogeneous RTTs, if the heterogeneity
is too large and losses occur in one of the subflows, the
algorithm will build up long queues in the subflows with lower
RTTs, reducing their ability to overcome HoL-blocking. In
homogeneous scenarios the OTIAS scheduler delivers lower
performance due to not using both subflows as fully as
MPTCP’s default scheduler.

2) DAPS: The DAPS implementation is more complex,
requiring more memory at run-time to keep the schedule
run. Furthermore, DAPS is not able to react upon network
changes in a timely manner due to long schedules arising
from high heterogeneity in the subflow delays, i.e., high
LCM in Algorithm 1. Last but not least, DAPS will use all
subflows that can send, even if a certain subflow’s contribution
is very low. This is the main contrast compared to both
OTIAS and MPTCP’s default schedulers, which can reduce the
slow subflow contribution, if a faster subflow can sustain the
required rate. This is particularly important for transfers where
the sender is not saturated. Finally, similar to OTIAS, DAPS
does not have a defined behaviour for scheduler reinjections.

V. BLEST: BLOCKING ESTIMATION-BASED MPTCP
SCHEDULER

Based on the observations from Section IV, we introduce a
new algorithm, BLEST, addressing the challenges of reducing
HoL-blocking, spurious retransmissions, and hence increas-
ing application performance in heterogeneous scenarios. The
scheduling is based on a new metric, estimating the amount of
HoL-blocking, which might result from scheduling a packet
on a give subflow.

For each new segment, MPTCP’s default scheduler, min-
RTT, chooses the subflow with lowest RTT among all subflows
ready to send, i.e., with space in the CWND. When MPTCP
detects that it cannot send new data due to a full send window
(mirror of receive window at the sender), it will resend the
segment blocking the fastest subflow, but only if it hasn’t
been sent on that subflow before. It will also penalise the
slow subflow responsible for blocking, halving its CWND.
The idea is to reduce its contribution preventing further HoL-
blocking. Such an approach reduces the chance of HoL-
blocking only for a limited amount of time. In other words,
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Figure 6. MPTCP example with BLEST: In ¨, segments 0. . . 10 are in flight on subflow 1, the subflow with lowest delay. In ≠ it is uncertain how many
segments should be sent on subflow 2, which has a higher delay. While subflow 2’s window could accommodate more data, only segments 11. . . 12 are
allocated, due to BLEST’s blocking prediction. Here, minRTT would allocate as much data as fits into subflow 2’s window given its CWND. In Æ subflow
1 can advance with segments 13. . . 20, because 0. . . 10 were acknowledged. At Ø both subflows can advance with MPTCP’s send window with subflow 1
carrying segments 24. . . 32 and subflow 2 carrying 21. . . 23.

after the CWND was reduced by penalisation, the congestion
control will start increasing it again, until a recurrence of
blocking. Furthermore, the approach is reactive as it depends
on blocking to trigger PR at the sender. The PR mechanism
itself is detrimental in the long run, since it keeps the CWND
of slow subflow artificially low.

To overcome the issues of the PR, we propose a proactive
scheduler where we decide at packet scheduling time whether
to send packets over the slow subflow or not. The decision is
based on MPTCP’s send window. MPTCP maintains a send
window on its control-plane for each MPTCP connection, one
level above the subflows. This window is necessary due to the
full multiplexing among all subflows belonging to the same
MPTCP connection. However, due to its scheduler design, if
data is not acknowledged in one of the subflows, MPTCP’s
send window can be temporarily blocked, stalling the whole
multipath connection.

BLEST assumes that a segment will occupy space in
MPTCP’s send window (MPTCPSW) for at least RTTS if it
is sent now on subflow S, as illustrated in Figure 6. We assume
that all segments in flight on S occupy space in the window for
the same amount of time. This is a conservative assumption,
as these segments can be acknowledged earlier. The remaining
send window can be used by the faster subflow (i.e., lower RTT
subflow), F . This means that HoL-blocking would occur if F
were not able to send due to lack of space in the send window
because of S. Therefore, we estimate the amount of data X
that will be sent on F during RTTS , and check whether this
fits into MPTCP’s send window . To estimate X , we assume
that for every RTTF , its CWND grows by 1 (as it is done in
congestion avoidance) and is always filled by the scheduler,
as

rtts = RTTS/RTTF

X = MSSF · (CWND + (rtts� 1)/2) · rtts

If X⇥� > |M |�MSSS ·(inflightS +1), the next segment
will not be sent on S. Instead, the scheduler waits for the
faster subflow to become available. Essentially, while minRTT
always opts to use an available subflow, our scheduler is able to
skip a subflow, waiting for a more advantageous subflow which
can offer a lower risk of HoL-blocking, and the number of
retransmissions that would have been consequently triggered.
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Figure 7. 3G+WLAN and BLEST’s � parameter influence on bulk traffic with
varying ��=0.001, 0.003, 0.005, 0.01, and 0.02; compared against minRTT.

The estimate of X , however, can be inaccurate at times. To
address this, we introduce a correction factor �, to scale X . �
is adjusted as follows. HoL-blocking during one RTTF is an
event that triggers an increase of � by ��; the absence of HoL-
blocking triggers a decrease by ��. In the beginning of the
connection we set �=1.0, i.e., no correction of the estimation.

Figure 7 shows how � changes over time in our scenario
with different ��. With �� = 0.001 we see that � changes
slowly towards a value that represents the reality on the (lossy
WLAN) link. Note that X is over-estimated in the beginning
of the transfer. Therefore, most of the traffic is sent over the
WLAN link leading to a reduced goodput. However, in time,
the estimate is corrected by � to reach a steady value where
the HoL-blocking is minimised.

On the left side, Figure 7 shows the first 45 seconds of a
bulk transfer and how � corrects the estimation (each dot in the
plot curves show the average and standard deviation over 1s)
of the rate of the faster subflow throughout the period. On
the right side, Figure 7 shows the effect in the OFO buffer
size and, consequently, in the goodput for different ��. � is
corrected to lower values than its initial setting of 1.0, because
the model does not incorporate losses.

VI. EVALUATION

One of MPTCP’s goals is to perform at least as well as TCP
on the best path. For this reason, we compare MPTCP’s default
scheduler, minRTT, and BLEST against single path TCP on
3G and WLAN paths. We include both 3G+WLAN and
WLAN+WLAN scenarios in our evaluation to illustrate the
improvements in heterogeneous settings, while not impacting
MPTCP in homogeneous scenarios. In the following we show
emulations and real network experiments results.
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(b) WLAN+WLAN
Figure 8. 3G+WLAN and WLAN+WLAN scenarios for bulk traffic with
minRTT, BLEST and TCP on 3G and WLAN.

A. Emulation Experiments

1) Bulk: Increasing application goodput for bulk trans-
fer has been one of the most common ways to evaluate
MPTCP’s performance. Figures 8(a) and 8(b) compares the
performance in terms of goodput and OFO queue size for
minRTT and BLEST with bulk traffic in 3G+WLAN and
WLAN+WLAN scenarios, respectively. In 3G+WLAN, we
observe that BLEST reduces OFO buffer size by 19%, while it
increases application goodput by 12%. Note that the MPTCP
default scheduler’s penalisation and retransmission (PR)
mechanism has a particular negative impact in 3G+WLAN. As
illustrated in Table II, MPTCP’s PR mechanism can send up to
0.53 MiB retransmissions, to overcome blocking of the WLAN
path. BLEST achieves better aggregation with less OFO buffer,
saving up to 80% of retransmissions. In WLAN+WLAN,
BLEST achieves similar application goodput with negligible
OFO buffer size of 2.5 kiB compared to minRTT.

2) Web: The total download time is not a perfect metric as
most browsers start rendering the page before the transmission
is complete. However, we are focusing on the transport-level
performance, and discard any browser-related optimisations.
Figures 9(a) and 10(a) show the completion times for minRTT
and BLEST for web traffic with different object sizes, see
Table I. We also compare the OFO buffer size shown in
Figures 9(b) and 10(b), and quantify the contribution of the
additional subflow with smaller web objects, the amount of
bytes transferred on each subflow relative to the transfer size,
see Figures 9(c) and 10(c). In 3G+WLAN, for smaller web
objects such as Wikipedia, the contribution of the additional
subflow (3G) can be considered negligible, with only up to 2%
of the total transfer. However, the small contribution of the 3G
path for Amazon can cause an impact of up to 7% reduction
in the completion time for BLEST compared to minRTT,
see Table III and Figure 9(b). For Huffington Post, although
the contribution of the additional subflow is still comparably
low (about 2%), the completion time for BLEST is 6%
lower than minRTT. In WLAN+WLAN, BLEST provides an

Table II
PENALISATION AND RETRANSMISSION MECHANISM TRIGGER IN

3G+WLAN WITH BULK TRAFFIC SHOWN IN FIGURE 3

Scheduler Traffic Retrans. Packets

3G+WLAN minRTT Bulk 366.37 0.53 MiB

BLEST 70.3 0.1 MiB

improvement of 3% for Huffington Post and 2% for Amazon
in completion times compared to minRTT. Overall, Table III
illustrates the benefits of BLEST where the lowest completion
time is achieved by the proposed BLEST algorithm for both
heterogeneous and homogeneous scenarios for all the websites
evaluated.

3) CBR: Live video has higher requirements of low latency
compared to other forms of video streaming, e.g., video on
demand. Moreover, live video is more sensitive to network
delay variations and, therefore, impacts the user experience the
most. As we want to assess whether MPTCP could be used
for applications other than bulk traffic, we evaluate live video
performance that is more sensitive to latency. Figures 11(a)
and 11(b) show the average application delay for minRTT
and BLEST for CBR traffic with 1 Mbps. In the 3G+WLAN
scenario, BLEST improved the application delay over minRTT
by 8% for CBR (1 Mbps) and a slight improvement in
OFO buffer size of 8% is also achieved, see also Table 11.
In the same scenario and with the same application traffic,
comparing BLEST to results shown in Figures 4, BLEST
performed worse than OTIAS with CBR, because OTIAS
completely discarded the 3G path. In contrast to that, DAPS
keeps utilising the 3G path. In WLAN+WLAN shown in
Figure 11(b), BLEST performed similar to MPTCP’s default
scheduler as expected.

B. Real Experiments

Finally, we validate the performance of the different sched-
ulers with real-network experiments within the same topology
as shown in Figure 2 for the emulation experiments, but now
constructed over NorNet [20]. To generate background traffic,
we use Virtual Machines (VM) from five commercial cloud
service providers (2x in Europe, 1x in North America and 2x
in Asia) connected via 100 Mbps links, as described in Sec-
tion III, towards the server machine in Figure 12. We also use
consumer hardware with a RaspberryPi connected to a home
DSL provider via WLAN and another interface via 3G/3.5G to
a mobile broadband operator. On the RaspberryPi side, back-
ground traffic from other connected devices congested both
WLAN and 3G. The experimental setup is shown in Figure 12.

Table III
AVERAGE WEB COMPLETION TIME, SEE FIGURES 4, 9, AND 10

minRTT OTIAS DAPS BLEST

Scenario Traffic Completion Time [s]

3G+WLAN Web
Wikipedia 0.421 0.392 0.435 0.337
Amazon 1.60 1.724 1.789 1.503

Huffington Post 4.87 4.858 4.932 4.62

WLAN+WLAN Web
Wikipedia 0.398 0.4107 0.333 0.324
Amazon 1.461 1.621 1.598 1.456

Huffington Post 4.218 4.509 4.393 4.114

Table IV
AVERAGE CBR APPLICATION DELAY, SEE FIGURES 5AND 11

minRTT OTIAS DAPS BLEST

Scenario Traffic [Mbps] Application Delay [ms]

3G+WLAN CBR 1 68 53.2 843.7 62.8

WLAN+WLAN CBR 1 52.18 53.49 54.02 52.24
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Figure 11. 3G+WLAN and WLAN+WLAN scenarios for 1 Mbps CBR
traffic with minRTT, BLEST and TCP on 3G and WLAN.
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Figure 13. 3G+WLAN for bulk traffic in real experiments, see Figure 12.

In our experiments, we used the same parameters and settings
from Section III as well as the same traffic from Section VI-A.
We evaluate the performance of different schedulers under
realistic network conditions, with real-network experiments,
in a constructed non-shared bottleneck scenario as used in the
emulation experiments shown in Figure 2.

1) Bulk: Figure 13 shows the application goodput and OFO
buffer size for bulk traffic with minRTT and BLEST compared
to TCP on 3G and WLAN paths. BLEST achieves on average
18% higher application goodput aggregation, while reducing
the amount of retransmissions by more than 37%, see Table V,
with a slight improvement in OFO buffer size of 3%.

2) Web: Figures 14(a) and 14(b) show the completion times
and OFO buffer sizes for the web transfers. With larger object
sizes, BLEST reduces the completion time by up to 10%,
while reducing the OFO size by up to 25%. Thus, MPTCP’s
performance with BLEST is closer to the WLAN path, only
3% worse than TCP on the best path (WLAN).

3) CBR: Figure 15(a) shows the the average application
delay and OFO buffer size for the 1 Mbps CBR traffic with
both minRTT and BLEST. BLEST improves the application
delay by 11% while reducing the OFO size by more than
20%. We noticed, looking at single experiments, that MPTCP’s
default scheduler had small packet bursts sent over 3G, causing
some spikes in the OFO buffer and, consequently, increasing
the application delay. However, BLEST used the 3G path in
the majority of the cases to send few single packets.

VII. CONCLUSION

Path heterogeneity is rather the rule than the exception with
MPTCP. Even subflows from a single machine can follow
different paths to the destination with distinct delay, capacity,
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Figure 14. 3G+WLAN for web traffic with Wikipedia, Amazon and Huffin-
gton Post in real experiments, see Figure 12.
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Figure 15. 3G+WLAN for CBR traffic in real experiments, see Figure 12.

and losses. Such path heterogeneity results in HoL-blocking
at the receiver undermining MPTCP’s overall performance.
To overcome path heterogeneity, MPTCP follows a reactive
approach and penalizes the subflows that cause HoL-blocking,
through the penalisation and retransmission mechanism.

In this paper, we highlighted the limitations of such an
approach for different application types in heterogeneous sce-
nario through emulations and real-world experiments. More-
over, we have implemented and systematically evaluated
scheduling algorithms aiming at mitigating this issue. We
found, however, that neither was able to perform well in all
multi-homing scenarios and traffic use-cases. We therefore
proposed BLEST, a new scheduler based on a BLocking
time ESTimation. Compared to previous proposals, BLEST
directly considers the prospective HoL-blocking as a metric
to minimise, and based on this metric, it dynamically selects
whether it is worthwhile to schedule a packet on a specific
subflow, or to ignore it. This allowed us to eliminate the pe-
nalisation and retransmission by implementing a more robust,
proactive, scheduling metric. We evaluated our algorithm in
emulated and real experiments with different application traffic
(CBR, web and bulk). By comparing BLEST with minRTT,
as well as the alternative DAPS and OTIAS, we showed that
our approach outperfoms all algorithms across the presented
scenarios, achieving its goal of reducing HoL-blocking, and
consequently unnecessary retransmissions. This results in an
increasing application goodput, lower packet delay and com-

Table V
PENALISATION AND RETRANSMISSION ALGORITHM RETRANSMISSIONS’

OVERHEAD IN 3G+WLAN WITH BULK TRAFFIC SHOWN IN FIGURE 12

Scheduler Traffic Retrans. Packets

3G+WLAN minRTT Bulk 33.42

BLEST 21.3

pletion time, and reduced receiver buffer size.
For future work, we believe that both BLEST and OTIAS

follow the right approach towards robust and effective schedul-
ing for heterogeneous scenarios. We want to expand our eval-
uation with the method proposed in [5], add other elements of
heterogeneity, e.g., other network access technologies, evaluate
different application performance metrics, e.g., throughput
aggregation versus delay constraints, increase the number of
subflows and test the approach in mobility scenarios.
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ABSTRACT
Today many end hosts are equipped with multiple interfaces.
These interfaces can be utilized simultaneously by multi-
path protocols to pool resources of the links in an efficient
way while also providing resilience to eventual link failures.
However how to schedule the data segments over multiple
links is a challenging problem, and highly influences the per-
formance of multipath protocols.

In this paper, we focus on different schedulers for Multi-
path TCP. We first design and implement a generic modular
scheduler framework that enables testing of different sched-
ulers for Multipath TCP. We then use this framework to do
an in-depth analysis of different schedulers by running em-
ulated and real-world experiments on a testbed. We con-
sider bulk data transfer as well as application limited traffic
and identify metrics to quantify the scheduler’s performance.
Our results shed light on how scheduling decisions can help
to improve multipath transfer.

1. INTRODUCTION
Today’s Internet is radically different from what it was 30

years ago, the time when the building blocks of the Internet
(e.g. TCP and IP) have been specified. At that time, end
hosts had a single interface. However, today, end hosts of-
ten have multiple interfaces to access the world wide web.
For example, smartphones are equipped with two interfaces:
a WiFi and a mobile broadband (e.g., 3G/4G). Similarly,
server machines became multihomed and data center net-
works have a large redundant infrastructure with many dif-
ferent paths between any two servers. TCP, however, is not
able to efficiently utilize this multipath infrastructure as it
tightly couples the data stream to the source and destination
IP addresses used to establish the connection.

Multipath TCP closes this gap between the multipath net-
work and the single-path transport. Multipath TCP is a ma-
jor extension to TCP, allowing the use of multiple paths be-
tween two end-hosts for the transmission of a single data
stream [6]. This enables the pooling of resources as the paths
may go over different interfaces with distinct bottlenecks,
effectively increasing the goodput for the end user [14, 3].
Further, Multipath TCP permits vertical handover for mo-
bile nodes, offloading traffic from WiFi to 3G [12]. Multi-

path TCP is best at providing these benefits with long-lasting
flows. These flows may be bulk transfers or rate-limited traf-
fic, like media streaming applications. For the latter, Mul-
tipath TCP might bring a benefit if a single network con-
nection does not provide sufficient bandwidth or reliability.
Here, not only the throughput but also the end-to-end de-
lays, as well as buffer space requirements, become more rel-
evant [2] as these kind of applications are sensitive to delay-
jitter. Examples in this direction are the adoption of Multi-
path TCP in Apple iOS7 for the Siri application.

There are many factors influencing the performance of
Multipath TCP [16, 13]. One of them is the design of the
scheduler. The scheduler is responsible for the distribution
of data over multiple paths and wrong scheduling decisions
might introduce head-of-line blocking or receive-window lim-
itation, especially when paths are heterogeneous. In such a
scenario, the user will observe high delays as well as good-
put degradation for its application, resulting in poor user ex-
perience. Therefore, the scheduler can have a significant im-
pact on the performance of Multipath TCP.

We introduce a modular scheduler framework that allows
to easily change the way data is distributed over the sub-
flows. Further, we evaluate different schedulers for MPTCP
and provide an in-depth performance analysis considering
both bulk data transfers and application-limited flows. We
consider goodput and application delay as metrics. Our ex-
periments include evaluations with both an emulated envi-
ronment using the Experimental Design-approach [13] and
with real WiFi and 3G networks with the NorNet testbed [11].
We identify the impact of scheduling decisions on the perfor-
mance of MPTCP and illustrate the underlying root cause for
the observed behavior. We provide guidelines on the prop-
erties of a good scheduler to achieve a good performance
under different scenarios. The design of such a scheduler is
out of the scope and left for future work.

This paper is structured as follows. Section 2 discusses
the background on MPTCP and the two main constraints that
an MPTCP scheduler needs to take into account. Section 3
describes related work and the schedulers evaluated in this
paper. The measurement setup for our evaluations and the
experimental results are presented in Section 4. Finally, we
conclude our work and discuss the results in Section 5.
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Figure 1: The scheduler distributes the segments from
the Multipath TCP level on the different TCP subflows.

2. MULTIPATH TCP
Multipath TCP is a major protocol extension to TCP that

supports the transmission of a single data stream across dif-
ferent interfaces (e.g., WiFi and 3G on a smartphone). Mul-
tipath TCP increases the goodput for the application by effi-
ciently pooling the network’s resources [6]. This pooling is
achieved by presenting a regular stream-socket interface to
the application, however below this interface, TCP subflows
are created for each path. These subflows form together a
Multipath TCP connection, using TCP options to signal the
necessary control information between the end hosts. These
TCP subflows make Multipath TCP look like regular TCP
for a firewall/middlebox along the subflows’ path. Thus,
making Multipath TCP deployable on today’s Internet [16].

2.1 Exchanging Data
The pooling of the subflow’s resources is achieved by mul-

tiplexing individual segments across the different subflows.
TCP options are used to allow the receiver to reorder the seg-
ments and recreate the byte stream ensuring reliable and in-
order delivery. Each subflow is subject to the regular conges-
tion control stages like slow-start and congestion-avoidance.
Specific congestion control schemes are used to allow a bet-
ter load balancing and fairness among the subflows [23, 10].

When multiplexing individual segments, Multipath TCP
has to decide on which subflow to schedule each segment.
We call the module which takes this decision the scheduler
in the remainder of this paper. Figure 1 illustrates the ar-
chitecture of a Multipath TCP implementation, its subflows
and the role of the scheduler. The scheduler has access to
the state of each TCP subflow, including congestion window
and RTT estimation. In the next two sections we describe
two of the main constraints a Multipath TCP scheduler needs
to consider.

2.2 Head-Of-Line Blocking
The TCP subflows of the Multipath TCP connection may

go through paths with different characteristics. For exam-
ple, a subflow going over the smartphone’s WiFi interface
experiences a much lower RTT than a subflow sent over the
phone’s 3G interface.

As packets are multiplexed across the different subflows,
assuming each subflow goes on a different path, the path’s
delay difference might cause out-of-order delivery at the re-
ceiver. As Multipath TCP ensures in-order delivery, the pack-
ets that are scheduled on the low-delay subflow have to “wait”
for the high-delay subflow’s packets to arrive in the out-of-
order queue of the receiver. This phenomenon is known as
head-of-line blocking [19].

Head-of-line blocking causes burstiness in the data stream
by delaying the data delivery to the application, which is un-
desirable especially for interactive or streaming traffic. In-
teractive applications will become less reactive, resulting in
poor user-experience. Streaming applications will need to
add a high amount of application-level buffering, stressing
the end systems, to cope with burstiness and provide a con-
tinuous streaming experience to the end user.

2.3 Receive-Window Limitations
A TCP stack reserves a certain amount of memory for

out-of-order data that might be received in the event of in-
network reordering or packet loss. Multipath TCP intro-
duces reordering across the TCP subflows due to the delay
differences, hence the receive buffer has to accommodate
out-of-order data also at the MPTCP level. Thus, the size
of the receive buffer is critical to allow high goodput.

In order to fully utilize the capacity of all paths, a receiver
must provide enough buffer space so that the sender can keep
all subflows fully utilized, even in the event of reordering
due to delay differences or loss. The recommendation for
Multipath TCP’s receive buffer size is defined in [1]:

Buffer = n∑
i

bwi ×RTTmax × 2
where each subflow will be able to send at full speed (∑n

i bwi)
during the time-interval of the highest round-trip-time (RTT)
among all subflows (RTTmax), even if a loss event occurs
(multiply by 2).

Some end hosts, however, are not able to provide the nec-
essary amount of memory to allocate enough buffer to uti-
lize the full capacity [2]. This phenomenon has been studied
in [16, 13], proposing incremental changes to the heuristics
within Multipath TCP by retransmitting segments and penal-
izing slow subflows, detailed in the following section.

3. SCHEDULERS
A wrong scheduling decision might result in head-of-line

blocking or receive-window limitation, affecting the perfor-
mance of Multipath TCP, as discussed in the previous sec-
tion. Accurately scheduling data across multiple paths while
trying to avoid head-of-line blocking or receive-window lim-
itation has been shown to be challenging, in particular if the
multiple paths are heterogeneous. How to schedule differ-
ent SCTP streams across the different SCTP associations
has been analyzed in [20]. However, SCTP design is differ-
ent from Multipath TCP. Standard SCTP does not support
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MPTCP: An MPTCP connection, ready to send data.
MPTCP->sched represents a structure containing
the specific callbacks.

1: subflow = MPTCP->sched->get_subflow();
2: while subflow != NULL do
3: data = MPTCP->sched->get_data(subflow);
4: while data != NULL do
5: send_data(subflow, data);
6: data = MPTCP->sched->get_data(subflow);
7: end while
8: subflow = MPTCP->sched->get_subflow();
9: end while

Figure 2: Pseudocode of the modular scheduler frame-
work, using callbacks to invoke the scheduling functions.

the transmission of a single stream across different paths.
With [7], concurrent multipath transfer has been introduced
for SCTP (SCTP-CMT) and thus exposes SCTP now also
to the scheduling problem in a similar manner as Multipath
TCP. [18] tries to achieve ordered delivery at the receiver in
SCTP-CMT by taking the delay of each path into account.
While in theory this is promising, it is unclear how feasible
it is in a real-world Linux kernel implementation where only
a rough estimate of the path’s delay is available.

In this paper, we implemented a modular Multipath TCP
scheduler framework1. Whenever the stack is ready to send
data (e.g., an acknowledgement has freed up space in the
congestion window, or the application pushed data into the
send-queue), the scheduler is invoked to execute two tasks:
first, choose a subflow among the set of TCP subflows and;
second, decide which segment to send considering the prop-
erties of the subflow. We added callbacks from the MPTCP
stack that invoke the functions specific to each scheduler. A
pseudo-code implementation of this behavior can be seen in
Figure 2. This allowed us to design the scheduler in a modu-
lar infrastructure, as it is done with the TCP congestion con-
trol algorithms [22]. A sysctl allows to choose the default
scheduler for all Multipath TCP connections, and further
socket-options allow the user-space application to explicitly
set the scheduler for a particular connection.

Within our modular framework, we consider different sched-
ulers. First, we discuss a simple round-robin scheduler. Then,
considering the heterogeneous networks, where significant
delay differences are observed between the subflows, we
discuss delay-based schedulers. A first evaluation has been
done in [21]. But only a limited environment has been used
in the evaluation and improvements to the schedulers [16]
were not yet part of the Multipath TCP implementation.

3.1 Round-Robin (RR)
The round-robin scheduler selects one subflow after the

other in round-robin fashion. Such an approach might guar-
antee that the capacity of each path is fully utilized as the
1The code will be publicly available at http://multipath-tcp.org

distribution across all subflows is equal. However, in case
of bulk data transmission, the scheduling is not really round-
robin, since the application is able to fill the congestion win-
dow of all subflows and then packets are scheduled as soon
as space is again available in each subflow’s congestion win-
dow. This effect is commonly known as ack-clock [8].

Such a scheduler has already been discussed for concur-
rent multipath transfer SCTP [7]. [5] evaluates how such
a round-robin scheduler behaves in CMT-SCTP for multi-
streaming compared to a scheduler that assigns each stream
to a specific path.

3.2 Lowest-RTT-First (LowRTT)
In heterogeneous networks, scheduling data to the sub-

flow based on the lowest round-trip-time (RTT) is beneficial,
since it improves the user-experience. It reduces the appli-
cation delay, which is critical for interactive applications. In
other words, the RTT-based scheduler first sends data on the
subflow with the lowest RTT estimation, until it has filled its
congestion window (as it has been first described in [16]).
Then, data is sent on the subflow with the next higher RTT.

In the same way as the round-robin scheduler, as soon as
all congestion windows are filled, the scheduling becomes ack-
clocked. The acknowledgements on the individual subflows
open space in the congestion window, and thus allow the
scheduler to transmit data on this subflow.

As explained in Section 2, the delay difference triggers
head-of-line blocking and/or receive-window limitation. Next,
we discuss two extensions to the RTT based scheduler. The
first solution reacts upon receive-window limitation, and the
second solution minimizes the delay difference in the pres-
ence of bufferbloat on the individual subflows.

3.3 Retransmission and Penalization (RP)
In order to compensate for delay differences, opportunis-

tic retransmission and penalization for Multipath TCP have
been proposed in [16]. Opportunistic retransmission re-injects
the segment causing the head-of-line blocking on the sub-
flow that has space available in its congestion window (sim-
ilar to chunk rescheduling for CMT-SCTP [4]). This al-
lows to quickly overcome head-of-line blocking situations
and compensate for the RTT differences. Further, the pe-
nalization algorithm reduces the congestion window of the
subflow with the high RTT, hence, reducing the sending rate
and the effect of bufferbloat on the subflow.

Particularly, the goal is not only to improve goodput, but
also to reduce delay, jitter and buffer size requirements.

3.4 Bufferbloat Mitigation (BM)
Following similar observations from Section 3.3, another

source for high RTTs are large buffers on routers and switches
along the subflow’s path. TCP will try to fill these buffers
creating bufferbloat, resulting in very high RTTs.

The bufferbloat-mitigation algorithm is an alternative to
the RP mechanism. It caps the RTTs by limiting the amount
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Low-BDP High-BDP
Factor Min. Max. Min. Max.

Capacity [Mbps] 0.1 100 0.1 100
Propagation delay [ms] 0 50 0 400

Queuing [ms] 0 100 0 2000

Table 1: Domains of the influencing factors for our eval-
uation of the schedulers within Mininet

of data to be sent on each subflow, hence, reducing the effect
of bufferbloat [17]. The goal here is not to significantly im-
prove goodput, but instead, to improve the application delay-
jitter and reduce end host buffer size requirements.

The main idea behind the bufferbloat-mitigation algorithm
is to capture bufferbloat by monitoring the difference be-
tween the minimum smoothed RTT (sRTTmin), and smoothed
RTT (sRTT). Whenever sRTT drifts apart from sRTTmin
on the same subflow, as a result of sending data, we take
it as an indication of bufferbloat. Therefore, we cap the
congestion window for each subflow by setting an upper
bound cwndlimit.

cwndlimit = λ × (sRTTmin/sRTT) × cwnd.

where λ determines the tolerance between sRTTmin and sRTT.
Within the remainder of this paper, we fix λ to 3, which has
proven to bring the best results, as analyzed in [17].

4. EVALUATION
Traffic characteristics and the network environment, where

the TCP subflows go through, influence the schedulers’ per-
formance. This section evaluates two Multipath TCP met-
rics, namely goodput and application delay-jitter in emulated
and real-world experiments.

4.1 Experiment and Emulation Setup
Within Mininet the Experimental Design approach is

used, where we set both low- and high-BDP environments to
evaluate the schedulers. This experimental design approach,
explained in [13], is a structured approach to the evaluation
of transport layer protocols. Protocols are influenced by a
large number of factors, each of them with a different range
of possible values. In case of networking experiments, these
influencing factors include (but are not limited to) the prop-
agation delay between client and the server, the capacity of
the bottleneck link and the size of the buffer at the bottle-
neck. When applying the experimental design approach, a
domain must be selected for each of these factors. In this
paper we use the same domains as in [13] to create low-
and a high-BDP environments, shown in Table 1. As a next
step, the selection of the parameter sets for the experiments
must be done. [13] suggests to use space-filling designs,
which equally distribute the points across the whole consid-
ered space. We apply the same design for the experiments
in this paper, executing up to 200 experiments each for the
low- and the high-BDP environments.

Subflow 1

Subflow 2

Client Server

Figure 3: Our test-environment sends traffic between
two hosts, using two subflows.

The Multipath TCP implementation used in all our eval-
uations is based on release 0.882. The considered topology
consists simply of two hosts communicating to each other
over two different subflows (shown in Figure 3), which may
experience different path characteristics.

The real-world experiments use the NorNet testbed [11].
The NorNet Edge testbed runs a standard Linux distri-
bution (3.11.7) and it is meant to do experimental network
research on real-world networks. Thus, with the testbed,
we show exactly the same measurements as defined for the
emulated environment with Mininet, using real systems
and collecting data from operational networks. This is cru-
cial to understand the effect of real network behavior on the
MPTCP implementation. We consider the smartphone use
case where we utilize both WLAN and 3G (UMTS) inter-
faces to evaluate the MPTCP performance with heteroge-
neous links. The WiFi connection uses a public WLAN,
connecting ca. 100 people during work hours in a large office
complex with several other interfering WLAN networks. On
the system level, we continuously flush all cached TCP met-
rics to avoid any dependency between experiments. Finally,
the Olia congestion control [10] is used. Similar results were
obtained with the coupled congestion control scheme [23].
Compared to the Mininet environemnts shown in Table 1,
the NorNet testbed does not offer the same flexibility set-
ting up the measurement environment. Although, for the
WLAN network we observe average RTTs of 15 ms and
link capacity close to 10 Mbps. However, the 3G (UMTS)
network shows average delays from 20 ms up to several
seconds (when bufferbloat occurs) and capacity of approxi-
mately 5 Mbps in downlink.

4.2 Bulk-Transfer
One of the goals of Multipath TCP is to increase the appli-

cation goodput [15], which can be measured by transferring
bulky data between two Multipath TCP capable end hosts.

Mininet.
Within Mininet we generate a bulk-transfer using iperf,

where each transfer lasts for 60 seconds. Our measurements
cover 400 different settings, classified as low-BDP and high-
BDP environments (200 settings for each environment). As
each of these settings represent a completely different envi-
ronment, the goodputs of the experiments will be largely dif-
ferent. We need thus to normalize the output to allow com-
parison of the results among each other. Thus, we measure

2http://multipath-tcp.org
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Figure 5: NorNet: With un-
bounded buffers (16MB), each sched-
uler achieves the goodput.
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Figure 6: NorNet: With bounded
buffers (2MB), LowRTT+BM and
LowRTT+RP achieve the best perfor-
mance.

the aggregation benefit, which is a normalization of the ben-
efit in terms of goodput when using Multipath TCP. For ex-
ample, a value of −1 indicates the minimum (0 Mbps), while
0 means that Multipath TCP achieves the same goodput as
regular TCP on the best path, and 1 means that Multipath
TCP perfectly aggregates the available capacity. More in-
formation about the aggregation benefit metric can be found
in [9, 13].

Figure 4 shows the boxplots of the Mininet results. The
boxplots display the 25th and 75th percentiles, the median as
well as the outliers among all 200 experiments. We skip the
RR scheduler since it performs similar to LowRTT. This is
because in bulk-transfers the TCP subflows are saturated and
are thus controlled by the ack-clock. Therefore, available
space in the congestion window controls the way packets are
multiplexed across the subflows rather than the scheduler.

In the low-BDP environment there is no significant dif-
ference between schedulers. Each of them achieves close
to perfect bandwidth aggregation. Only the RP algorithm
improves the worst-case result among the 200 experiments
to achieve an aggregation benefit equal to the best available
path. In the high-BDP environment receive-window limi-
tations may occur. In this case the RP and BM techniques
described in Section 3.3 and 3.4 improve the aggregation
benefit. The RP technique has a higher benefit in the lower
25th percentile and the median. This is thanks to the retrans-
mission of the blocking segment(s) as the receive-window
limitation in these cases is not due to bufferbloat but rather
due to the baseline RTT difference.

NorNet.
Within NorNet Edgewe tested bulk-transfers of 16 MB

files in downlink with both bounded (2 MB) and unbounded
(16 MB) buffers. The bounded buffers will make the con-
nection more likely to be limited by the receive window. We
repeat each measurement around 30 times for each config-
uration. All measurements are performed in the same net-
works and at the same locations over a period of 3 weeks.

Figure 5 shows the MPTCP goodput, for all schedulers.
The boxplots display the data among the 30 experiments.
For a bulk-transfer with unbounded buffer sizes (16 MB),

the aggregation benefit of MPTCP across all schedulers is
similar. Each scheduler is able to efficiently aggregate the
bandwidth of WLAN and 3G together within the NorNet
testbed. The unbounded buffers allow for sufficiently large
memory, so that no receive-window limitation occurs.

However, if the receive buffer is bounded (as it is often
the case on a smartphone), the MPTCP connection may be-
come receive-window limited. Figure 6 shows the MPTCP
goodput in this case. Here, one can see that LowRTT+BM
slightly outperforms the other schedulers. In case of the
LowRTT+RP scheduler, the effect of bufferbloat is not opti-
mally reduced by the penalization algorithm, as it does not
manage to bring the congestion window sufficiently down
and the delay-difference is reduced. This happens, because
the RP algorithm is reactive and does the penalization only
after limitation has already happened. This takes at least one
RTT to recover. The BM algorithm is proactive and, instead,
prevents high delay-differences beforehand (aggravated by
bufferbloat on the 3G path), achieving higher goodput.

4.3 Application-Limited Flows
This section evaluates the impact of the schedulers on

delay-jitter with rate-limited traffic, i.e., when the applica-
tion is not saturating the connection. In this case, the sched-
uler has available space in all subflows and should select the
one that guarantees the lowest delay for each segment.

In order to evaluate the delay-jitter we created an appli-
cation that sends traffic at a specific rate in blocks of 8 KB.
The receiver tracks the timestamps at which each block has
been received. As the sender transmits at a constant rate, the
receiver is able to detect the delay with respect to the desired
packet-arrival time.

Mininet.
Within Mininet we ran this application in the high-BDP

environment of the Experimental Design approach, for a to-
tal of 200 experiments. Figure 7 shows the CDF of the worst-
case relative delay increase. The delay increase is expressed
in % compared to the lowest one-way delay. E.g., if the min-
imum one-way delay is 20 ms, but a block of 8 KB has been
received rather after 40 ms, the relative delay increase has

5



100 101 102 103 104 105

Delay increase wrt lowest possible delay [%]

0.0

0.2

0.4

0.6

0.8

1.0
C

D
F

LowRTT+RP
LowRTT+BM
LowRTT
RR

Figure 7: Mininet: Using the
lowest-RTT-first scheduler greatly re-
duces the application-delay variance in
Mininet.

10−3 10−2 10−1 100 101 102 103 104

Delay-variation [ms]

0.0

0.2

0.4

0.6

0.8

1.0

C
D

F

LowRTT+RP
LowRTT+BM
LowRTT
RR

(a) 500 Kbps

10−2 10−1 100 101 102 103 104

Delay-variation [ms]

0.0

0.2

0.4

0.6

0.8

1.0

C
D

F

LowRTT+RP
LowRTT+BM
LowRTT
RR

(b) 1875 Kbps

Figure 8: NorNet: 3G and WLAN with unbounded (16 MB) buffers

a value of 100%. We show the worst delay-increase among
all 8 KB blocks of each experiment as this will affect the
user-experience.

In Figure 7 it is visible that the RR scheduler is particu-
larly bad in terms of application delay. 70% of the experi-
ments using the LowRTT scheduler have a range between 10
and 100% of delay-increase. Using a RR scheduler, roughly
40% of the experiments have a delay-increase between 100
and 1500%. Such delay increases has significant impact on
delay-sensitive applications since they would need to main-
tain large buffers to react upon these delay-spikes.

NorNet.
Within NorNet we evaluate the delay-jitter using rate-

limited applications transmitting at 500 Kbps and 1875 Kbps
in downlink with unbounded buffers. The values for the
application-limited rates are at approximately 5 and 10% of
the mean goodput of the bulk-transfer. We repeat each mea-
surement around 30 times for each configuration.

Figure 8 shows the variation of the application delay for
all schedulers. One can see that in all application-limited
scenarios, RR performs mostly worse compared to all other
schedulers. More prominent, in Figure 8(a), RR’s delay-
variance shows to be up to 10 times worse compared to the
LowRTT scheduler. This can be explained as RR simply
schedules data based on congestion-window space, which
is not a limiting factor in this scenario. Looking into our
dataset, one can see that both subflows carry similar amounts
of data, thus, increasing head-of-line blocking when paths
have different characteristics, e.g., baseline RTT difference.

For all other schedulers we observe that for very low ap-
plication rates, see Figure 8(a), MPTCP LowRTT utilizes
mainly one subflow, the subflow with lowest RTTs. This is
because the congestion window space is not a limiting fac-
tor, and it has mostly enough space to carry all data available.
Thus, the other subflow is mainly to guarantee resilience.

By increasing the application rate, see Figure 8(b), MPTCP
LowRTT performs in at least 60% of the cases up to 10 times
better compared to RR. The remaining 40% can be explained
as we see that the subflow with higher RTT (3G network)
contributes more compared to the scenario in Figure 8(a).

This happens, because at a higher sending rate, the conges-
tion on the WiFi network will make the LowRTT scheduler
send traffic on the 3G subflow. This will introduce head-of-
line blocking due to the higher delay over the 3G network
and thus increases the delay-variation. Note that the 3G’s
capacity is close to 5 Mbps.

We also evaluate the delay-jitter when sending at unlim-
ited rate within the NorNet testbed. In this case, both WiFi
and 3G are fully utilized and bufferbloat might start increas-
ing on the 3G path. We observe that the LowRTT+BM sched-
uler effectively reduces the bufferbloat and keep the applica-
tion delay lower compared to other schedulers.

5. DISCUSSION
In this paper, we have proposed and implemented a modu-

lar scheduler selection framework that allows Multipath TCP
to change the way data is multiplexed across different TCP
subflows. We used this framework to experimentally evalu-
ate schedulers in a wide variety of environments in both em-
ulated and real-world experiments. In these environments,
we could quantify the performance of different schedulers,
and scheduler extensions, with respect to goodput as well as
application delay-jitter.

We discovered that a bad scheduling decision triggers two
effects: First, head-of-line blocking if the scheduler sends
data across a high-RTT subflow. Second, receive-window
limitation, which prevents the subflows from being fully uti-
lized. We have shown that a simple strategy to preferentially
schedule data on the subflow with lowest RTT (LowRTT)
helps to reduce the application delay-jitter compared to a
simple round-robin (RR) scheduler.

Furthermore, the RP extension helps to mitigate receive-
window limitation, albeit it is a reactive method, i.e., it tries
to recover from receive-window limitation. We have discov-
ered that in some cases this is not sufficient. If the delay-
difference is very high due to huge bufferbloat, the penaliza-
tion will not manage to bring the congestion window suf-
ficiently down. Also, anecdotal evidence has shown that
the penalization may hurt, if two subflows are unfortunately
sent through the same bottleneck. The bufferbloat mitiga-
tion technique helps in these cases, but cannot overcome
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a large difference in the baseline RTT. Further, the delay-
based congestion-window capping may also suffer from the
known limitations of delay-based congestion controls when
the bottleneck is shared with other flows that do not deploy
the same window capping.

Multipath scheduling should ideally be done in a way that
the data is received in-order. This minimizes head-of-line
blocking and receive-window limitation as applications are
able to continuously read data out of the receive queue. How-
ever, it is not trivial to design such a scheduler with rough
estimation on capacity or RTTs of the paths, maintained by
the Linux kernel. In our future work we plan to extend our
evaluation framework to a larger set of traffic classes (in-
cluding cross-traffic and on/off flows). Our modular sched-
uler framework will be made available to enable researchers
to explore and contribute with other new findings.
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we first quantify the penalty of the coupled congestion control for
links that do not share a bottleneck. Then, in order to overcome
this penalty, we design and implement a practical shared bot-
tleneck detection (SBD) algorithm for MPTCP, namely MPTCP-
SBD. Through extensive emulations, we show that MPTCP-SBD
outperforms all currently deployed MPTCP coupled congestion
controls by accurately detecting bottlenecks. For the non-shared
bottleneck scenario, we observe throughput gains of up to 40%
with two subflows and the gains increase significantly as the
number of subflows increase, reaching more than 100% for five
subflows. Furthermore, for the shared bottleneck scenario, we
show that MPTCP-SBD remains fair to TCP. We complement
the emulation results with real-network experiments justifying
its safeness for deployment.

Keywords: Multipath TCP, MPTCP, Shared Bottleneck Detec-
tion, Congestion Control, Coupled Congestion Control.

I. INTRODUCTION

When the Transmission Control Protocol (TCP) and the
Internet Protocol (IP) were first specified, Internet hosts were
typically connected to the Internet via a single network in-
terface and TCP was built around the notion of a single
connection between them. Nowadays the picture is rather
different with the rapid increase in the number of hosts with
more than one network interface (multi-homed). For example,
mobile devices today often accommodate multiple wireless
technologies (e.g. 3G/4G and WiFi). Standard TCP is not
able to efficiently explore the multi-connected infrastructure
as it ties applications to network interface specific source and
destination IP addresses.

Multipath TCP (MPTCP) closes the gap between net-
works with multiple paths between destinations and TCP’s
single-path transport by allowing the use of multiple network
paths for a single data stream. This provides potential for a
higher overall throughput and ensures application resilience
if some network paths suffer performance degradation or
failure. MPTCP is designed to look like regular TCP from the
network’s perspective making it deployable in today’s Internet.
The Internet Engineering Task Force’s (IETF) Multipath TCP
working group continues MPTCP’s development and standard-
isation. Available implementations include: Linux distributions
(Debian, Ubuntu, etc.), FreeBSD, iOS, Mac OS and Yosemite.

Current commercial deployments do not exploit MPTCP’s
full capabilities, instead tending to only take advantage of
MPTCP’s resilience characteristics.

Three goals capture the desired operation of MPTCP [1]:

1) Improve Throughput: A multipath flow should perform at
least as well as a single path flow would on the best of
the paths available to it.

2) Do Not Harm: A multipath flow should not take more
from any of the resources shared by its different paths
than if it was a single path flow.

3) Balance Congestion: A multipath flow should move as
much traffic as possible off its most congested paths,
subject to meeting the first two goals.

The first goal is the primary incentive behind the design
of MPTCP [2], while the second design goal guarantees
fairness at the bottleneck. The third goal addresses the re-
source pooling principle [3]. Focusing on the first two goals,
we target the multipath congestion control mechanism that
determines how network resources should be shared efficiently
and fairly between competing flows at shared bottlenecks.
Different coupled congestion control algorithms have been
proposed for MPTCP in the literature [1], [4]–[7]. However,
due to the lack of practical Shared Bottleneck Detection (SBD)
mechanisms, the design of these algorithms always assumed
shared bottlenecks, resulting in sub-optimal performance even
when this is not the case.

This paper proposes a dynamic coupled congestion con-
trol for MPTCP with a practical shared bottleneck detection
mechanism, namely, MPTCP-SBD. The proposed MPTCP-
SBD congestion control algorithm can dynamically decouple
subflows that are not sharing bottlenecks, unlocking the full
throughput potential of the links. When there is a shared bottle-
neck, MPTCP-SBD keeps the subflows coupled, remaining fair
to competing TCP connections. We designed MPTCP-SBD as
a light-weight extension to standard MPTCP and implemented
it into MPTCP v0.89.5. Through extensive emulations, we
show that MPTCP-SBD can accurately detect bottlenecks. For
the non-shared bottleneck scenarios, we observe throughput
gains of up to 40% with two subflows and the gains increase
significantly as the number of subflows increases, reaching
gain values of more than 100% with five subflows. While
achieving such performance gains in non-shared bottleneck,
we show that MPTCP-SBD remains fair to TCP in shared
bottlenecks. We also confirm the robustness of the algorithm
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Figure 1. Bottleneck Scenarios

by showing how it adapts to shifting bottlenecks. The emu-
lation results are complemented by real-network experiments
that justifies the effectiveness of the algorithm and shows its
safeness for deployment.

II. MOTIVATION

In order to motivate the need for MPTCP-SBD, this section
highlights the shortcomings of current MPTCP congestion
control algorithms with respect to their interaction with bot-
tlenecks. Specifically, we looked at Linux implementations
of: uncoupled congestion control where each link applies
standard TCP congestion control (we refer to as Reno1) [8],
[9], Linked Increase Adaptation (LIA) [10], Optimized Linked
Increase Adaptation (OLIA) [11] and Balanced Link Adapta-
tion (Balia) [12]. We evaluated two scenarios from [13]: Non-
Shared Bottleneck (NSB) and Shared Bottleneck (SB).

In Figure 1(a), we illustrate the NSB scenario where two
disjoint paths have distinct bottlenecks. We measured MPTCP
with two subflows (SF), MPTCP-SF1 and MPTCP-SF2, where
each subflow is sent over a path. On each path, we also
had a regular TCP flow, TCP1 and TCP2, each competing
against the corresponding MPTCP subflow. The SB scenario
is illustrated in Figure 1(b), where there is a single shared
bottleneck through which all MPTCP subflows (MPTCP-N
where N indicates the number of subflows) and one regular
TCP flow, TCP1, are sent. The details for traffic generation
and measurement setup are described in Section IV.

For the NSB scenario, we studied relative performance
of congestion control algorithms in terms of the individual
throughput ratio (i.e. the ratio of each MPTCP subflow with
respect to its corresponding TCP flow) as well as the sum
throughput ratio (i.e. the ratio of all MPTCP subflows to the
sum of the TCP flows). Figure 2(a) shows the comparative
results for the 4 different tested congestion control algorithms.
We observe that all coupled congestion controls (LIA, OLIA
and Balia) have similar performances, where the throughput
ratio is around 0.70 for MPTCP SubFlow 1 (MPTCP-SF1),
0.45 for MPTCP SubFlow 2 (MPTCP-SF2) and close to 0.6 for
the combined result. However, the Reno uncoupled congestion
control (i.e. both subflows run regular TCP) provides a ratio
that is close to 1, which is the desirable result for this particular
scenario. Therefore, coupled congestion control in a NSB sce-
nario results in more than 40% drop in the overall throughput
when compared to uncoupled congestion control. Further, we
observe that as the number of NSB subflows increases, the

1Reno refers to congestion control including NewReno and SACK as
implemented in Linux, kernel version 3.14.33.
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Figure 2. MPTCP Performance in NSB and SB Scenarios with synthetic
background traffic expressed as ratio of MPTCP to TCP flow(s). Boxes span
the 25th to 75th percentile, with a notch at the median and whiskers extending
to the lesser of the extreme point or 1.5 times the interquartile range.

penalty in the total throughput increases, reaching more than
60% penalty (Figure 5(b)) for the 5 subflow case.

Figure 2(b) shows the relative performance of the different
MPTCP congestion control algorithms for the SB scenario. We
show the ratio of the sum of all MPTCP subflows to competing
TCP at the shared bottleneck for different number of subflows.
We observed here that MPTCP to TCP is close to 1 for all
MPTCP coupled congestion control algorithms.

Remark 1: The Linux kernel has packet as the unit
for both congestion window (cwnd) and slow-start (SS)
threshold (ssthresh). Reno defines min ssthresh=2, and all
Linux congestion controls are implemented to enter SS when
cwnd ≤ ssthresh. In MPTCP-OLIA and Balia specifications
[11], [12], min ssthresh=1 is required for connections that
have at least 2 subflows. However, we found out that this
was not honored in the Linux implementation of MPTCP-
OLIA. Based on our preliminary analysis, we observed that
MPTCP-OLIA assigns different rates to the subflows that share
a bottleneck. MPTCP-OLIA with min ssthresh=2 enters SS
more frequently compared to min ssthresh=1, especially for
a larger number of subflows, adversely increasing aggressive-
ness of MPTCP-OLIA. Therefore, in this paper, all figures are
obtained for min ssthresh=1 following the specification.

Summary and discussion of findings: Our analysis shows
that MPTCP’s coupled congestion controls are fair to TCP
in the SB scenario, but do not achieve their fair portion
of the link capacity in the NSB scenario. Based on these
results, we argue that current coupled congestion controls are
unnecessarily conservative when there is no shared bottleneck.
The incorporation of a shared bottleneck detection algorithm
in MPTCP can help MPTCP to get its fair share of the link
capacity for non-shared bottlenecks while ensuring fairness to
TCP in shared bottlenecks.

III. SYSTEM DESIGN AND IMPLEMENTATION

The achievable throughput for MPTCP, when there is no
shared bottleneck, is limited as a result of MPTCP’s conges-
tion control design goal 2 (see Section I). This design goal
forces a fairness notion that includes two separate aspects:

1) Fairness to TCP if flows share a bottleneck with it.
2) Fairness such that resource use is limited to the amount of

resources that would be used by a single flow on one of



the paths (called “fairness in the broader, network sense”
in RFC6356 [10]).

These two aspects are intrinsically bound in the coupled
congestion controls of MPTCP. As we will see, shared bot-
tleneck detection makes it possible to untie them, so that we
can support the first aspect without necessarily ensuring the
second. Our intention is not to advocate one particular fairness
notion, but to provide another degree of freedom by enabling
the separation of the two aspects above.

Our goal in this paper is to decouple subflows if they
do not traverse a shared bottleneck, so that they can be-
have as regular TCP and achieve their fair share on their
respective bottlenecks. For the subflows sharing a bottleneck,
we maintain MPTCP’s default coupled congestion control,
MPTCP-OLIA, as it was shown to be fair to regular TCP, see
Figure 2(b) and [6]. In order to achieve this, we implement
a practical shared bottleneck detection algorithm for MPTCP.
In the following subsections, we describe the SBD algorithm
and detail the sender and receiver side implementation together
with the signalling procedure.

A. Shared Bottleneck Detection Algorithm

The current Internet is unable to explicitly inform hosts
about which flows share bottlenecks. Instead, they need to infer
this information from packet loss and delay. Since MPTCP
uses packet loss to indicate congestion, it seems to be a natural
choice for bottleneck detection. However, it is relatively rare
signal in a well-operating network (e.g. <3%), and often not
well correlated across flows sharing the bottleneck. Packet
delay provides a frequent, but noisy signal. Packets traversing
a common bottleneck will encounter quite widely varying
bottleneck queue lengths, with this bottleneck induced delay
being further perturbed by every other device along the path.
This along with differing path lags makes it difficult to
correlate the delay of different flows.

Recently, a way of addressing these issues is proposed
using the distribution of packet delay measurements and
grouping flows that have similar statistical characteristics [14],
[15]. Three key summary statistics are used as a basis for
grouping flows that share a common bottleneck and One-Way
Delay (OWD) is used as the base measurement. Although
Round Trip Time (RTT) is easier to measure, it includes
noise introduced by every device on the return path to the
bottleneck delay signal. Therefore, using OWD potentially
removes up to half of the path noise from the delay signal.
Since these statistics are calculated with respect to the mean
OWD, only the relative OWD is required – meaning that
sender and receiver clocks do not need to be synchronised.
Although this mechanism is used with RTP media, we believe
that the algorithm is general enough to apply to MPTCP.

We base our MPTCP-SBD algorithm implementation on the
specification and parametrisation from [15], since it includes
improvements to original algorithm in [14]. The algorithm is
based on three key statistics: skewness, variability, and key
frequency. Skewness is estimated by counting the number of
OWD measurements above and below the previous mean.

Mean Absolute Deviation (MAD) is used to quantify the
variability. A key frequency characteristic is quantified by
counting and normalising the number of times a short-term
mean OWD significantly crosses a longer-term mean OWD.
Thus, it is a measure of the low-frequency oscillation of OWDs
at the bottleneck. We follow [15] calculating these statistics
as:

OWDn =

∑Cn

c=1 OWDc

Cn
(1)

where c identifies a particular OWD measurement over the
interval T , Cn represents n th stored number of OWD mea-
surements in T , the base time interval.

OWD =

∑N
n=1 OWDn

N
(2)

where N is the number of stored base statistics

skew est =
∑N

n=1 skew basen∑N
n=1 Cn

(3)

where

skew basen =

Cn∑

c=1

[
OWDc < OWD

]

−
Cn∑

c=1

[
OWDc > OWD

]
(4)

var est =
∑N

n=1 var basen∑N
n=1 Cn

(5)

where

var basen =

Cn∑

c=1

∣∣OWDc − OWDn−1

∣∣ (6)

freq est =
number of crossings

N
(7)

where number of crossings is a count of OWDn values that
cross OWD by more than pvOWD. Note that base calculations
are made for a number of statistics over each T . The imple-
mentation calculates the statistics incrementally with a cyclic
buffer of N base entries (n = 1 is the most recent).

Flows where Skew est (Eq. (3)), var est (Eq. (5)) and
freq est (Eq. (7)) have similar values (within a certain thresh-
old), are grouped together. Flows that are grouped together are
deemed to be sharing a common bottleneck.

Flows are grouped according to the simple grouping algo-
rithm outlined in [15]. Key to this algorithm’s operation is to
only attempt to group flows that are traversing a bottleneck
(i.e. a congested link), since the summary statistics of flows
not traversing a bottleneck are really only a measure of the
path noise. The algorithm does this by only choosing flows
whose estimate of skewness or high packet loss indicates that
they are traversing a bottleneck.
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B. MPTCP-SBD Implementation

This section presents MPTCP-SBD’s design and integration
into MPTCP. Our system design is depicted in Figure 3 and
has two main components as highlighted in red: (i) shared
bottleneck detection mechanism at the receiver (®) and (ii) dy-
namic congestion control mechanism at the sender (°). For
the signalling between the sender and the receiver, MPTCP
options (¬, ¯) are used. One-way delay computations are
carried out at the receiver (). The implementation is available
for Linux MPTCP v0.89.5 based on kernel v3.14.33.

Referring to Figure 3, the elements are now presented:
¬ MPTCP Timestamp: Since the standard TCP time stamp

option [16] precision is too low in the Linux (v3.14.33) TCP
implementation, we introduced a new MPTCP Time Stamp
(TS) option containing a time stamp with microsecond
precision. It is carried by every data segment leaving the
sender2. The sender fills this field immediately prior to
passing the packet down to the IP layer.

Packet loss is used to supplement skewness at extreme
loads [15]. We reserve a flag in the timestamp option in
order to transmit loss counts incrementally.

 One Way Delay Computation at the Receiver: The relative
OWD is calculated by subtracting the arriving MPTCP TS
from the host’s version of current time. This calculation is
done right after the basic header checksum to avoid extra
delays, introduced by host. These are the input values for
the statistics in Eqs. (3), (5) and (7), which are updated for
the current interval T . The kernel stores the statistics for
the last N intervals. At the end of an interval, the statistics
can be retrieved by the SBD decision mechanism (®).

® SBD Decisions: After every T = 350ms, the SBD mech-
anism runs with OWD statistics collected over the last
N intervals. The result of every SBD run is: i) a list of
non-congested flows, and ii) a list of flows grouped by
common shared bottleneck. We refer to this set of flow
state and groupings as an SBD observation. Every SBD
observation could be sent to the sender directly. However,
we noticed that flows which were first grouped together
can occasionally be separated. This could be due to an

2 [17] was used as reference for the design.

erred SBD grouping decision or a fluctuating bottleneck, i.e.
temporarily congestion abated so there was no bottleneck
for a time. To avoid having the sender reacting to such
transient grouping changes, the mechanism collects 10 ob-
servations and decides that flows share a stable bottleneck if
the majority of the observations are consistent (i.e. the same
observation was made at least 5 times), see Subsection IV-B.
We refer to the result of this observation filter as an SBD
decision. A decision is transmitted to the sender every 3.5 s.

Parts of SBD are implemented in user-space (SBDU) to
aid experimentation3. The parts that are currently imple-
mented in user-space are: Equation 7, grouping and decision
making. All other steps are implemented in the kernel.

¯ SBD Signalling: Grouping information is transmitted in
the form of a vector that maps each flow to a group
identifier. Non-congested flows have a reserved group ID.
This information is conveyed in the ACKs via an MPTCP
option containing the group ID, flow ID, and decision ID.
The flow ID allows a subflow to inform the sender not
only about itself, but also about others in a round-robin
manner. The decision ID allows the sender to detect when
a new complete decision was received. Note that a decision
remains valid until it is updated by the sender.

° Dynamic Coupled Congestion Controller based on SBD:
The sender, using SBD decision feedback, decouples sub-
flows that are in distinct bottlenecks during congestion
avoidance. We develop MPTCP-SBD based on MPTCP’s
default coupled congestion control OLIA. Let F be the set
of all subflows, M ⊆ F the subset of flows with maximum
cwnd, B ⊆ F the subset of flows that are the best subflows
based on interloss probability estimation and cwnd. OLIA
works as follows: When OLIA is called for a subflow
x ∈ F , it considers all F building M and B sets. The cwnd
update for subflow x is calculated based on M and B [11].

The SBD feedback is integrated into OLIA with an
additional initial step. Let S ⊆ F be the subset of flows
that share a bottleneck with subflow x. First the subset
S is built containing all flows that share a bottleneck
with x. Subsequent steps follow OLIA, but using S as

3A pure kernel implementation of SBD is already under testing.



Table I
SBD MECHANISM PARAMETERS, FOLLOWING [15]

T N Thresholds
(ms) c_s c_h p_f p_s p_v p_mad p_d p_l

350 50 -0.01 0.3 0.1 0.1 0.7 0.1 0.1 0.1

the base set instead of F . Moreover, within the subset S,
MPTCP-SBD increases the cwnd of the subflows as for
single path TCP, and it also performs load-balancing among
them, maintaining MPTCP’s design goals 1) and 2). When
computing the cwnd for x, subflows that are in distinct
bottlenecks are not considered, and flow x is decoupled
from them. Further, if it can be inferred from SBD decision
that flow x does not share a bottleneck with other subflows,
Reno is used, making x behave like a regular TCP flow.
Remark 2:
The current implementation does not cater for relative clock

skew in its calculation of the summary statistics. In real-
network experiments, the hosts’ clock skew may affect SBD.
Although the skew is usually not significant over the time
intervals of the mechanism, a separate contribution related to
this will be added to MPTCP-SBD.

IV. EMULATION EXPERIMENTS

We first assessed MPTCP-SBD’s performance on an em-
ulation environment where we have more control and can
revalidate the tests performed by [7] and [13].

A. Measurement Setup

We used the CORE network emulator [18] with MPTCP
for our emulation experiments. We followed the same values
in [7], where for both shared and non-shared bottleneck sce-
narios, the bottlenecks had 20 Mbps capacity and 20 ms RTT.
The droptail bottleneck queue was set to 1 Bandwidth×Delay
Product (BDP), about 35 packets in these tests, which al-
lows for 100% link utilization with a congestion control
that halves its cwnd upon congestion (which MPTCP does
just like TCP Reno) [19], [20]. Linux MPTCP v0.89.5 was
used with socket buffer size recommended by [21], i.e.,
buffer =

∑n
i=1 bandwidthi × RTTmax × 2. To ensure indepen-

dence between runs, cached TCP metrics were cleared after
each run. We focused on congestion avoidance, discarding the
initial connection phase, analyzing 120s of each run.

A synthetic mix of TCP and UDP was generated with
D-ITG [22] as background traffic, creating a more realistic
emulation environment. The TCP traffic was composed of
greedy and rate-limited TCP flows with exponential distributed
mean rates of 150 pps. The UDP traffic was composed of flows
with exponentially distributed mean rates between 50 and
150 pps and Pareto distributed on and exponentially distributed
off times with on/off intervals betwen 1 s and 5 s. Packet sizes
varied with a mean of 1000 Bytes and RTT between 20 and
80 ms. We used similar proportions and traffic characteristics
from [13], [14] to dimension the background traffic.
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Figure 4. Cumulative Distribution of correct SBD observations within
10 observations SBD window. The gray line shows the decision threshold.

B. SBD Decision Threshold

As mentioned in Section III-B, the SBD mechanism gener-
ates one SBD observation every T = 350ms and takes a SBD
decision based on a window of 10 observations (3.5s). The
window size can be adjusted to balance delay and stability of
decision making. For example, a larger window will increase
the delay in reaching a decision, whereas the shorter window
may not be able to effectively eliminate transients in the
observations. We found a window size of 10 to be a good
compromise between these two aspects. A decision is reached
based on a simple threshold, counting how often any two flows
were observed to be on the same bottleneck. In order to show
the effect of the threshold, we ran preliminary experiments.
We define a correct observation such that the SBD arrives
at the expected4 grouping for each case. In other words,
a correct observation indicates that all subflows belong to
the same group for the shared bottleneck scenario, and that
all subflows belong to distinct groups for the non-shared
bottleneck scenario.

Figures 4(a) and 4(b) show both NSB and SB scenarios,
depicting the distribution of correct observations within the
SBD decision windows. For the SB scenario, we observed that
in about 90% of all SBD decision windows, 10/10 observations
in the window correctly grouped the subflows into the same
group, regardless of the number of subflows. Similarly, for the
NSB scenario, we observed that in approximately 45% of all
SBD decision windows, 10/10 observations correctly placed
the subflows into different groups.

The decision threshold tunes the stability of the final SBD
decision. For example, choosing a low threshold favors group-
ing yielding more conservative behavior. We use a decision
threshold such that at least 50% of the observations are
consistent (i.e. the same observation was made at least 5 times)
where in a tie event, we bias toward grouping. We found that
this threshold yields good results in a wide range of scenarios.

Remark 3: Our goal was for the SBD decision to favor
coupling to avoid false decisions of decoupling. Note that for
the non-shared bottleneck case, an incorrect decision means
MPTCP-SBD falling back to MPTCP’s normal behaviour.

4Note that in our experiments, we generated background traffic in order to
create bottlenecks. However, due to the traffic characteristics, the bottleneck
may fluctuate during the experiment. Therefore, what we deem the correct
observation may not reflect the actual link condition in some circumstances.



Table II
SBD Decision ACCURACY IN NSB AND SB SCENARIOS

Scenario 1 Group 2 Groups 3 Groups 4 Groups 5 Groups

NSB-2 0.25 0.75 - - -
NSB-3 0 0.26 0.74 - -
NSB-4 0 0.14 0.15 0.71 -
NSB-5 0 0.02 0.118 0.16 0.702

SB-2 0.97 0.03 - - -
SB-3 0.975 0.018 0.003 - -
SB-4 0.977 0.022 0 0 -
SB-5 0.973 0.024 0.0026 0 0
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Figure 5. MPTCP with and without SBD with 2, 3, 4 and 5 subflows, for
NSB and SB Scenarios with synthetic background traffic. Boxes span the 25th
to 75th percentile, with a notch at the median and whiskers extending to the
lesser of the extreme point or 1.5 times the interquartile range.

C. Results

We assessed the performance of MPTCP-SBD in 5 different
scenarios: 1) non-shared bottleneck, 2) shared bottleneck,
3) shifting bottleneck, 4) Active Queue Management (AQM),
and 5) subflows with different base-RTTs.

1) Non-Shared Bottleneck (NSB): We evaluated the perfor-
mance of MPTCP-SBD in terms of SBD decision accuracy and
throughput gains. The SBD decision accuracy is the percentage
of correct decisions over all decisions in a single experiment,
and, subsequently, the average SBD decision accuracy is
computed over all measurements. In Table II, we present
the average SBD decision accuracy. Our results indicates that
MPTCP-SBD can detect disjoint bottlenecks correctly in 75%
of the cases for 2 subflows and 70% for 5 subflows. In
Figure 5(a), we illustrate the throughput gains MPTCP-SBD
can achieve by decoupling the subflows. We observe that
MPTCP-SBD provides a throughput gain of up to 40% for
the 2 subflows case and more than 100% for the 5 subflows
case compared to MPTCP-OLIA.

2) Shared Bottleneck (SB): Similarly, for the shared bottle-
neck case, we evaluated SBD decision accuracy and MPTCP
throughput. Table II shows that MPTCP-SBD can detect the
shared bottleneck with an average accuracy of 97%. This
results in MPTCP-SBD performing slightly more aggressive
compared to MPTCP-OLIA regardless of the number of sub-
flows (see Figure 5(c)). This aggressiveness is due to the SBD
occasionally separating subflows that we expected to be in the
same bottleneck group. This separation results in flows acting
like independent TCP flows.

3) Shifting Bottleneck: To show how MPTCP-SBD adapts
to shifting bottlenecks, we consider a scenario where MPTCP
subflows share different bottlenecks at different times. This
scenario is illustrated in Figure 6, where we shift the load from
bottleneck 3 (e.g. shared bottleneck) to bottlenecks 1 and 2
(e.g. non-shared bottleneck) and then back to bottleneck 3.
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Figure 6. Shifting Bottleneck
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Figure 7. The average percentage of correct SBD observation within a SBD
decision window in time for the shifting bottleneck scenario.

This way, MPTCP-SBD can detect the transition between non-
shared and shared bottleneck phases. For the shifting bottle-
neck scenario, the bottlenecks are loaded for 30s, alternating
between SB → NSB → SB → NSB → SB. With shifting
bottlenecks we set the bottleneck interval to 30 s rather than
320 s as in [13] to show that our mechanism can cope to detect
the changes even in shorter shifting periods.

Note that SBD needs N × T samples to build estimates
(i.e. the mechanism requires memory to detect a shifting
bottleneck) [15]. Figure 7 illustrates the average percentage
of correct SBD observations within a SBD decision window
versus time. Recall that the SBD decision threshold imposes
that at least 50% of the SBD observations have to be consistent
within one observation window in order to have a decision.
This is shown in Figure 7, where the average percentage of
correct observations are closer to 50% for the SBD decision
windows that come immediately after a bottleneck transition
and this percentage increases in time indicating that SBD
decisions become more reliable and stable.

We define transition delay as the time between the first ex-
pected SBD decision after a bottleneck transition and illustrate
the distribution of the transition delay in Figure 8(a). We
observe that SBD had an average delay of 7 s (i.e. around
2 SBD decisions) to detect a transition. After the transition,
MPTCP-SBD shows on average 90% accuracy in SB and over
60% accuracy in NSB scenarios as depicted in Figure 8(b).

4) Active Queue Management (AQM): This section shows
MPTCP-SBD’s performance when the bottleneck queue policy
is changed from DropTail to Random Early Detection (RED)5.

5Parameters set according to http://www.icir.org/floyd/REDparameters.txt
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Table III
SBD DECISION ACCURACY WITH RED FOR NON-SHARED BOTTLENECK

AND SHARED BOTTLENECK SCENARIOS

Scenario 1 Group 2 Groups 3 Groups 4 Groups 5 Groups

NSB-2 0.321 0.679 - - -
NSB-3 0 0.324 0.675 - -
NSB-4 0.041 0.057 0.267 0.658 -
NSB-5 0 0 0 0.366 0.633

SB-2 0.989 0.010 - - -
SB-3 0.973 0.026 0 - -
SB-4 0.968 0.026 0.053 0 -
SB-5 0.962 0.026 0.016 0 0

RED marks and randomly drops packets when the average
queue occupancy exceeds a certain threshold, i.e., not nec-
essarily only when the queue is saturated. This changes the
statistical characteristics of the OWD measurements, hence,
SBD’s input. Table III depicts that MPTCP-SBD is robust
when the bottleneck queue is RED, for both shared and non-
shared bottleneck scenarios. RED desynchronizes TCP flows
making the bottleneck more stable. In the NSB scenario, we
observe a slight drop in detection accuracy with a higher
number of subflows. This is caused by our conservative
configuration of SBD, which prefers grouping over splitting
and, therefore, intermittently groups any two flows that are
observed as being similar enough. This also means that we
cannot always perfectly detect subflows belonging to distinct
bottlenecks, however, in the NSB with 5 bottlenecks, MPTCP-
SBD has five independent uncoupled flows 63.3% of the cases.

5) Subflows with Different Base-RTTs: So far, we have
assumed that the subflows’s base RTTs are very similar. In
this section, we vary the subflows’ base RTT and evaluate
the performance of MPTCP-SBD. For both, shared and non-
shared bottleneck scenarios, we kept one subflow’s RTT fixed
at 20ms and changed the other subflows’ RTTs. The results
and RTT settings are shown in Table IV.

For the shared bottleneck scenario, we observe that having
different base RTTs slightly reduces the SBD accuracy (when
compared to those with identical base RTTs), especially as the
gap between shortest RTT and longest RTT grows. For the
non-shared bottleneck scenario, the difference in base RTTs
improves detection for NSB with 2 and 3 subflows compared
to the scenario where the subflows have the same baseline
RTT, see Table II. However, NSB with 4 and 5 subflows
keeps similar detection values. This is due to our conservative
configuration of SBD, however, further investigation in real
non-shared bottleneck setups, is object of future work. This is
a very promising result for the non-shared bottleneck scenario
since in the real world the subflows’ base RTTs are expected
to vary due to link and queue perturbations.

V. REAL-NETWORK EXPERIMENTS

The experimental analysis of MPTCP-SBD in real networks
is difficult, since the ground truth for bottlenecks is not known.
We look at the performance of MPTCP-SBD within a topology
constructed over NorNet6 using Virtual Machines (VM) from

6NorNet: https://www.nntb.no.

Table IV
SBD DECISION ACCURACY WITH DIFFERENT RTTS FOR NON-SHARED

BOTTLENECK AND SHARED BOTTLENECK SCENARIOS

Scenario RTTs [ms] 1 Group 2 Groups 3 Groups 4 Groups 5 Groups

NSB-2 20, 40 0.153 0.846 - - -
NSB-3 20, 30, 40 0.014 0.187 0.798 - -
NSB-4 20, 30, 40, 50 0.027 0.055 0.198 0.717 -
NSB-5 20, 30, 40, 50, 60 0.021 0.062 0.092 0.181 0.694

SB-2 20, 40 0.9615 0.0384 - - -
SB-3 20, 30, 40 0.961 0.033 0.055 - -
SB-4 20, 30, 40, 50 0.955 0.044 0 0 -
SB-5 20, 30, 40, 50, 60 0.93 0.061 0.083 0 0

RaspberryPi 

DSL - ISP 
network 

India 

U.K. 

Japan 

ISP-2 network 

ISP-1 network 
Subflow@ISP-1 

USA 

Germany Server DSL Router 

Subflow@ISP-2 

Lab 
network 

Figure 9. Real-network experimental setup

five commercial cloud service providers (2x in Europe, 1x
in North America and 2x in Asia) that are connected via
100 Mbps links. Furthermore, we also used consumer hard-
ware with a RaspberryPi connected to a home DSL provider
whose connection is limited to asymmetric rates of 25 and
50 Mbps for uplink and downlink, respectively. The experi-
mental setup is illustrated in Figure 9. In our experiments, we
evaluated the performance under realistic network conditions
with real-network experiments for shared-bottleneck, non-
shared bottleneck and shifting bottleneck scenarios using the
same parameters as in Section IV .

A. Non-shared Bottleneck

For the NSB scenarios, since the server is well-provisioned,
the DSL provider on the client side would normally become
the bottleneck (see Section V-B). In order to create server-
side bottlenecks, we throttled the server links to 50 Mbps with
netem, and used the dedicated VMs to receive background
traffic from the server: via ISP-1 with an average rate of
40 Mbps, and via ISP-2 with 30 Mbps, resulting in two distinct
and separate server-side bottlenecks of 20 Mbps and 10 Mbps,
respectively. In Figure 9, the bottlenecks are created in the lab
network, before the traffic enters both ISP networks.

For the NSB scenario, we observed a mean SBD accuracy
of about 70%7. We observe that the two links were similar
in terms of RTTs; therefore, NSB accuracy in real networks

7Based on what we expect to be a bottleneck with our experiment,
remembering much of the network is not within our control.

SF1/TCP1    SF2/TCP2    MPTCP/TCP
MPTCP Subflow # / TCP #

 

 

0.6

0.8

1

1.2

Th
ro

ug
hp

ut
 R

at
io

MPTCP−SBD
MPTCP−OLIA

(a) NSB Multi-Homed Server

2              3              4              5
MPTCP with # Subflows / TCP

 

 

0.4
0.6
0.8

1
1.2
1.4
1.6

Th
ro

ug
hp

ut
 R

at
io

MPTCP−OLIASBD
MPTCP−OLIA

(b) SB at DSL connection

Figure 10. Throughput comparison of MPTCP and MPTCP-SBD. Boxes as
in previous figures.
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Figure 11. Mean SBD Observations for a Shifting Bottleneck {60,120} s

(70%) is comparable to the emulations (75%) reported in
Section IV-C1. Furthermore, we observe an average through-
put gain of 20% with MPTCP-SBD compared to MPTCP-
OLIA as illustrated in Figure 10(a). This is lower than the
results presented in Figure 5; the reason is that MPTCP-OLIA
performs just as well as Reno with subflow SF2. Therefore,
MPTCP-SBD can yield an improvement only on SF1, which
reduces the overall benefit of MPTCP-SBD. Under the same
conditions, Reno had approximately 25% more throughput
than MPTCP-OLIA.

B. Shared Bottleneck

For the SB scenario, we used the same setup as above, but
this time, we used the DSL connection as the bottleneck link.
Apart from general background traffic due to it being a real
network, we used the VMs to receive background traffic from
the server via the two ISPs. The VMs in the U.K., Japan and
India received data that were sent via ISP-1 at an average rate
of 40 Mbps, and the VMs in Germany and the USA received
data that were sent via ISP-2 at an average rate of 30 Mbps.

In this scenario the server sent traffic to the client with
2 subflows connected to the server’s ISPs. We observed
a mean SBD accuracy of 91% for two subflow case and
around 85% for the five subflow case. As a result, Fig-
ure 10(b) shows that MPTCP-SBD has similar throughput
values compared to MPTCP-OLIA for the two-subflow case
and slightly more aggressive than MPTCP-OLIA for higher
number of subflows. Compared to the emulation results of SB,
we observed that SBD’s accuracy in real network experiments,
especially for many subflows, is marginally lower, as discussed
in Section IV-C2. We justify this observation by the random
varying nature of real systems compared to the emulation setup
with synthetic background traffic. Also, note that having a
high number of subflows in the network traversing the same
bottleneck is less likely in real setups.

C. Shifting Bottleneck

For the shifting bottleneck scenario, first illustrated in
Section IV-C3, we used the same network (Figure 9), with
the client connected by both, ISP-1 and ISP-2, to the home
DSL. The server is connected to each ISP via a 100 Mbps
connection, whereas the client has asymmetric 25 Mbps in
the uplink and 50 Mbps in the downlink. We create a shifting
bottleneck every 60 s by changing the background traffic on
each ISP from 70 Mbps to 20 Mbps, therefore first creating a
shared bottleneck on the client side (SB) and then creating
distinct bottlenecks on the server side (NSB).

Figure 11 shows that, although dealing with a real-network
setup, the shifting shared bottleneck scenario also performs

satisfactorily in the real network. The SBD accuracy we
observed after the bottleneck transition is similar to that of SB
and NSB scenarios, i.e., about two SBD decisions (7 seconds).

VI. RELATED WORK

Congestion control for multipath transport [23] has evolved
from algorithms behaving like regular TCP to coupled conges-
tion control: Coupled MPTCP [4] applies resource pooling to
shift away traffic to less-congested paths. Then, fully-coupled
MPTCP [1] applies the idea that the total multipath cwnd
increases and decreases in the same way as for TCP. Semi-
coupled congestion control, or linked-increase (LIA) [5], [10]
emerged, because of poor responsiveness and “window flappi-
ness” (oscillatory behavior) of the fully-coupled algorithm. In
semi-coupled congestion control the cwnd increase is coupled,
whereas its decrease is not. MPTCP’s default congestion
control, Optimized Linked Increase Adaptation (OLIA) [6],
[11], improves LIA’s unfriendliness and congestion balance.
A recent proposal, Balanced Link Adaptation (Balia) [7], im-
proves OLIA’s responsiveness. Note that all MPTCP conges-
tion control algorithms are semi-coupled, hence they assume
shared bottlenecks in the multipath connection.

The closest related work to this paper is Dynamic Window
Coupling (DWC) [13] that studies the benefits of shared bot-
tleneck detection in multipath transport. The DWC mechanism
can be summarised as follows. If one of MPTCP’s subflows
has a loss, the flow manager sends an alert to the other flow
controllers. Then, each subflow sets the smoothed RTT back,
“undoing” the effect of the last cwnd/2, and continues to
monitor the smoothed RTT for another cwnd/2. If any of the
smoothed RTTs > RTTth, the subflow is grouped with the
subflow that had a loss. RTTth is calculated in a similar way to
TCP’s smoothed RTT, but based on RTTmax. Correlating loss
events is difficult since not all flows sharing a link will nec-
essarily experience loss during the same congestion episode.
Different paths may also have lags that differ by more than the
cwnd/2 (about RTT /2) that DWC uses for correlation, making
accurate correlation in these scenarios impossible (Note: some
of our experiments in Section IV-C5 have much larger lags).
RTT , even the smoothed RTT DWC uses, is a very noisy
signal. For these and other reasons (see Section III-A) we
took a different approach for MPTCP-SBD. It is difficult to
directly compare our mechanism with DWC as it does not
have a real stack implementation. Therefore, we repeat the
same experiment scenarios to compare both mechanisms under
similar conditions. By running similar experiments to those
in [24, pp 127–130], we observe that our algorithm was able
to detect shared bottlenecks with an accuracy of 97%, while
DWC mentions an accuracy of approximately 75%.

VII. CONCLUSIONS AND FUTURE WORK

In this work, we show the benefits of shared bottleneck
detection for MPTCP. We argue that MPTCP’s coupled con-
gestion control is overly conservative when multiple paths do
not share a bottleneck. With a shared bottleneck detection
algorithm, MPTCP can decouple the subflows’ congestion



window increase and still achieve its 3 main design goals: 1)
improve throughput, 2) do not harm and 3) balance conges-
tion. We designed and implemented MPTCP-SBD, a dynamic
coupled congestion control mechanism for MPTCP that is
aware of shared bottlenecks. We demonstrated the efficiency
of the proposed MPTCP-SBD in a wide range of settings
through extensive emulations, showing significant throughput
gains in non-shared bottleneck scenarios without causing harm
in shared bottlenecks. These results are further confirmed with
real-network experiments.

There are many avenues for future work. One direction is to
consider the robustness of the SBD algorithm against attacks,
where a receiver could manipulate the SBD feedback to gain
an unfair advantage. Therefore, ensuring the feedback mech-
anism deserves further attention. Moreover, we observed that
while MPTCP-SBD tries to detect bottlenecks, all MPTCP’s
coupled congestion controls try to avoid them by shifting
traffic away from congested paths. Also, MPTCP’s lowest-
RTT scheduler can cause subflows that are sharing a common
bottleneck to oscillate in their relative share of the available
bandwidth. These oscillations can make the SBD statistics
noisier, affecting its performance. At the moment, the SBD
algorithm is protocol agnostic. There may be advantages in
tuning it specifically to MPTCP’s congestion control, however,
this could lead to difficulties every time a congestion control
algorithm changes. Another possibility is to improve SBD’s
robustness against oscillations from the link, this could be
explored with more complex grouping algorithms. Finally,
investigating the performance of MPTPC-SBD for different
use-cases is of great interest. One promising use-case is
highlighted in [25] where single-homed devices may be able to
take advantage of multipath protocols. Hosts with dual-stack
IPv4/IPv6 [25] systems may be able to exploit concurrent IPv4
and IPv6 use when both paths are disjoint and the bottleneck
lies in the network. This is an ideal application for MPTCP-
SBD and should be further investigated.
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[11] R. Khalili, N. G. Gast, M. Popović, and J.-Y. L. Boudec, “Opportunistic
Linked-Increases Congestion Control Algorithm for MPTCP,” IETF,
Internet Draft draft-khalili-mptcp-congestion-control-05, Jul. 2014.

[12] A. Walid, Q. Peng, J. Hwang, and S. H. Low, “Balanced Linked
Adaptation Congestion Control Algorithm for MPTCP,” IETF, Internet
Draft draft-walid-mptcp-congestion-control-02, Jan. 2015.

[13] S. Hassayoun, J. Iyengar, and D. Ros, “Dynamic Window Coupling
for Multipath Congestion Control,” in Proceedings of the 19th IEEE
International Conference on Network Protocols (ICNP), 2011, pp. 341–
352, ISBN 978-1-4577-1392-7.

[14] D. A. Hayes, S. Ferlin, and M. Welzl, “Practical Passive Shared
Bottleneck Detection using Shape Summary Statistics,” in Proceedings
of the 39th IEEE Conference on Local Computer Networks (LCN),
Edmonton, Alberta/Canada, Sep. 2014, pp. 150–158.

[15] D. Hayes, S. Ferlin, and M. Welzl, “Shared Bottleneck Detection for
Coupled Congestion Control for RTP Media.” IETF, Internet Draft draft-
ietf-rmcat-sbd-01, Jul. 2015.

[16] V. Jacobson, R. Braden, and D. A. Borman, “TCP Extensions for High
Performance,” IETF, RFC 1323, May 1992, ISSN 2070-1721.

[17] O. Bonaventure, “Multipath TCP Timestamp Option,” IETF, Internet
Draft draft-bonaventure-mptcp-timestamp-01, Jul. 2015.

[18] J. Ahrenholz, “Comparison of CORE Network Emulation Platforms,” in
Military Communications Conference (MILCOM), San Jose, Californi-
a/U.S.A., Oct. 2010, pp. 166–171.

[19] G. Appenzeller, I. Keslassy, and N. McKeown, “Sizing Router Buffers,”
in Proceedings of the ACM SIGCOMM Conference, vol. 34, no. 4. New
York/U.S.A.: ACM Press, Aug. 2004, pp. 281–292, ISSN 0146-4833.

[20] A. Vishwanath, V. Sivaraman, and M. Thottan, “Perspectives on Router
Buffer Sizing: Recent Results and Open Problems,” ACM SIGCOMM
Computer Communication Review (CCR), vol. 39, no. 2, pp. 34–39, Mar.
2009, ISSN 0146-4833.

[21] C. Paasch, “Improving Multipath TCP,” Ph.D. dissertation, Université
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Abstract—Over the past years, TCP has gone through numer-
ous updates to provide performance enhancement under diverse
network conditions. However, with respect to losses, little can be
achieved with legacy TCP detection and recovery mechanisms.
Both fast retransmission and retransmission timeout take at least
one extra round trip time to perform, and this might significantly
impact performance of latency-sensitive applications, especially
in lossy or high delay networks. While forward error correction
(FEC) is not a new initiative in this direction, the majority
of the approaches consider FEC inside the application. In this
paper, we design and implement a framework, where FEC is
integrated within TCP. Our main goal with this design choice is to
enable latency sensitive applications over TCP in high delay and
lossy networks, but remaining application agnostic. We further
incorporate this design into multipath TCP (MPTCP), where
we focus particularly on heterogeneous settings, considering the
fact that TCP recovery mechanisms further escalate head-of-
line blocking in multipath. We evaluate the performance of the
proposed framework and show that such a framework can bring
significant benefits compared to legacy TCP and MPTCP for
latency-sensitive real application traffic, such as video streaming
and web services.

Index Terms—TCP, MPTCP, forward error correction, XOR,
multipath, congestion control, wireless networks

I. INTRODUCTION

THE enormous growth in mobile wireless devices and
mobile traffic led to increased dependency on mobile

infrastructures. Today, mobile operators are expected to deliver
high capacity and reliable networks to meet the demand from
many stakeholders. One approach to increase both reliability
and capacity is to better foster network resources. For example,
smartphones can leverage both cellular and WLAN connec-
tions, or air-to-ground communications can utilise both mobile
satellite terminals and cellular networks. While the number of
use-cases and applications vary and steadily grow, the choices
of transport protocols to address these demands do not evolve
at the same pace, with UDP and TCP being the main options
in the Internet, and, in their original designs, unable to explore
multiple networks simultaneously.

In light of this diversity for network access technologies,
we find multipath TCP (MPTCP). MPTCP maintains ap-
plications unchanged, where subflows running on different
networks are unnoticed by the application. In Figure 1, we
illustrate the smartphone scenario with cellular and WLAN
links. Two main advantages with MPTCP are envisioned:
Capacity aggregation across multiple links and the ability to

Cable Internet 
Core Network 

Transit 
ISP 

Cellular 
Core Network 

Transit 
ISP 

Fig. 1: System Building Blocks: Overview

maintain the connection, if one of the path fails. Capacity
aggregation is, however, quite challenging with heterogeneous
paths, in particular due to delay and loss heterogeneity. This
heterogeneity results in packet reordering, leading to head-of-
line (HoL) blocking, increased out-of-order (OFO) buffer at
the receiver and, ultimately, reduced goodput.

Furthermore, since MPTCP is closely tied to TCP, TCP’s
time-dependent loss recovery can, in turn, also be a bottleneck
for high delay and lossy networks. In TCP, both fast recovery
(FR) and retransmission timeout (RTO), are strictly tied to
round trip time (RTT). Hence, regardless of how the network
capacities grow, the required RTTs recovery remain the same.
For MPTCP, while the scheduler is commonly the place to
improve performance, tackling network heterogeneity, little
can be achieved with legacy TCP loss recovery if, in addition
to delay, the subflows have heterogeneous loss characteristics1.

In this paper, we address TCP’s loss recovery mechanism
in order to improve TCP’s performance in high delay and
lossy networks as well as improve MPTCP’s performance in
heterogeneous settings. The main contributions of this paper
can be summarised as:

1) We integrate forward error correction (FEC) in TCP in
order to provide zero-RTT loss recovery for latency-
sensitive applications. To achieve this, we propose TCP
with dynamic FEC (TCP-dFEC) building on TCP instant
recovery (TCP-IR) [1], [2] that uses XOR-based FEC
within TCP. TCP-dFEC extends TCP-IR in two major
ways: (i) making it fair to regular TCP and (ii) designing
a dynamic FEC mechanism to better cope with changing
channel conditions.

2) We further extend this framework and propose
MPTCP with dynamic FEC (MPTCP-dFEC) where each

1MPTCP’s default recovery mechanism for FR resends a packet on the
same subflows, whereas, for an RTO, it reschedules a packet on the subflows
with space in its congestion window (CWND) and the next lowest RTT.
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TCP subflow runs TCP-dFEC. We follow an intra-
subflow FEC approach, in order to better understand the
interaction of FEC within MPTCP, without considering
its interaction with the scheduler and congestion control
algorithms. The proposed MPTCP-dFEC works seam-
lessly with MPTCP’s connection-level management sig-
nalling without sacrificing resources of good subflow(s)
with FEC for other(s).

3) The proposed TCP-dFEC and MPTCP-dFEC algorithms
are implemented into linux kernel. This enables the pro-
posed framework to be application agnostic and as well
as deployable. Our evaluations show that the proposed
TCP-dFEC and MPTCP-dFEC significantly improve the
completion times for HTTP/2 web traffic, the bitrate for
video streaming with DASH and the frame rate for video
streaming with H.264.

The reminder of this paper is organised as follows: Sec-
tion II motivates our work putting the features provided by
TCP and MPTCP protocols, FEC mechanisms and latency-
sensitive application requirements into perspective. Section III
explains our dynamic FEC (dFEC) algorithm design as well
as the necessary system building blocks to complete its
integration into TCP and MPTCP. Section IV explains our
measurement setup with different application traffics, network
settings and the end-host configuration. Section V presents
the results of proposed algorithms compared to regular TCP
and MPTCP. Section VI puts our work into perspective with
other proposals to integrate FEC into either applications or
into the transport layer. Finally Section VII concludes our
work, hinting to the future directions with dFEC design and
evaluation setups.

II. MOTIVATION AND BACKGROUND

The performance of the Transport Control Protocol (TCP)
over wireless high delay and lossy networks is known to be
suboptimal [3], [4], with one of the main limiting factors
being TCP’s loss recovery time. In such scenarios, it is
often an option to replace TCP by UDP, at the expense of
compromising benefits such as flow and congestion controls.
When MPTCP [5] emerged, enabling simultaneous use of
multiple network paths by a single data-stream, it had to
take operability and deployment into account. This, in return,
made MPTCP closely tied to TCP. Although this integration
brings many benefits, it also comes with challenges that hinder
MPTCP. Particularly, when the underlying network paths are
heterogeneous, MPTCP often underperforms TCP especially
for certain latency-sensitive applications [6], [7].

Next, we will first put MPTCP in perspective with TCP,
also mentioning its performance challenges under certain
network environments. We will then discuss our motivation
for designing a dynamic XOR-based Forward Error Correction
(dFEC) inside TCP, and how this can aid multipath transport
for heterogeneous paths. Finally, we will summarise the ap-
plications chosen for the evaluations and their requirements.

A. Transport Protocols
When TCP and the Internet Protocol (IP) were specified

more than 30 years ago, end-hosts were typically connected

to the Internet via a single network interface, and TCP was
built around the notion of a single connection between them.
Nowadays, the picture has changed with end-hosts having
multiple interfaces, e.g., smartphones accommodate cellular
and WLAN interfaces.

Standard TCP is not able to efficiently explore the multi-
connected infrastructure as it ties applications to source and
destination IP addresses and ports. MPTCP emerged to close
this gap, by allowing the use of multiple network paths for a
single data-stream simultaneously, providing a great potential
for higher application throughput and resilience [8]. Taking op-
erability and deployment into account, MPTCP was designed
to look like regular TCP from the network’s perspective.

Although MPTCP enables better utilisation of network
resources, scenarios with heterogeneity remain a challenge:
Delay and loss heterogeneity result in packet reordering, lead-
ing to Head-Of-Line (HoL) blocking, increased out-of-order
(OFO) buffer and, ultimately, reduced overall throughput,
making MPTCP at times perform worse than TCP [6], [7].

Not only MPTCP-specific elements, e.g., the scheduler, are
critical to enhance multipath performance with heterogene-
ity [7], but also TCP specific elements should be addressed.
For example, TCP’s performance in certain settings, e.g., high
delay or lossy networks, is suboptimal [3], [4]. Focusing on
TCP first, one of the limiting factors is the loss recovery
time, with its legacy loss detection and recovery mechanisms
being strictly tied to time: A Retransmission Timeout (RTO)
after a timer expires, or Fast Retransmission (FR) after three
duplicated acknowledgements (DupACK) arrive from the re-
ceiver2 to detect a loss, and at least one extra RTT for a
retransmission to perform. For multipath, MPTCP subflows
belonging to different technologies with distinct delay and loss
profiles, can have the situation with one of the subflows stalling
the multipath connection [6].

B. Forward Error Correction (FEC)

TCP loss recovery, such as Fast Recovery (FR) and Retrans-
mission Timeout (RTO), is tied to Round Trip Time (RTT).
Thus, regardless of how network capacities grow, the required
time, i.e., path RTTs, to recover from loss remain the same.
Time-based recovery can adversely impact the performance of
latency sensitive applications. One approach to address this is
proposed in TCP-Tail Loss Probe (TLP) [9], where the authors
focused on web latency and packet duplication at the flow’s
tail to avoid RTOs 3.

One common approach to improve reliability in wireless
networks has been the use of FEC. In such a system, block
erasure codes are used to correct errors using redundant
information in the data-stream. For example, in an (n, k)
block erasure code, there are a total of n packets, where k
are source packets and (n − k) are redundant parity packets.
The parity packets are generated in such a way that any k
of the n encoded packets are sufficient to reconstruct the k
source packets. This results in a FEC overhead of m/(k+m).

2The standard value in Linux TCP stacks.
3Also, TCP-RACK [10] is under study to change TCP’s hard-

coded DupACK loss detection threshold.
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For many applications of block erasure codes, encoding and
decoding complexity is the key concern in determining which
codes, i.e., algorithm, to use. Thus, XOR-based codes are very
beneficial, since they use pure XOR operation during coding
computation, making implementation in both hardware and
software more efficient.

There has been also interest to integrate FEC into transport
protocols, such as TCP [9], [1] or QUIC [11]. For example,
TCP-Instant Recovery (TCP-IR) [1], [2] aims to reduce TCP’s
loss recovery to zero-RTT, by applying XOR-based FEC and
injecting encoded packets within TCP, providing N+1 redun-
dancy. However, XOR-based FEC can be disadvantageous if
more than one packet per FEC block is lost. That means,
a fixed-rate FEC implementation (see Figure 2) that always
reserve Congestion Window (CWND) for FEC, as it is the
case in TCP-IR, wastes link capacity if the FEC is not used
for recovery. Furthermore, taking the fact that the average link
loss rate is generally unknown4 and dynamically changing, the
FEC rate has to be dynamically adjusted at run-time.

t 
FEC block, ratio: 1:4 

…	

FEC block, ratio: 1:7 
Fig. 2: XOR-based FEC block size: View from the wire.
Summary: FEC within the transport layer has been pro-

posed, but it has been prohibitively complex inside TCP,
with most of the proposals focusing on application layer
FEC or simulations. TCP-TLP and TCP-IR initiated the work
to reduce TCP’s loss detection and recovery to zero-RTT,
however, both approaches do not respect TCP’s CWND nor
specify adaptiveness for FEC at run-time. In order to support
latency sensitive applications along with the benefits that TCP
provides, there is a strong need for dynamic FEC (dFEC)
adaptation in TCP that also respects the TCP’s CWND.
This should be further propagated to MPTCP, where link
heterogeneity can amplify the problem, especially with links
that are heterogeneous in terms of delay and loss.

C. Latency-Sensitive Application Traffic

Although web traffic still constitutes a large fraction of
today’s Internet [12], video is becoming the most dominant
and bandwidth intensive application. Recent reports [13] show,
e.g., more than 53% of North America’s downstream traffic is
already video streaming. Forecasts [14] also point that Internet
video will continue to grow. Even though web and video differ
in many ways, they are both sensitive to latency. In this paper
we use video and web traffic to assess whether MPTCP with
FEC can be suitable for latency-sensitive applications. The
remainder of this section describes the main characteristics of
the applications and discusses their requirements.

1) HTTP: HTTP/1.1 has now served the Internet for more
than 15 years, being the dominant application protocol for web
requests. However, loading web pages efficiently nowadays is
more resource intensive, with HTTP/1.1 allowing only one
outstanding request per TCP connection, hence, leaving data

4Particularly in wireless, losses can be result of random channel effects,
medium access control schedulers, transitory or standing congestion.

splitting to applications themselves. This has shown very
quickly to lead to self-inflicted congestion, hurting perfor-
mance. For this reason, HTTP/2 if becoming to be de-facto
substitute, addressing such shortcomings.

Instead, HTTP/2 is fully multiplexed, allowing multiple
requests within a single TCP connection, therefore, using a
single connection for parallelism.

Requirements: The quality of user experience when ac-
cessing a website is highly linked to the download completion
time. For example, [15] reports that “an additional 500 ms
to compute (a web search) resulted in a 25% drop in the
number of searches done by users.”. Although the download
completion time may not be the most relevant metric for
modern browsers, as they often start rendering pages before
completion, it is the most suitable metric to use when evalu-
ating transport protocols as it is browser agnostic.

2) Video: Online video can be in form of live streaming or
Video on Demand (VOD), with, in recent years, online video
has been taking a major leap with service providers.

1) Progressive download: Server-based delivery over HTTP
delivers a sufficient amount of the file to the end user
to quickly start the playback, and download of content
happens sequentially. However, it has some shortcom-
ings such as security concerns, absence of monitoring
and quality adjustment and wasted bandwidth for non-
viewed content.

2) RTMP/RTSP: This is content delivery used by spe-
cialised streaming servers, with nearly all live streaming
for in-browser desktop playback. It supports streaming
of live content and, because these are stateful protocols,
the server can detect environment changes and make
transfer speed decisions to improve user experience.

3) Adaptive streaming: This is the most popular video
streaming with benefits of quality switching and ease of
delivery over HTTP. There are three established adap-
tive streaming technologies: Adobe’s HTTP Dynamic
Streaming (HDS), Apple’s HTTP Live Streaming (HLS),
Microsoft’s Smooth Streaming and the specification
from MPEG standards body, MPEG-DASH.

Currently, three key technologies fill all segments of online
video delivery: Progressive download, i.e., HTTP streaming
over TCP, Real Time Messaging Protocol (RTMP) or Real
Time Streaming Protocol (RTSP), i.e., chunk-based streaming
and, finally, adaptive streaming majorly by Dynamic Adaptive
Streaming over HTTP (DASH). These three models are tech-
nically different, but they are equally popular based on the
nature of their end use, e.g., mobile or Internet streaming.

Requirements: Latency requirements we considered for a
good user experience when considering: (i) adaptive HTTP-
DASH is the average bitrate and (ii) non-adaptive H.264 is
the average fully received frames.

Finally, in addition to HTTP and video, we also include bulk
in the evaluation, the most common application with MPTCP.

III. SYSTEM DESIGN AND IMPLEMENTATION

We illustrate different proposals to integrate FEC within
transport protocols in Table IV. We observe that the majority
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MPTCP 
standard socket API 
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Kind Length 
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0                8               16                     24             32 
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standard socket API 
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TCPn 
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TCPn TCP1 
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TCP1 
send recv 

Flags Recv. FEC 
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0                8               16                     24             32 

Flags Range 

Range 

FEC block 
Fig. 3: System Overview: During TCP’s three-way handshake, the FEC option is negotiated between sender and receiver.
Right after it, shown by À, the sender includes the FEC option in all subsequent packets of the same connection to be able
to discern encoded from non-encoded packets. In Á, one FEC packet that encodes a certain number of preceding unencoded
packets is sent from the sender to the receiver, on the link it is the last packet in what we call a FEC block, see Figure 2.

of these proposals opt for an application layer approach,
simplifying deployability at the expense of implementation
complexity and maintenance. However, by doing so, they
compromise a generic application agnostic scheme as well
as sacrifice the benefits of kernel space operations such as
high granularity about the connection state, e.g., RTT, flow and
congestion controls. Also, some of the proposals use MPTCP
solely as a multipath protocol, not taking the underlying
subflows’ characteristics directly into account inside FEC.

In this paper, we opt for a pure transport layer XOR-based
FEC within TCP to aid MPTCP with heterogeneous networks.
Our goal with this design choice is to provide a clearer
interface to MPTCP to manage FEC on each of its subflows
independently. This is particularly relevant in the presence of
heterogeneity, where MPTCP subflows have different delay
and loss rates. In other words, we aim at not sacrificing
capacity with FEC on low loss subflow, while avoiding HoL-
blocking, due to FEC sent on a path with higher delay.

We illustrate the system building blocks in Figure 3. During
TCP’s three-way handshake, the FEC option is negotiated
between both end-hosts. Afterwards, as depicted in both À
and Á, the sender include the FEC option in all subsequents
packets, marked inside the Flags field, allowing the receiver
to distinguish between encoded and non-encoded packets.
Likewise, the receiver keeps the same format, signalling inside
the Flags field, whether FEC failed to recover or not. As one
can see, FEC signalling takes place entirely in the TCP-level at
this stage, which raises questions related to deployment, e.g.,
if FEC options are removed or not successfully negotiated. In
this case, the connection is terminated as stated in [1].

In the remainder of this section, we explain in detail how
we departed from TCP-IR towards dynamic FEC (dFEC) and
how it is finally integrated into MPTCP.

A. FEC within TCP

Both TCP-TLP and TCP-IR approaches duplicate data at a
fixed rate, not respecting TCP’s CWND, even though TCP-
IR integrates FEC into the congestion control [1]. Also, both

focus on web latency, although other latency-sensitive applica-
tions can profit from such a mechanism, e.g., video streaming.
However, these applications have a different behaviour, e.g.,
application-limited, bursty or greedy traffic, and must be also
taken into evaluation for a generic FEC scheme. Hence, our
proposed TCP dynamic FEC (dFEC), similar to TCP-IR,
chooses a XOR-based FEC scheme due to its low compu-
tational overhead and implementation simplicity. However,
TCP-dFEC extends TCP-IR framework in two major ways: (i)
respect CWND and (ii) Dynamic FEC adaptation. TCP-dFEC
aims at being fully compatible to TCP’s congestion control,
application agnostic, adjusting FEC dynamically at run-time.
By adopting a XOR-based FEC, we send FEC systematically
every X TCP segments, see Figure 2.

We argue that a pure transport layer FEC implementation
is necessary mainly due to two factors: First, due to TCP’s
small CWNDs in very lossy environments, FEC segments may
not be guaranteed every RTTs at times, depending mostly
on the FEC adaption rate. Hence, a dynamic FEC is strictly
necessary, see Part III-B. Second, and a particular corner-case:
When FEC ratio=10 and packet number #7 within this block
is lost, the receiver will send DupACKs back, as it is expected
with TCP, telling the sender that #7 is missing, triggering
a Fast-Retransmission (FR) after three DupACKS5, whereas,
meanwhile, the FEC belonging to this block could have arrived
and recovered #7. As a rule of thumb, in our implementation,
the DupACK threshold should be changed to the current
FEC block size to avoid early retransmissions6.

B. The dynamic FEC (TCP-dFEC) algorithm

The sender requires three feedback information to account
FEC in TCP’s congestion control: (1) FEC that successfully
recovered data, (2) FEC that failed recovering data and (3)

5This TCP’s default behaviour to recover before the timer expires. There
is however controversy, whether the DupACK threshold should be hard-coded
as it is set to 3 in Linux-TCP stacks [16] and TCP-RACK [10].

6Note that when TCP triggers a FR, the CWND is reduced, e.g., CWND/2
with a Reno-based congestion control over one RTT, according to TCP’s
Proportional Rate Reduction (PRR).
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FEC acknowledgements. The proposed TCP-dFEC, depicted
in Figure 3, although using the same FEC scheme as TCP-IR
due to its low overhead and simplicity, it extends it in two
major ways:

(i) Respect CWND: The sender tracks FEC packets in order
to determine whether they successfully recovered data at the
receiver or not. If more than one packet is lost within a block,
FEC will then fail. If FEC is successful, then XOR-based FEC
provides single loss recovery avoiding retransmissions. This,
in turn, provides zero-RTT loss recovery.

In TCP-IR, both successful and failed FECs are used in the
feedback, and integrated into the congestion control. However,
it is not clear whether single losses in TCP should be treated
in the same way by the congestion control [3] in all settings.
Hence, in our design, the sender accounts for FEC in the
congestion control, i.e., reducing the CWND7, only if FEC is
lost or fails. Similarly, acknowledged FEC triggers a CWND
increase in congestion avoidance. Furthermore, TCP-dFEC
only sends FEC if the CWND has space, remaining compliant
to TCP’s congestion control. There is, however, an obvious
trade-off between the FEC block size, probability of multiple
losses within a block and, hence, the chance of FEC to fail.

(ii) Adjust FEC ratio: TCP Dynamic FEC (TCP-dFEC):
TCP-IR addresses many beneficial aspects of FEC within
TCP, however, they do not specify a ratio between TCP
and FEC segments, but rather use a hard-coded approach
by sending a FEC packet every 0.25 RTT. We introduce the
ability to set after how many TCP segments FEC should be
sent, e.g., ratio=4 means that after 4 TCP segments 1 FEC
is generated. However, FEC should adapt to link changes
and be application agnostic. TCP-dFEC’s adaptivity is based
on steering residual losses, with residual loss being packets
that need retransmission due FEC failing to recover, hence,
triggering TCP’s default loss detection and recovery behaviour
tied to RTT. Over a period T, as the fraction of retransmitted
to first-time transmitted packets. Then, the average residual
losses over N periods is taken and compared against a target
residual loss rate: If the average link loss rate is higher than the
target, the FEC ratio is reduced, otherwise, increased. Then,
the algorithm can update the FEC ratio, following the target,
with a correction rate δ. The residual loss is computed as:

Residuali =
Retransmit

Total −Retransmit (1)

where i identifies a particular Residual Loss measurement over
interval T , taken from Total and Retransmitted packets. The
average residual loss is then computed as:

Residual =
∑N

n=1 Residualn
N

(2)

7With a FR, the CWND is reduced, e.g., CWND/2 with a Reno-based
congestion control over one RTT, according to TCP’s Proportional Rate
Reduction (PRR).

where N is the average Residual Loss period, where target
and δ are configurable, and determine the tolerance to FEC
recovery fail and correction rate, respectively:

if Residual > target then
ratio’ = ratio× (1− δ)

else
ratio’ = ratio× (1 + δ)

end if

(3)

We choose T = 3 RTTs as a minimal period during which we
can capture how TCP recovers with loss: If during one RTT
a loss occurs, retransmissions will be performed during the
second RTT and, possibly, concluded during the third.

With a start FEC ratio=9, N = 2 and δ = 0.33, the algorithm
includes one FEC in TCP’s Initial Window (IW), updating
FEC in short N intervals at δ rate. On low-loss links, we
expect FEC block to grow quickly reducing overhead, while on
high-loss links FEC block will oscillate between low values8.
Note that we restrict the ratio to be not smaller than 4, which
corresponds to a maximum overhead of 20%. We also enforce
an upper bound of 256, hence, limiting the amount of buffering
at the receiver. Both values can be, however, set by the user.

The TCP-dFEC’s adaptation rate depends on RTT, i.e., the
adaptation rate is slower in connections with higher RTT.
For short flows, this might be suboptimal, and, as a remedy,
end-hosts could cache the FEC ratio per connection or per
interface, just like TCP does with ssthresh9.

In Figures 4, 5 and 6 we show preliminary TCP-dFEC
results run in the setup described in Section IV. Figure 4
shows the first 10 s of a TCP bulk transfer with 25 ms RTT
and how the FEC-ratio changes over time for different applied
link losses. Figure 5 shows TCP-dFEC with different tolerance
values, which indicate the FEC fail occurrences (%) before
the FEC ratio is changed. There, we show tolerance values
between 0.2, 0.5, 1, 2 and 3% with a fixed δ, with δ being the
correction rate for the FEC ratio in the upcoming RTT, i.e.,
the lower the value the milder the correction. One can observe
that tighter tolerance values up to 1%, although mild, yield in
general better results, regardless of the RTT or link loss rates.
Figure 6 shows preliminary results keeping tolerance fixed at
1%, but varying δ between 25, 33, 50 and 75%.
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Fig. 4: TCP-dFEC: 10 s of a TCP bulk transfer with
RTT 25ms and loss between 0, 1, 2, 3 or 5%, see ® in
Section III-A.

Finally, we also consider fairness against regular TCP in the
bottleneck, because of how dFEC is implemented into TCP’s

8We evaluated the algorithm with several N and δ, e.g., δ = 25% and
50%, where δ = 33% yield best results.

9As a rule of thumb: FEC should be approximately twice the amount of
the average link loss: 2% FEC for 1 to 2% random loss.
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Fig. 5: TCP-dFEC vs TCP: Varying the tolerance between 0.2, 0.5, 1, 2 and 3% with fixed δ = 33%.
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Fig. 6: TCP-dFEC vs TCP: Varying δ between 25, 33, 50 and 75% with fixed tolerance = 1%.

congestion control might be interpreted as "loss masking" by
QUIC [11]. In Figure 7, we show that TCP-dFEC does not
introduce additional losses on a concurrent TCP flow.
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Fig. 7: TCP-dFEC to TCP Fairness: Loss amount variation
with injected losses between 0, 1, 2, 3 or 5% and RTT between
25, 100 and 400 ms. To stress the experiment, we added
another three concurrent TCP bulk flows to the bottleneck,
and the loss amount ratio was again bound between 0.95 and
1.1, regardless of the injected loss % and the FEC block sizes.
Remember that values less than 1 are in favour of TCP-dFEC.
We relate these results to the FEC algorithm congestion control
management in Section III-A, part ¬.

C. Dynamic FEC and MPTCP

To finally achieve our goal to integrate dynamic FEC into
MPTCP, the XORed packets on the TCP level, i.e., subflow
level, need to be mapped onto MPTCP’s connection level sig-
nalling and management. In MPTCP, data is multiplexed on all
subflows belonging to the same MPTCP connection according
to mainly the scheduler, but also the couple congestion control,
e.g., via load balancing, however, at the receiver, data on the
different subflows need to be reconstructed in the MPTCP
level, before the application can read it. This is achieved
through MPTCP’s Data Sequence Signal (DSS), which in a
non-FEC connection, normally maps subflow data directly to
connection-level window. Therefore, in a FEC connection,

relevant parts of the DSS option had to be also XORed so
that the receiver can reconstruct the data and packet are not
dropped on the MPTCP level for this reason.

Summary: This section presented dFEC, a dynamic FEC
for TCP, which is application agnostic and adapts FEC dynam-
ically according to the network condition. We also described
how the algorithm extends TCP-IR and integrates into MPTCP
to aid multipath transport with heterogeneous networks.

IV. MEASUREMENT SETUP

Throughout this section, we explain our experiment setup,
with the respective network settings and the applications.

A. Experiment Setup

We use CORE network emulator [17], which enables the
use of real protocols and applications with emulated network
links, making the evaluation easy to control and replicate. We
use the MPTCP v0.90 Linux kernel implementation, so this
setup also allowed us to use most of the features10. We use
the default options of MPTCP, including e.g. receive buffer
optimisation, and the socket buffer size adjustment to improve
MPTCP’s aggregation as suggested in [18]. To guarantee in-
dependence between experiments, we flushed all TCP-related
cached metrics after each run. The network characteristics are
shown in Table I and the topology is illustrated in Figure 8.

TABLE I: Emulation Network Characteristics.

WLAN 3G/4G Satellite

Capacity [Mbps] 20 5 – 10 0.5 – 1.5
End-to-end delay [ms] 20 – 30 50 – 85 250 – 500
Loss [%] 0 – 5 0 5 – 10

To create a more realistic emulation environment, the exper-
iments are run with background traffic modelled as a synthetic
mix of TCP and UDP generated with D-ITG [19]. The TCP

10Linux MPTCP: http://www.multipath-tcp.org
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traffic is composed of greedy and rate-limited TCP flows
with exponential distributed mean rates of 150 pps. The UDP
traffic was composed of flows with exponentially distributed
mean rates varying between 395 and 995 pps and Pareto
distributed on and exponentially distributed off times with
on/off intervals between 1 s and 5 s. Packet sizes varied with
a mean of 1000 Bytes and RTT between 10 and 100 ms. Note
that, Bottlenecks 1 and 2 have different capacities and the UDP
background load was adjusted accordingly. Also, for the video
experiments with both H.264 and DASH, since both video
files are encoded at 3.4 Mibps and maximum of 4 Mibps, we
also increased the UDP background traffic load to keep the
congestion levels comparable to the other experiments.

Bottleneck 1 (B1) 
__ random loss [%] 

__ delay [ms] 
Bottleneck 2 (B2) 

MPTCP 
Server 

MPTCP 
Client 

Server 1 

Server 2 

Client 1 

Client 2 

Fig. 8: Non-shared bottleneck emulation scenario

B. Applications

We perform experiments in a static scenario evaluating bulk,
adaptive video with HTTP-DASH, non-adaptive video with
H.264 and ffmpeg and web traffic via HTTP/2 with real
application traffic, see Table II.

For adaptive HTTP-DASH video, we use an emulated
DASH-video player called AStream11 set to its basic adapta-
tion algorithm that simply selects a bitrate one level lower than
the current bandwidth, transmitting three minutes of the Big
Buck Bunny video, segmented in 4 s chucks at maximum
4 Mibps bitrate. For the non-adaptive H.264 streaming, we
use ffmpeg12 with one minute of the Big Buck Bunny video
H.264 encoded at 3.4 MiBps with 25 Frames Per Second
(FPS). For the HTTP/2 experiments, Table II shows the
websites with their corresponding number of objects and sizes
in KiByte, where these are downloaded using a combination
of different tools, such as nghttp2.

TABLE II: Web Traffic Generation.

Domain name Objects Size of Objects

http://www.google.com 6 1,080 KiB
http://www.youtube.com 26 3,204 KiB
http://www.espn.go.com 111 6,072 KiB

C. Experiment Configuration

To emulate a multipath scenario in the topology shown in
Figure 8, we select a list of different path Bandwidth-Delay
Products (BDP) and loss rates, mimicking different networks,
such as cellular, WLAN and satellite. Following the settings

11https://github.com/pari685/AStream
12https://ffmpeg.org/ffplay.htm

from Table III, we keep B1’s RTT fixed at 25 ms, varying the
loss rate between 0, 1, 2, 3 and 5%, while, in B2, only the
RTT is changed to 25, 100 and 400 ms13. Hence, the scenarios
under evaluation can be read as: 1) Loss heterogeneity, e.g.,
B1’s RTT is 25 ms but loss rate > 0% relative to B2 and 2) loss
and RTT heterogeneity when B1’s loss rate > 0% and B2’s
RTT > 25 ms, e.g., B1’s RTT is 25 ms and loss rate 1, 2, 3 or
5% and B2’s RTT is 100 or 400 ms. A more comprehensive
summary is shown in Table III.

Summary: Our goal is to gain more insight in the feasibility
of XOR-based FEC in the transport layer by stressing the
implementation with different settings, for both TCP and
MPTCP, while keeping the solution application agnostic.

V. EVALUATION AND DISCUSSION

This section is dedicated to present our results from the
implementation described in Section III with all settings from
Section IV, starting with TCP and following with MPTCP.

A. Dynamic FEC and TCP

We first evaluate the performance of TCP-dFEC compared
to regular TCP with bulk, HTTP-DASH, H.264 and HTTP/2.

Bulk: Figure 9(a) shows the goodput performance and
FEC overhead of TCP-dFEC with bulk transfer. The left-
hand side figure presents the goodput to regular TCP for 25,
100 and 400 ms, while the right-hand side figure shows the
FEC overhead (%). One can see that regardless of the RTTs,
adjusting FEC dynamically to the link characteristics brings a
clear benefit of up to 50% at times. The benefit is lower with
25 ms, because the price, i.e., the time, for a retransmission
to perform is much lower compared to a link with a 400 ms
RTT. We observe a small FEC overhead (%) with low link
losses, increasing with the average link losses. With 0%, the
FEC overhead is about 1% for 25 and 100 ms and 3.5% for
400 ms, whereas it reaches up to 9% with 5% link loss. Since
TCP-dFEC adapts the FEC-ratio with the feedback from the
receiver, the FEC overhead for 25, 100 and 400 ms scenarios
is, hence, also distinct with same average link loss rates.

HTTP-DASH: Figure 9(b) shows TCP-dFEC with HTTP-
DASH, with the left-hand side figure presenting the bitrate
ratio to regular TCP for 25, 100 and 400 ms and the right-hand
side figure illustrating the FEC overhead (%). Here, adjusting
FEC according to the link characteristics brings less benefit
compared to bulk, with approximately 15%. With 100 and
400 ms, TCP-dFEC can achieve up to 30% higher bitrate. We

TABLE III: Bottleneck link capacity (B1 and B2), RTT and
average link loss (%), see Figure 8.

Capacity
B1 and B2 [Mibps]

RTT
B1 and B2 [ms]

Loss
B1 and B2 [%]

25 and 25
20 and 10 25 and 100 0, 1, 2, 3, 5 and 0

25 and 400

13Although there is evidence that LTE networks maintain buffer sizes
larger than the path’s BDP, associated to the effect known as bufferbloat [20],
we adjusted the buffers to be the value of one BDP in our experiments.
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also note that the FEC overhead shows a different trend, with
higher overhead for 25 ms compared to both 100 and 400 ms
RTT experiments.

H.264 Figures 9(c) shows TCP with H.264, with the left-
hand side figure presenting fully received frames ratio to
regular TCP for 25, 100 and 400 ms and the right-hand side
figure depicts the FEC overhead (%). One can see that TCP-
FEC brings benefit, although more variable: A constant benefit
of ca. 20% with 25 ms, and a larger benefit of up to 40% with
100 and 400 ms.

HTTP/2: Figure 10 shows TCP with HTTP/2 and different
websites sizes, see Table II, with the left-hand side figures
showing the completion time ratio to regular TCP and the
right-hand side figures depicting the FEC overhead (%). One
can see that TCP-FEC brings a clear benefit as the link
gets lossier for Google and YouTube website sizes. The
experiments with loss rates of 0% show little benefit and a
relatively high FEC overhead with ca. 5 to 6% for 25 ms
with Google. This is due to the FEC dynamic ratio starting
with 1 FEC each 9 non-FEC packets, i.e., we can send 1
FEC packet within TCP’s IW. Since the Google’s website is
relatively small, finishing within few RTTs, dFEC does not
have the time to reduce the overhead. However, with all other
RTTs, loss scenarios and website sizes, the dynamic FEC-ratio
can bring a completion time reduction of more than 30% with
YouTube and a constant 20% benefit with ESPN.

B. Dynamic FEC and MPTCP
In this section we first explain how dynamic FEC can be

beneficial in a multipath scenarios with heterogeneous links
for bulk transfers. To emulate these links we use the topology
shown in Figure 8, applying the configuration for B1 and B2
as shown in Table III. Next we present the results for bulk,
HTTP-DASH, H.264 and HTTP/2.

Bulk: Figure 11(a) shows MPTCP-dFEC’s goodput com-
pared to MPTCP, with B2’s RTT varying between 25, 100 and
400 ms and B1’s loss rate between 0, 1, 2, 3 and 5%. One
can see that regardless of the RTTs and loss rates, MPTCP-
dFEC brings a benefit of up to 20% as the link gets lossier.
Figures 11(c) and 11(e) show per subflow FEC overhead for
B1 and B2, respectively. One can see that there is a consistent
higher utilisation of the B1 subflow compared to non-FEC
subflows, the gains are up to 40% across all RTTs and
loss rates. Note that B1’s settings emulate the WLAN path,
meaning that, MPTCP-dFEC better utilises the lossy WLAN
subflow compared to regular MPTCP, shifting traffic away
from the higher delay and commonly paid cellular B2 subflow.
Finally, Figures 11(c) and 11(e) depict the FEC overhead for
B1 and B2. One can see that the FEC overhead in Figure 11(e)
for 400 ms is high due to dynamic FEC adjustment based on
the response from the receiver. Although this is an optimisation
aspect of dFEC, one can see from Figure 11(d) that FEC was
not sent in vain, improving B2’s utilisation up to 20% with
100 ms RTT, but reduced to ca. 10% with 400 ms.

Following the same setup for the experiments, we now
comment on HTTP-DASH, H.264 and HTTP/2:

HTTP-DASH: Figure 12 illustrates MPTCP-dFEC’s perfor-
mance compared to regular MPTCP with HTTP-DASH. The
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Fig. 12: MPTCP-dFEC for HTTP-DASH: Background traf-
fic with losses 0, 1, 2, 3 or 5% in B1 and RTT 25, 100 and
400 ms in B2 , see Table III. 3min. of 4s segmented Big
Buck Bunny with max. 4 Mibps. Average bitrate (MPTCP-
FEC/TCP) and FEC Overhead.
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Fig. 13: MPTCP-dFEC for H.264 streaming: Background
traffic with losses 0, 1, 2, 3 or 5% in B1 and RTT 25, 100
and 400 ms in B2, see Table III. 1min. of Big Buck Bunny
encoded at 3,4 Mibps. Goodput (MPTCP-FEC/MPTCP) and
FEC Overhead.

left-hand side figure presents the bitrate for B1’s RTT 25,
100 and 400 ms and B2’s link loss rates and the right-hand
side figure shows the FEC overhead. Here, adjusting the FEC-
ratio brings mostly a steady benefit of approximately 20%, in
particular with 100 and 400 ms.

H.264: Figures 13 illustrates MPTCP-dFEC’s performance
compared to regular MPTCP with H.264, where the left-hand
side figure shows the ratio of number of full frames, i.e., I, P
and B, and the right-hand side figure shows the FEC overhead.
One can see that FEC brings a smaller benefit compared to
bulk or HTTP-DASH, but constant of ca. 10 to 20% regardless
of the RTT in B2 and the link loss rates B1.

HTTP/2: Finally, Figure 14 illustrates MPTCP-dFEC’s
performance compared to MPTCP with HTTP/2 for the web-
sites from Table II. The the left-hand side figures show the
completion time ratio and the right-hand side figures the FEC
overhead. One can see that FEC brings a clear benefit. The
experiments with loss rates of 0% show less benefit and a
relatively high FEC overhead of up to 5%. This is due to
the FEC dynamic ratio starting a 10% rate in TCP’s IW. For
Google, finishing within few RTTs, dFEC does not have the
necessary time, i.e., RTTs, to reduce the overhead. However,
with all other RTTs for B2, link losses for B1 and website
sizes, dFEC can bring a benefit of more than 40% with
YouTube and a constant 20% benefit with ESPN.

C. Dynamic FEC and System Performance

In this section, we analyse how dFEC affects the end-host
in terms of memory usage. We take, as a measure, data being
queued in the Out-Of-Order (OFO) queue, waiting for missing
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(a) Bulk: Goodput (TCP-dFEC/TCP) and FEC
Overhead
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(b) MPEG-DASH: 3min. of 4s segmented Big
Buck Bunny with max. 4 Mibps: Average bitrate
(TCP-dFEC/TCP) and FEC Overhead.
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(c) H.264: 1min. of Big Buck Bunny encoded
at 3,4 Mibps: Average dropped frame (TCP-
dFEC/TCP) and FEC Overhead.

Fig. 9: TCP-dFEC for Bulk, MPEG-DASH and H.264: Background traffic with losses between 0, 1, 2, 3 or 5% and RTT
between 25, 100 and 400 ms, see Table III.
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(a) Google
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(b) YouTube
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(c) ESPN
Fig. 10: TCP-dFEC for HTTP/2: Completion Time (TCP-dFEC/TCP) and FEC Overhead with background traffic: Losses
between 0, 1, 2, 3 or 5% and RTT between 25, 100 and 400 ms, see Table III.
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(b) B1 utilisation
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(c) B1 FEC overhead
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(d) B2 utilisation
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(e) B2 FEC overhead
Fig. 11: MPTCP-dFEC for Bulk transfer: MPTCP Goodput, Subflow B1 and B2 utilisation and FEC overhead.
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(a) Google, OLIA
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(b) YouTube, OLIA
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(c) ESPN, OLIA

Fig. 14: MPTCP-dFEC for HTTP/2: Completion Time (MPTCP-FEC/MPTCP) and FEC Overhead with background traffic:
losses between 0, 1, 2, 3 and 5% in B1 and RTT between 25, 100 and 400 ms in B2, see Table III.
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packets to be in-order delivered to either MPTCP-level or to
the application. We performed tests with bulk and measured
all changes in the Out-Of-Order (OFO) queue sizes on both
subflows and on the MPTCP level. Figure 15 shows the OFO
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(a) 25 ms
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(b) 100 ms
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(c) 400 ms
Fig. 15: MPTCP-dFEC: End-host average OFO queue size
on the subflow level: MPTCP level

queue sizes for 25, 100 and 400 ms RTTs. One can observe
that dynamic FEC does not improve MPTCP’s OFO queue
occupancy when the subflows are homogeneous in terms of
RTTs, see Figure 15(a), and it even worsen the scenario with
heterogeneous RTTs, see Figures 15(b) and 15(c). To better
understand this, we looked under MPTCP, into the subflows:
Figure 16 shows the OFO queue size for the subflow on
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(a) 25 ms
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(b) 100 ms
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(c) 400 ms
Fig. 16: MPTCP-dFEC: End-host average OFO queue size
on the subflow level: Subflow 1
B1, see Table III, hence the subflow with only the average
loss rate changed. Here, one can hardly see a difference
compared to regular MPTCP. In Figures ??, however, the OFO
queue occupation of the subflow on B2 is considerably lower
compared to default MPTCP. We explain this by showing
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(a) 25 ms
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(c) 400 ms
Fig. 17: MPTCP-dFEC: End-host average OFO queue size
on the subflow level: Subflow 2

the effect of dynamic FEC into default MPTCP’s congestion
control and scheduler algorithms: The subflow on B1 is the
lossier subflow compared to the subflow on B2, where we only
vary its RTT between 25, 100 and 400 ms. dFEC improves
the utilisation on subflow on B1 on average by 15% meaning
that the average multipath rate is increased on B1’s subflow.
In such case, MPTCP’s couple congestion control exposes
a larger CWND for the min-RTT scheduler, which, in turn,
prefers B1’s subflow over B2, due to its minimum RTT
scheduling policy.

Hence, while dynamic FEC increases the average utilisation
on the lossy B1 subflow by shifting traffic from B2’s subflow
and, consequently, increases the overall multipath throughput,
it cannot guarantee improvements in the system resource’s
utilisation. At this stage, a tighter integration between FEC
and MPTCP’s scheduler and congestion control algorithms is
required to minimise the impact on the receiver. This will be
considered as part of our future research.

VI. RELATED WORK

This section is divided in two parts: VI-A comments on
TCP and MPTCP over wireless networks and VI-B comments
on FEC strategies within the transport layer. Finally, Table IV
summarises the key aspects of the systems in VI-B.

A. TCP and MPTCP over Wireless Networks

In its initial design, TCP was not meant to operate in
wireless environments with links that often face random effects
and, depending on the congestion control, make TCP drasti-
cally reduce its sending rate; having a long-term detrimental
impact [21], [22], [23], [24], [25], [26], [27]. For example,
TCP’s Additive Increase and Multiplicative Decrease (AIMD)
mechanism reduces its sending rate by 50% over one Round-
Trip-Time (RTT)14 and, increase, roughly, one packet per RTT.

Hence, TCP’s performance over wireless networks, such as
cellular or satellite, is suboptimal [3], [4], where one of the
main limiting factors is the necessary recovery time. Besides
many ratifications, TCP’s legacy loss detection and recovery
mechanisms remained mostly unchanged and tied to time:
An Retransmission Timeout (RTO) is applied after a timer
expires, or a Fast Retransmission (FR) is performed after
three duplicated acknowledgements (DupACK) arrive from the
receiver to detect a loss, and a retransmission requires at least
one extra RTT to perform. Hence, in such scenarios, TCP is
often combined with FEC, where there has been interest in
the interplay of FEC and TCP with more recent initiatives
being TCP-Tail Loss Probe (TLP) [9], TCP-Instant Recovery
(IR) [1] or QUIC [11].

More recently, Multipath TCP (MPTCP) emerged to address
the necessity of exploiting network resources with multi-
connected devices, e.g., smartphones via WLAN and cellular
networks [18], IPv4 and IPv6 addresses [28] and mobility
resilience support [29], [30], [31]. However, having to remain
deployable and operable in today’s Internet, required MPTCP
to be built on top of regular TCP [32], [5].

MPTCP started off by focusing on bandwidth aggregation
in scenarios with homogeneous network paths [33], [32],
e.g., data center networks. However, there was an increasing
interest to explore MPTCP capabilities with applications that
have tighter Quality Of Service (QoS) requirements, such as
web traffic and video streaming, in mobile wireless Internet.
These scenarios showed to be more critical, especially when
the underlying network paths are heterogeneous in terms of
delay and loss rate [34], [7], [6].

14With a Fast Retransmission (FR), the rate is halved, according to TCP’s
Proportional Rate Reduction (PRR).
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B. Forward Error Correction (FEC)

FEC is commonly used to improve reliability, with an active
interest to integrate it into the transport layer [9], [1], [11].
However, this has been prohibitively complex, with most of the
proposals focusing on system simulations. Here we comment
on the closest and most recent proposals:

MPLOT [35], is a new transport protocol built in ns-2
to exploit multipath diversity with erasure codes. The paper,
however, does not mention transport protocol-related details,
e.g., congestion control and signalling. MPLOT focus solely
on bandwidth aggregation aspects in both homogeneous and
heterogeneous settings with delay and loss rates, comparing
its approach against regular TCP. For homogeneous scenarios
MPLOT shows gains of over 20% and 37% in heterogeneous
scenarios the larger the number of paths. For heterogeneous
RTTs, the gains are reduced the larger the delay heterogeneity.
The evaluation was done with only bulk traffic.

Coded TCP (C-TCP) [36] built in user-space, uses multiple
homogeneous paths, i.e., two WLAN paths, with systematic
block codes, transmitting data over UDP through a self-
designed system based on delay and loss to realise congestion
control and signalling. C-TCP shows its results against regular
TCP using file transfer with FTP. C-TCP outperforms TCP
with artificially injected losses up to 5% by ca. 69%, however,
C-TCP implements an hybrid congestion control mechanism
with both loss and delay signals, realised through tokens,
whereas regular TCP is using CUBIC, a loss based congestion
control. With two homogeneous paths, C-TCP outperforms
regular TCP by 98% with 5% injected loss.

FMTCP [37] proposes a fountain code-based system
in ns-2 to help mitigate path heterogeneity in MPTCP.
FMTCP focuses on evaluating heterogeneous settings by vary-
ing both RTTs between 25, 50, 100 and 150 ms and loss
rates from 2 up to 15% in one of the subflows, while the
other subflow’s characteristics were kept constant with 100 ms
and no injected loss. They experiment with a non-shared
bottleneck scenario, but it is not evident, which congestion
control FMTCP adopts, since they claim to focus only on
data distribution. They claim gains of more than 50% in
aggregation over MPTCP.

SC-MPTCP [38] uses linear systematic encoding
within ns-3 focusing on bandwidth aggregation focusing
on heterogeneous settings, varying loss and RTTs between
1 and 5% and 20 to 60 ms, respectively. They focus on
demonstrating that SC-MPTCP aggregated bandwidth loses
ca. 10% compared to MPTCP with 5% loss, and it uses needs
much less buffering, e.g., 270 kiB against 8 MiB in MPTCP.

ADMIT [39] is a multipath system focusing on real-
time high definition H.264 using a MPTCP-model within the
Exata emulator. It applies systematic Reed-Solomon codes,
describing also an adaptive FEC algorithm. It focuses on
goodput, end-to-end delay and PSNR metrics, since it is
designed for video. Goodput gains are ca. 20% compared
to regular MPTCP. Similarly, Bandwidth-Efficient Multipath
Streaming (BEMA) [40], similar to ADMIT [39], is built for
H.264 video over multiple paths, hence, it uses metrics such as
goodput, end-to-end delay and PSNR. BEMA uses UDP and

TCP with T-FRC [41] within the Exata emulator, applying
systematic Raptor codes with FEC adaptivity.

Stochastic Earliest Delivery Path First (S-EDPF) [42] is a
user-space system built to stream video over multiple paths
with MPTCP using low delay random linear codes. They
reuse CTCP’s framework [43], however, not considering FEC
adaptivity. S-EDPF (no coding) performs as good as MPTCP’s
low-RTT, whereas S-EDPF-8 and 16 can improve goodput
aggregation by 40%, while halving the end-to-end delay.

Table IV summarises the different FEC schemes, evaluation
methodology and metrics of all proposals showed in VI-B. One
can notice that all systems design their own FEC solution
inside the application, using MPTCP underneath only to
distribute data over multiple paths, and they are evaluated with
simulations or protocol models inside a network emulator. Al-
though interesting, this cannot capture the interaction of such a
design with a complex framework such as TCP and MPTCP.
Hence, we depart from the proposed systems, proposing an
entire XOR-based adaptive FEC implementation inside TCP
and MPTCP.

In such case, the advantages of a XOR-based FEC approach
are low computational overhead and simple implementation,
where TCP’s original segment structure can be maintained.
However, the obvious disadvantage is that it can only recover
one segment per block, e.g., if two or more packets are lost
within a block, see Figure 2, the FEC packet is sent in vain,
and the missing packets have to be retransmitted with Fast
Retransmission (FR) of after a Retransmission Timeout (RTO).

Summary: Although there has been interest in adding FEC
to the transport layer, in particular to TCP due to its loss
detection and recovery mechanisms being tied to time, it
has been prohibitively complex and it has been implemented
with some simplifications. Most of the proposals suggest
implementations in user-space, where applications have to be
modified and FEC is, thus, application-specific. Also, in the
application layer, the knowledge about network conditions is
less granular, e.g., delay and loss rates. Therefore, in this paper
we aim for a XOR-based FEC implementation within TCP, to
aid multipath transport with heterogeneity with MPTCP.

VII. CONCLUSION

The performance of TCP over wireless high delay and lossy
networks is known to be suboptimal [3], [4], with one of the
main limiting factors being the loss recovery time. In such
scenarios, it is often the option to replace TCP by UDP, even
it compromises on benefits. However, another option is to
tackle long loss recovery time of TCP by adding FEC to
TCP, even though this has shown so far to be prohibitively
complex. Since, MPTCP is closely tied to regular TCP, this
brings many benefits when it comes to deployability, but it
also comes with challenges hindering MPTCP, in particular,
when the underlying network paths are heterogeneous [6], [7].

In this work, we designed and implemented a XOR-based
dynamic FEC scheme for TCP and MPTCP. We showed that
with the proposed framework, for links having low loss rates,
the FEC overhead is relatively small and for lossy links,
significant performance gains can be achieved for different
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TABLE IV: Some key characteristics of the systems described in Section VI.

Systems
Implementation

Layer
Transport
Protocol FEC Algorithm

FEC
Adaptivity Evaluation

Application(s) and
Evaluation Metrics

MPLOT Transport MPLOT Erasure 4 ns-2 Goodput
C-TCP Application UDP Systematic block 4 Emulation Throughput of each path
FMTCP Transport TCP Rateless Fountain 4 ns-2 Goodput, delivery delay and jitter

SC-MPTCP Transport MPTCP Linear systematic 4 ns-3 Goodput and buffer size and delay
ADMIT Transport MPTCP-model Syst. Reed-Solomon 4 Exata emulator PSNR, e2e delay and goodput
S-EDPF Application MPTCP Random linear 5 Real-network Goodput, e2e and reordering delay
BEMA Transport UDP and TCP Systematic raptor 4 Exata emulator PSNR, e2e delay and goodput

applications, such as HTTP/2 with different website sizes,
adaptive video with HTTP-DASH, non-adaptive video with
H.264 and bulk transfers.

For future study we plan to investigate FEC in MPTCP
across subflows where the interaction with the scheduler and
congestion control need to be taken into consideration. We
will than be able to compare an intra-subflow FEC with an
inter-subflow FEC approach, under different network settings.
Also, real experiments with static and mobility scenarios will
help to shed light of real network effects.
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Transport

Title: Leveraging the IPv4/IPv6 Identity Duality by using Multi-Path Transport [92].

Abstract: With the 20th anniversary of IPv6 nearing quickly, a growing number of Inter-

net service providers (ISPs) now offer their customers both IPv6 and IPv4 connectiv-

ity. This makes multi-homing with IPv4 and IPv6 increasingly common even with

just a single ISP connection. Furthermore, the growing popularity of multi-path

transport, especially Multi-Path TCP (MPTCP) that is the extension of the well-

known Transmission Control Protocol (TCP), leads to the question of whether this

identity duality can be utilized for improving application performance in addition

to providing resilience. In this paper, we first investigate the ASlevel congruency of

IPv4 and IPv6 paths in the Internet. We find that more than 60% of the current

IPv4 and IPv6 AS-paths are non-congruent at the AS-level, which motivates us to

explore how MPTCP can utilize the IPv4/IPv6 identity duality to improve data

transfer performance. Our results show that MPTCP, even with a single dual-stack

Internet connection, can significantly improve the end-to-end performance when the

underlying paths are noncongruent. The extent of the improvement can reach up

to the aggregate of the IPv4 and IPv6 bandwidths.

Authors: Ioana Alexandrina Livadariu, Simone Ferlin, Ozgu Alay, Thomas Dreibholz,

Amogh Dhamdhere, Ahmed Mustafa Elmokashfi.

Published: Proceedings of the 18th IEEE Global Internet Symposium (GI) at IEEE
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Author’s Contribution: Simone was in charge of the real-network measurements with

Multipath TCP over IPv4 and IPv6, analysing its performance and the load balance

due to path heterogeneity, e.g if IPV4 and IPv6 were very distinct in terms of delay

and loss rate and affected Multipath TCP.
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Title: An Early Look at Multipath TCP Deployment in the Wild [2].

Abstract: Multipath TCP was standardised in 2013 at IETF. It promises better use

of network resources of multi-homed devices for capacity aggregation or seamless

fail-over capabilities. The uptake has however been rather slow. Some operating

systems support MPTCP out of the box, but little is known about their deployment

on the server side. We built a scanning infrastructure to search for MPTCP-capable

hosts on the Internet. In this study, we used the hosts on the Alexa Top 1M

list to test the platform and gain insights into server support. We find that less

than 0.1% of the hosts on the Alexa list currently support MPTCP. Interestingly,

their geographic distribution is quite different from that of clients reported in other

studies, with the majority of domains being in China. We also find that very few IPs

actually expose multi-homing information, suggesting that these early deployments

aim at providing reliability rather than capacity aggregation. We also identify some

deployment issues.
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also adding support to MPTCP within zmap, so that packets are crafted contain-

ing an MP_CAPABLE option. The responses should be likewise received and parsed

within zmap. She also worked on analysis of the responses from Alexia’s server list.
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Algorithm for MPTCP

Title: LISA: A Linked Slow-Start Algorithm for MPTCP [120].

Abstract: One of the main goals of multipath TCP (MPTCP) is to achieve higher

throughput than regular TCP by utilizing multiple paths simultaneously. When

these paths share a common bottleneck, MPTCP tries not to be more aggressive

than a regular TCP flow. This is achieved by MPTCP’s coupled congestion con-

trol mechanism that couples the increase factor of MPTCP’s subflows in congestion

avoidance. However, slow-start remains unchanged and behaves uncoupled for each

subflow, affecting MPTCP and concurrent traffic at the bottleneck. We propose

LISA, a simple algorithm for coupling MPTCP subflows in slow-start, and investig-

ate the trade-off that this coupling entails. Our evaluations show that coupling in

slow-start not only provides gains for MPTCP but also for a concurrent TCP at the

bottleneck.
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2016.

Author’s Contribution: Simone was in charge of LISA’s implementation for the real-

network experiments with the NorNet testbed. She helped identify the effect of

Multipath TCP’s uncoupled slow-start at the beginning of the work, where Runa

took over to throughly study the effect in emulated experiments with different to-

pologies and applications; finally designing the algorithm.
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Title: Is Multi-Path Transport Suitable for Latency Sensitive Traffic? [1].

Abstract: This paper assesses whether multi-path communication can help latency-

sensitive applications to satisfy the requirements of their users. We consider Concur-

rent Multi-path Transfer for SCTP (CMT-SCTP) and Multi-path TCP (MPTCP)

and evaluate their proficiency in transporting video, gaming, and web traffic over

combinations of WLAN and 3G interfaces. To ensure the validity of our evaluation,

several experimental approaches were used including simulation, emulation and live

experiments. When paths are symmetric in terms of capacity, delay and loss rate,

we noticed that the experienced latency is significantly reduced, compared to using a

single path. Using multiple asymmetric paths does not affect latency - applications

do not experience any increase or decrease, but might benefit from other advantages

of multipath communication. In the light of our conclusions, multi-path transport

is suitable for latency-sensitive traffic and mature enough to be widely deployed.
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Alay, Nicolas Kuhn, Per Hurtig, Anna Brunstrom.
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the emulations and analysing the results with TCP and Multipath TCP in real-

network experiments, explaining and analysing the impact of real network settings

in Multipath TCPin contrast to the emulation experiments.
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Detection Using Shape Summary

Statistics

Title: Practical Passive Shared Bottleneck Detection Using Shape Summary Statist-

ics [85].

Abstract: Practical shared bottleneck detection has proved to be a difficult problem.

We present a novel passive approach using efficient estimates of time and frequency

domain summary statistics. The approach is not CPU nor network intensive, and

has numerous potential applications in the Internet. Simulations and tests over the

Internet and 3G cellular network show its efficacy in grouping flows correctly.

Authors: David Andrew Hayes, Simone Ferlin, Michael Welzl.

Published: 39th Annual IEEE Conference on Local Computer Networks (LCN), 2014.

Author’s Contribution: Simone was in charge of constructing a testbed to compose

different settings and configurations with background traffic within the NorNet Edge

and Core testbeds and stress test the shared bottleneck detection algorithm.
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TCP with dynamic FEC For High

Delay and Lossy Networks

Title: TCP with dynamic FEC For High Delay and Lossy Networks [125].

Abstract: TCP has been regularly changed over the past years to address performance

enhancement under diverse network conditions. However, its loss recovery mech-

anisms remain strictly Round Trip Time (RTT) dependent. This makes TCP not

suitable especially for networks with high delay and lossy (e.g. satellite networks).

This paper proposes to integrate dynamic Forward Error Correction (FEC) in TCP

and illustrates the benefits of such framework under various link conditions for dif-

ferent applications.

Authors: Simone Ferlin, Ozgu Alay.
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RTP Media

Title: Shared Bottleneck Detection for Coupled Congestion Control for RTP Media [4].

Abstract: This document describes a mechanism to detect whether end-to-end data flows

share a common bottleneck. It relies on summary statistics that are calculated by a

data receiver based on continuous measurements and regularly fed to a grouping al-

gorithm that runs wherever the knowledge is needed. This mechanism complements

the coupled congestion control mechanism in draft-ietf-rmcat-coupled-cc.

Authors: David Hayes, Simone Ferlin, Michael Welzl, Kristian Hiorth.

Published: IETF, RTP Media Congestion Avoidance Techniques.
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MPTCP

Title: A Linked Slow-Start Algorithm for MPTCP [124].

Abstract: This document describes the LISA (Linked Slow-Start Algorithm) for Mul-

tipath TCP (MPTCP). Currently during slow-start, subflows behave like independ-

ent TCP flows making MPTCP unfair to cross-traffic and causing more congestion

at the bottleneck. This also yields more losses among the MPTCP subflows. LISA

couples the initial windows (IW) of MPTCP subflows during the initial slow-start

phase to remove this adverse behavior.

Authors: Runa Barik, Simone Ferlin, Michael Welzl.
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Title: MPTCP Experiences in the NorNet Testbed [123].

Abstract: This document collects some experiences of Multi-Path TCP (MPTCP) eval-

uations in the NorNet testbed.

Authors: Thomas Dreibholz, Simone Ferlin, Ozgu Alay, Ahmed Elmokashfi, Ioana

Alexandrina Livadariu, Xing Zhou.
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