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ABSTRACT
Regression testing is an essential step in safeguarding the
evolution of a system, yet there is often not enough time to
exercise all available tests. Identifying the subset of tests
that can reveal potential issues introduced by a change is
a challenge. It requires identifying the parts of the system
that are dependent on that change, a task typically done by
means of static program analysis. In this paper, we investi-
gate an alternative approach, using software repository min-
ing. We propose a method that mines the revision-history
of a system to uncover dependencies, and uses these for test-
selection and test-prioritization. We have implemented the
approach in a prototype tool that recommends a test plan,
given a set of changes. We have applied our tool on 10
years of revision-history from one of the central systems of
our industrial partner, Kongsberg Maritime. Our evaluation
shows that our approach accurately identifies dependencies
among files, and comparing our recommendations with ex-
isting test plans shows that relevant tests are given high
priority in our recommendation. By reducing the amount
of test to exercise, and limiting time spend on test-plan cre-
ation, our approach helps to increase cost-effectiveness of
regression testing in the company.

1. INTRODUCTION
Regression testing is the testing activity that is performed
after changing an existing software system, to check that
the changes do not negatively affect the behavior of the un-
changed parts of the system (the correctness of the newly
introduced changes needs to be tested separately). Regres-
sion testing is generally performed by executing a test suite
(i.e., a collection of tests) on the software system, under the
assumption that the tests should have similar outcomes be-
fore and after the changes were made, to ensure that the
changes did not have negative effects.

These test suites tend to grow in size as the software sys-
tem evolves over time. Moreover, as the system changes,
certain parts of the test suite may become outdated, or new
tests need to be added that partially overlap with older tests.
The overall result of this growth is that it can become expen-
sive, in both resources and execution time, to execute the
complete test suite that is available for a system (a conser-
vative approach to regression testing, known as the retest-all
approach). In addition to the increased direct costs associ-
ated with regression testing, this can also lead to problems
where regression testing starts interfering with the develop-
ment process, for example because developers can not start

with a new task before earlier changes have been verified.
A considerable amount of research has gone into mak-

ing regression testing less expensive, improving over retest-
all with techniques for test-minimization, test-selection and
test-prioritization [15]. In test-minimization, the goal is to
find and remove the outdated and redundant parts of the
test suite. Test-selection is aimed at finding the subset of a
test suite that is relevant for testing the changes that were
made to the system. Finally, the goal of test-prioritization
is to order the tests in a test suite based on certain criteria,
such as relevance or criticality, so that the most important
tests are executed first, and the time available for testing is
used in the best possible way.

In this paper, we focus on a combination of test-selection
and test-prioritization. The main challenge in test-selection
is identifying those tests that are relevant to the changes
that were made to the program. Existing techniques typ-
ically involve (white-box) static analysis of the program’s
source code to analyze the existence of dependencies be-
tween changes and potentially relevant tests [15]. We con-
jecture that an alternative approach for finding such change-
relevant tests is to look at how a system has evolved over
time, utilizing the concept of evolutionary couplings [14] be-
tween files (i.e., exploiting information which files were chan-
ged together to address an issue). Moreover, we investigate
a few alternative methods for prioritizing the selected tests
based on measurements derived from the frequency of such
co-changes over time. The advantages of this alternative ap-
proach include: (a) that it is a black-box technique, meaning
that it is also effective in situations where white-box static
analysis cannot be applied, such as across heterogeneous ar-
tifacts [13], and (b) especially for large software systems,
the analysis of evolutionary coupling is computationally less
expensive than performing static source code analysis.
Contributions: The contributions of this paper are the
following: (1) We propose a novel method for test-selection
that uses evolutionary couplings found by mining the change
history of a software system. (2) We propose a novel
method for prioritizing the selected tests that is based on
the strength of evolutionary couplings between source arti-
facts over time and evaluate several alternative metrics for
prioritization. (3) We implement these methods in a pro-
totype tool named HaRT (History-based Recommendations
for Testing) that recommends a regression test plan based on
a set of changes and the evolution history of the system. (4)
We conduct a quantitative and qualitative evaluation of the
proposed methods by applying the prototype tool to three
releases of a large industrial software system.
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Figure 1: A general overview of our approach.

Outline: The remainder of this paper is organized as fol-
lows: Section 2 describes the context of this study and gives
an overview of the proposed solution. We provide back-
ground information on the used techniques in Section 3 and
describe our approach in detail in Section 4. We evaluate
our solution in Section 5, followed by a discussion in Sec-
tion 6. The related work is presented in Section 7, and the
conclusion is given in Section 8.

2. PROBLEM DESCRIPTION
The research presented in this paper is part of an ongo-
ing collaboration with Kongsberg Maritime (KM), one of
the largest suppliers of cyber-physical systems for dynamic
positioning, navigation and automation to vessels and on-
and offshore installations worldwide. We have been working
closely with their Test & Release department (T&R), which
is responsible for verification of a large, safety-critical, soft-
ware system that is central to the whole KM ecosystem. In
the remainder of this paper, we will refer to this system as
the product platform. The product platform consists of hun-
dreds of components that can be composed in various ways
to provide the functionality that underlies a family of end-
products. The components and compositions are constantly
being modified and evolved as new features are added and
issues are addressed. Given the safety-critical nature, the
central role and constant evolution, changes to the product
platform need to be thoroughly verified.

Currently, KM spends considerable time on this regression
testing phase. As several steps in the process are manual,
fully testing a new release can take up to several months.
One of the main reasons for this is that they generally fall
back on the safe, but time-consuming, approach of executing
nearly all available tests for each new release. Although in
some special cases, such as porting to new hardware, there
might be a real concrete need for full test execution, in gen-
eral only part of the tests will exercise functionality that is
relevant to the changes that were made in the scope of a
given release. As such, the use of test-selection techniques
is an obvious candidate to reduce pressure on the regression
testing phase.

To date, KM uses a manual approach to test-selection,
which largely relies on expert knowledge to identify the tests
that are relevant for a given release. In particular, the task
of correctly identifying tests that are related to a new re-
lease is a hard problem. The complexity comes from the
fact that the system is large, and there are many dependen-
cies among various components or modules in the system.

In addition, the company maintains a large number of test
items. As the system evolves and grows, the number of test
items also grows and evolves. So, the domain experts who
are involved in the test selection process, not only need to
know about the architecture of the system, and dependencies
among components, but also they should know which test
items are responsible for testing each component or module.
Furthermore, the output of the manual test selection usually
contains a large number of test items, some of which are not
relevant to the changes in the release. Executing such test
items increases the costs of testing, without increasing the
likelihood of uncovering bugs in the system.

In our discussions, KM indicated that they would like
to improve over their current approach, as it is labour-
intensive, relies on human interpretation and recall of tacit
knowledge, and not always the most cost-efficient, due to
conservative over-approximations of what needs to be tested.
The overall goal of our collaboration is to investigate oppor-
tunities for a more systematic and possibly partially auto-
mated test-selection approach that can (1) reduce the over-
head of test-selection, (2) identify with high precision those
tests are relevant to the changes in the release (3) prioritize
the selected tests based on their relevance and likelihood
that they will reveal faults w.r.t. the changes that were
made.

3. MINING RELEVANT TESTS
In this section, we first provide an overview of our proposed
solution. Then we describe frequent pattern mining, which
is the technique that we use for identifying evolutionary cou-
plings.

3.1 Overall Approach
To produce precise regression test plans in a cost-effective
manner, we propose a test-selection method based on an-
alyzing software version histories. An overview of our ap-
proach is given in Figure 1. We take as input a set of changed
files, and using the version history, we generate a regression
test plan. We refer to the input set of changed files as the
query. Most companies use several, sometimes integrated,
solutions for maintaining their software revision histories. In
our work, we rely on version history, as well as issue tracking
information for recommending test plans. These are indi-
cated in Figure 1 by VCS (version control system) and ITS
(issue tracking system), respectively. The last input to our
tool is test traceability information, which specifies a map-
ping between components of the system and their relevant
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test items.
As shown in Figure 1, we start by extracting relevant in-

formation from VCS and ITS databases. The result of this
step is a set of transactions containing the set of all files that
where changed to resolve a specific issue. These transactions
will be used to identify frequent patterns. Before mining the
frequent patterns, and based on the input query, we perform
a filtering step. This is done merely to reduce the amount of
computation required for mining the frequent patterns. In
fact, the filtering step eliminates those patterns that would
be irrelevant to the input query. Therefore, there is no need
to mine them. The third step is to generate some associa-
tion rules, based on the mined frequent pattern. An asso-
ciation rule is an implication relation of the form A ⇒ B.
The left-hand side of the association is called the antecedent,
and the right-hand side is called the consequent. In our ap-
proach, both the antecedent and the consequent are single
files. Finally, using the computed association rules and test
traceability information we generate the test plan. Each of
the steps described here are explained in more details in
Section 4.

3.2 Frequent Pattern Mining
Frequent pattern mining is a data-mining approach that is
used for identifying relationships between items from a given
data-set. These relationships are provided in the form of fre-
quent patterns. A frequent pattern analysis of shopping cart
data might reveal that buying bread and butter is a frequent
pattern. When frequent patterns have been identified on a
data-set, association rules can be generated. An associa-
tion rule generated from our previous example can look like
bread→ butter. ”If you buy bread, you’re also likely to buy
butter.”

Conventionally, a data-set is a collection of transactions,
where each transaction is a set of items. An item can rep-
resent a purchasable product, or a software artifact, or any
individual piece of data in a database. We use T to repre-
sent the collection of all transactions, and I to represent the
set of all items:

I =
⋃
t∈T

t

Let x be a set of items. We say that a transaction t ∈ T
satisfies x if x ⊂ t.

An association rule can be represented as an implication
relation: A → B, where A and B are disjoint subsets of I.
The left hand side of a rule is called antecedent, and the right
hand side is referred to as the consequent. The rule A→ B
is satisfied in the set of transactions T with confidence factor
equal to the ratio of how many times A ∪ B has occurred
together, to the number of times A have occurred. Thus it
illustrates the likelihood that if A occurs, B will also occur.

In addition to the confidence factor defined above, we also
define the frequency. The frequency of the rule A → B is
the number of transactions in T that satisfy both A and B.

Many approaches for generating association rules were
presented over the past two decades. The most famous ones
are Apriori [3], Eclat [16], and FPGrowth [8]. All these ap-
proaches apply frequent pattern mining on a dataset, to find
all association rules that have a minimum support or con-
fidence. However, these algorithms do not specify how the
rules are used or should be used. Another category of ap-
proaches (e.g., [7, 10, 17]) are referred to as targeted associa-
tion rule mining. While in the first category, the acceptance

Issue Changed

PR100 a,b

PR200 b

PR100 a,c

PR300 c,e

PR200 d

→

Transaction Changed Origin

tx1 a,b,c PR100

tx2 b,d PR200

tx3 c,e PR300

Figure 2: Example of data extraction: all files that were changed
to address the same issue are collected into one transaction.

criteria for a rule is based on a minimum support or confi-
dence, in the second category, rules are accepted if they can
contribute to producing an answer to a given query. This
way, the overhead of association rule mining is drastically
reduced.

4. DETAILED APPROACH
Our problem domain demands an approach that can effi-
ciently generate relevant association rules for large input
queries. For this purpose, we have designed an approach,
which is depicted in Figure 1 and described in more depth
in this section. Our approach belongs to the second cate-
gory above, as it mines only rules that are relevant to the
input query. In particular, we mine only those relevant rules,
which have a single item as the antecedent and a single item
as the consequent. This strategy makes our approach dif-
ferent from the existing approaches, as it greatly reduces
the possible number of rules, and therefore enables us to
mine rules without needing to specify minimum support and
confidence cutoffs. Furthermore, our proposed approach is
different from the existing approaches in the sense that it
can efficiently provide results even for large queries. In Sec-
tions 4.2 and 4.3, we describe how relevant rules to the input
query are identified and generated. Section 4.4 explains how
the generated association rules are utilized to produce the
test plans.

4.1 Data Extraction
We base our method on meta-data found in Version Control
Software (VCS) and Issue Tracking Software (ITS). VCSs
are commonly used to manage changes to software over
time. ITSs are often integrated with VCSs to manage is-
sues/bugs/features that needs to be addressed/implemented
in the software. Examples of VCSs are Git, Subversion, Mer-
curial etc. Popular ITSs are Bugzilla, JIRA etc.

For our approach we will combine information from
VCS/ITS to collect all the changes that were made to ad-
dress one issue, and will refer to the set of changes as one
transaction.

Definition 1: Transaction. A transaction is a set of files
that were either changed, added or deleted while addressing
one issue. An issue can either be a bug or a new feature.

The choices of VCS and ITS, as well as, the way they
are used affects the method of data-extraction. In our case-
study, we found that the necessary data could be extracted
directly from the ITS. In other cases, it might be enough to
parse commit messages for issue-ids stored in the VCS, or
the information might be split between the VCS and ITS.
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complete transaction database:

Transaction Changed

tx1 a,b,c

tx2 b,d

tx3 c,e

tx4 e,f

tx5 b,c,f

tx6 e,f

tx7 a,b

tx8 d,e

tx9 c,g

filter−transactions−−−−−−−−−−−−−−−→
for input−query {f,b}

transactions
per file:

TXf Files

tx4 e,f

tx5 b,c,f

tx6 e,f

TXb Files

tx1 a,b,c

tx2 b,d

tx5 b,c,f

tx7 a,b

filter−−−−→
files

TXf/{b}:

TX′f Files

tx4 e,f

tx5 c,f

tx6 e,f

TXb/{f} :

TX′b Files

tx1 a,b,c

tx2 b,d

tx5 b,c

tx7 a,b

generate−−−−−−→
rules

rules per file:

rulesf Freq. Conf.

f → e 2 2/3

f → c 1 1/3

rulesb Freq. Conf.

b → a 2 2/4

b → c 2 2/4

b → d 1 1/4

Figure 3: Example of transactions filtering and rule generation: For each file in the input-query the set of relevant transactions is
found, and for each of these, we generate a set of rules, and give them frequency and confidence measures.

Regardless, simple adaptors can be written to handle differ-
ent scenarios.

Figure 2 shows a simple example of data extraction. The
first table lists three separate issues and the files that were
modified to address those issue. The second table shows how
the iterations on one issue (e.g., PR100) can be combined into
one single transaction (e.g., tx1).

4.2 Transactions Filtering
In the second step, we select a subset of the transactions
identified in the data-extraction step. The main idea behind
this selection is to do pattern mining only on transactions
that are relevant to the input-query.

Definition 2: Input-query. An input-query is a set of
files (typically those that were changed between two releases).

The selection is done individually for each file in the input-
query. Given a file, we give the following definition of its
relevant transactions:

Definition 3: Relevant transactions. The set of relevant
transactions R for a file f is the set of all transactions that
contain f : R(f) = {r ∈ T |f ∈ r}

Algorithm 1 Select Transactions

Input: The set of all transactions: T
Input: The input-query: Q
Output: A set of relevant transactions: R ⊂ T
1 R ← ∅
2 for each f ∈ Q do
3 � R(f) as defined in Definition 3
4 R← R∪ R(f)
5 return R

Algorithm 1 shows the selection approach. The transac-
tion filtering is exemplified in Figure 3. In this example, an
input-query consisting of items f , and b is given as input to
the selection algorithm. For each item in the query, we find
the set of transactions where that item has been changed

earlier. As shown in the second table in Figure 3, the set of
relevant transactions for f is {tx4, tx5, tx6}.

4.3 Rule Generation
From the transactions identified in Section 4.2, we can cre-
ate association rules. As mentioned earlier, we only create
rules with a single file as the antecedent and a single file as
the consequent. Having this constraint avoids the potential
problem of combinatorial explosion of the number of rules.
Furthermore, we add two additional constraints:

• The antecedent must be a file from the input-query:
We only want rules that indicate how other files have
changed with files from the input-query in the past.
We are not looking for general patterns.

• The consequent cannot be a file from the input-query:
We already know that files in the input-query must be
tested, so rules that tell us this are not of interest.

With these two constraints, we ensure that all generated
rules are relevant rules with regards to an input-query. Al-
gorithm 2 presents our approach for generating relevant as-
sociation rules. For each file f in the input query Q, Algo-
rithm 2, first computes R(f). Then, for each file f ′ appear-
ing in one or more transactions in R(f), a rule of the form
f → f ′ is created and added to the set of rules.

The last two sets of tables in Figure 3 exemplify our rule
generation approach. In this example, the relevant trans-
actions for f and b are already computed. Transactions in
each set are then filtered such that relevant transactions for
f do not contain b, and vice versa. For example, as a result
of this filtering, the item b is removed from tx5. The left-
over files in each transaction are then used as a basis for rule
generation, as shown in the last upper table in the example.

For each rule, several metrics can be calculated. For this
paper, we will use the metrics of frequency and confidence,
which are defined as follows:

Definition 4: Rule frequency. The frequency of a rule
with antecedent A and consequent C is equal to the number
of transactions in which A and C occur together.
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Algorithm 2 Relevant Rules

Input: The input-query: Q
Output: rules: The set of all relevant rules for Q
1 rules← ∅
2 for each f ∈ Q do
3 for each f ′ ∈ {t|t ∈ R(f)} do
4 if f ′ 6= f ∧ f ′ 6∈ Q then
5 rules← rules ∪ {f → f ′}
6 return rules

While the frequency of a rule is not a likelihood metric, it
does say something about how commonplace it is for two files
to change together. Furthermore, we will use rule-frequency
when defining the confidence of a rule. Rule-confidence is
also defined using the frequency of a single file, this is defined
as follows:

Definition 5: File frequency. The frequency of a file f
is given by the number of transactions that contain f .

Definition 6: Rule confidence. The confidence of a rule
with antecedent A is equal to the ratio of the frequency of
the rule to the frequency of A. That is:

conf(a→ b) =
freq(a→ b)

freq(a)

For example, the rule f → e, in the last upper table in
Figure 3, has frequency 2 since f and e has been changed
together in 2 transactions. The same rule is given a confi-
dence of 2/3 since in 2 out of 3 cases, where f was changed,
e was also changed.

4.4 Test-plan Generation
The test-plan generation step starts by selecting a set of
relevant tests. For this purpose, we iterate over the set of
all files that appear as the consequent of a rule generated
by Algorithm 2. A test-traceability document is then used,
in each iteration, to identify test procedures corresponding
to each file. The test plan is the collection of all such test
procedures. Our test selection approach is shown in Algo-
rithm 3.

In general, there is no guarantee that every file is directly
mapped to a test procedure. As such, we suggest that a
closest-test should be searched for when no explicit test can
be found. This search can be executed both downwards and
upwards. For a particular file without a dedicated test pro-
cedure, there might exist explicit tests for classes or func-
tions within that file, which can be found through a down-
wards search. In other cases, where this finer grained test-
traceability information is not available, an upwards search
can be done. This search might identify that some larger
container, such as a package, a module, or a component,
containing the file is “tested” by a test-suite. Tests found in
a downwards search always take precedence over those found
in an upwards search. If no test(s) can be found neither in
a downwards nor an upwards search, we simply report that
the file is currently not tested. This should either motivate
identifying whether there is a missing test-mapping (e.g., the
file is actually tested but the information is not captured),
or that new tests should be written.

When the selection of tests is done for a given query, we
calculate several metrics for each test. The metrics are used

Algorithm 3 Test selection

Input: A set of rules: R
Output: The test-selection
1 for each unique consequent c ∈ {r|r ∈ R} do
2 tests← closest tests of c
3 selection← selection ∪ tests
4 return selection

for prioritizing the tests. For each test found by Algorithm 3,
three metrics are calculated. These metrics should function
as indicators of how likely it is that a test would uncover
an error in an unchanged part of the software. For each
test t found by Algorithm 3, we identify the set of rules
where t is testing the consequent of that rule. We then
apply definitions Definition 7, Definition 8 and Definition 9
on each test to obtain the cumulative frequency, cumulative
confidence and average confidence respectively.

Definition 7: Cumulative frequency. The cumulative-
frequency of a test t is equal to the sum of frequencies of all
rules f → f ′, where f ′ ∈ F(t).

Definition 8: Cumulative confidence. The cumulative-
confidence of a test t is equal to the sum of confidences of
all rules f → f ′, where f ′ ∈ F(t).

Definition 9: Average confidence. The average-
confidence of a test t is equal to the average confidence of
all rules f → f ′, where f ′ ∈ F(t).

In Figure 4 the process of test-plan generation is exem-
plified. Here, we explain the procedure starting from file
c, which is the consequent of two rules: f → c and b → c
(see the middle tables in Figure 4). According to the test-
mapping shown in the leftmost table in the example, c is
tested by T5. Therefore, the cumulative frequency, cumula-
tive confidence, and average confidence of T5 are calculated
using the confidence and frequencies of f → c and b → c.
The rightmost table in Figure 4 reports the values of all the
prioritization metrics for each of the tests that are relevant
to query f, b.

4.5 Prototype tool: HaRT
We have implemented our approach in the prototype tool
HaRT (History-based Recommendation for Testing). The
tool is implemented as a web-application, which could eas-
ily be deployed centrally on a company intranet. This ap-
proach avoids the need to deploy the tool on a multitude of
machines, and makes the tool cross-platform by design.

The tool was implemented using Ruby on Rails (4.1.5),
using PostgreSQL as the back-end database.

5. EVALUATION
To evaluate our approach, we performed two experiments
using our prototype tool. The first experiment provides a
quantitative evaluation, and is designed to answer the fol-
lowing research questions:

• RQ1: What is the time complexity of our technique?
An answer to this research question provides an insight
into the scalability of our approach.

Simula Research Laboratory, Technical Report (2015-01) 5



Generating Test-plans by Mining Version Histories Rolfsnes, Behjati & Moonen

test-mapping:

Test Is Testing

T1 a,d

T2 a

T3 f

T4 f,g

T5 c

T6 b,f

T7 e,c

+

rules per file:

rulesf Freq. Conf.

f → e 2 2/3

f → c 1 1/3

rulesb Freq. Conf.

b → a 2 2/4

b → c 2 2/4

b → d 1 1/4

→

selected tests and potential prioritization metrics:

Test Is Testing Σ Freq. Σ Conf Avg. Conf.

T1 a,d 3 3/4 3/8

T2 a 2 1/2 1/2

T5 c 3 5/6 5/12

T7 e,c 5 3/2 1/2

Figure 4: Example of testplan generation. The cumulative-frequency, cumulative-confidence and average-confidence aggregate these
metrics for all rules whose consequent is tested by that test. Note that tests for the changed parts (query) are not selected.

• RQ2: Among the three metrics introduced in Sec-
tion 4.4, which one provides the best prioritization?

The second experiment qualitatively evaluates our ap-
proach. For this purpose, we used our prototype tool to
generate test plans for three sample releases from our indus-
try partner.

For both experiments, we have used over 10 years of devel-
opment history of a central product in the KM ecosystem.
The dataset contains a total of 7366 transactions, including
a total of 28916 distinct files. The average transaction size is
8, with the smallest transactions consisting of single items,
and the largest being of size 658.

5.1 Quantitative Evaluation
For the first experiment, we selected 450 transactions, dis-
tributed evenly over the whole development history, as the
test data. For each transaction in the test data, the set of
transactions with an earlier commit date was used as the
training dataset. For each transaction t of size n in the test
data, n queries are created, where each query is different
from t in only a single distinct item. The training dataset is
used to produce a recommendation for each query. The ex-
pected outcome for each query is its missing item. Note that
for the sake of this experiment, it is sufficient to only gen-
erate the rules as specified in Section 4.3, and Algorithm 2.
There is no need to perform the test-plan generation step.

To answer research questions RQ1, and RQ2, for each
query, we have recorded the execution time, the size of the
query, and the size of the training dataset. Further, we
ranked items in each recommendation list based on three
metrics: total frequency, total confidence, and average con-
fidence. These metrics are the same as the ones defined in
Definitions 7, 8, and 9, except that, as opposed to being
defined for tests, they are defined for the files on the conse-
quents of the rules.

Figure 5 shows how the average execution time changes
as the size of the training dataset increases. The red regres-
sion line shows that the average execution time has a linear
growth with the size of the training dataset. A similar time
complexity analysis based on the query size does not indi-
cate any specific trend. We conclude that the size of the
training dataset has a higher impact on the execution time,
than the query size. In other words, a small query and a
large one, with training datasets of the same size, have very
similar execution times.

To answer the second research question, we compare the
metrics based on a hit score. Each metric ranks the files
in each recommendation list differently. The higher the ex-
pected outcome in the list, the higher the hit score. If the
desired item is the topmost element in the list, it gets a score
of one. If it is the last element in the list, it gets a score of
zero. Note that in our experiment, the desired file is always
in the recommendation list. Figures 6, and 7 show the aver-
age hit scores per query size, and per training dataset size,
respectively. As both figures show, all metrics result in very
high hit scores. However, total confidence is the metric that
more consistently provides a high hit score. As a result,
we have chosen cumulative confidence as the prioritization
metric in the second experiment described below.

5.2 Qualitative Evaluation
In this experiment, we use HaRT to generate test plans for
three releases from our industry partner, KM. Table 1 sum-
marizes the results of a comparison between the two test
plans, in each case. As shown in the table, in the first case,
out of 18 tests that were included in KM’s test plan, 9 were

0 100 200 300 400 500

2
4

6
8

10
12

Scalability Analysis

Training−Set Size

A
vg

. E
xe

cu
tio

n 
T

im
e 

(s
)

Figure 5: Growth of the average execution time, by the size of
the training data.
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Figure 6: Comparison of prioritization metrics based on the
size of the query.
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Figure 7: Comparison of prioritization metrics based on the
size of the training dataset.

also suggested by HaRT, 8 tests were not considered relevant
by HaRT, and the last one could not be included in the test
plan suggested by HaRT as it was not mapped to any com-
ponent in the test-traceability document. The other rows
of the table express similar information about the other two
releases.

To better compare our recommended test plans with KM’s
test plans, for each case, we prioritized the items in the rec-
ommendation list based on the cumulative confidence met-
ric. Then, we placed each common item in the prioritized
list. Diagrams in Figure 8 show, for each case, the cumula-
tive percentages of the common items in different deciles of
the recommended test-plan. These diagrams show that, in
all cases, more than half of the common test items appear
at the upper half of the recommendation list.

A thorough analysis of these diagrams, and a better com-
parison between our recommended test-plans and KM’s test-
plans would give better insights into how we can improve
test-plan generation at KM. However, this analysis requires
great effort from our industry partner, and is left for future
work.

6. DISCUSSION

6.1 Program Analysis vs Pattern Mining
As pointed out earlier, uncovering dependencies by mining
evolutionary coupling has some advantages over the use of
conventional static program analysis. Primarily, uncover-

Case # tests (KM) # in common # missing

Case-1 18 9 1

Case-2 9 7 2

Case-3 20 12 2

Table 1: Summary of the comparison of km’s test plan, and the
suggestion from HaRT.

ing coupling between heterogeneous artifacts can be done
without taking any special considerations. Achieving the
same thing in program analysis requires special care to
combine coupling-information from different types of arti-
facts/languages [13, 12].

Another point, not commonly addressed in the current
literature, are the advantages in terms of scalability. For
example, Code Surfer, a popular tool for code-analysis of
C and C++, works by first building an internal representa-
tion of the source-code. This representation is then queried
(or traversed) to analyse the impact of changes (i.e. depen-
dency analysis) for test-selection. The detail of the impact
analysis is however heavily impacted by how precise the in-
ternal model is. For industry-scale software, high precision
builds of the internal model can produce build-times of sev-
eral days, and querying can take several minutes [1].

As demonstrated in this paper, an approach to analysing
dependencies based on target association rule mining has
much lower query times. Similarly, Zimmerman also report
query times of a few seconds [17]. Here, finer granularity
artifacts are also used, more similar to what can be achieved
by a high precision Code Surfer build.

It should be noted that internal models also are
built/needed for our approach. RB: Explain what these
models are. Build time is however both quite low (< 10
min in our case-study), and incremental in nature. That is,
a full build is only needed once, any future transactions can
easily be added later without needing to do a full rebuild.

A final advantage of the proposed approach based on evo-
lutionary coupling is the option to run “what-if”-scenarios:
although the recommendations are typically used in a re-
gression testing setting where the exact changes are known,
the files in the input query do not actually have to be chan-
ged because we conduct a black-box analysis. In the context
of our industrial partner what-if scenarios are advantagous,
as they provide an evidence-based approach to assessing the
re-testing efforts of a proposed change before making the
change.
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(a) Case-1.
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(b) Case-2.
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(c) Case-3.

Figure 8: Distribution of common items in the test plans recommended by HaRT.

6.2 Single vs Multi-item Rules
A central point in our approach is that we only mine rules
with a single antecedent and consequent. This greatly re-
duces the possible number of rules, and therefore enables us
to mine rules without needing to specify minimum support
and confidence cutoffs.

A negative side-effect to the single antecedent/consequent
constraint is that only two-wise dependencies can be cap-
tured. Other kinds of dependencies, where 3 or more items
all need to be changed if one is changed, are not explicitly
captured.

We do however believe that our rule-aggregation strate-
gies give a good enough approximation when these kinds
of dependencies arise. The results presented in Section 5.1
support this notion, since a high accuracy is achieved by
our recommendation. Alternatively, it might also be the
case that n > 2-wise dependencies are not common in our
data-set, and therefore might not exist as a confounding fac-
tor. We leave this question open for later work, where we
could explicitly study how and if our approach is affected by
n > 2-wise dependencies.

6.3 Granularity of Changes and Tests
Software is naturally organized into hierarchies through
modules, packages, components, classes, functions and so
on, depending on the conventions that are followed and the
programming languages that are used. Similarly, these hier-
archies also exists for test-artifacts, where perhaps the most
common one is the organization of test-cases into test-suites.

In this paper, we assume items in the transactions
(units of change in a release) are files. Furthermore, test-
traceability is defined at the component level in our case
study to enable comparisons between our generated test-
plans, and the test-plans of our industry partner.

In relation to our approach (and tool implementation),
there is however no constraints on either the granularity of
the items in transactions, or on where test-traceability can
be defined.

We have taken special care when implementing our proto-
type to support various degrees of test-traceability, as also
reflected in Section 4.4 and Algorithm 3.

6.4 Threats to Validity

In the evaluation of our approach, there are especially three
threats to validity that should be discussed:

T1: The number of software systems analyzed when evalu-
ating our approach.

T2: Choice of query/expected-outcome for Section 5.1.

T3: Validity of test-plan evaluation in Section 5.2.

Concerning T1 – In Section 5, we evaluate our approach
using the development history of our industry partner. That
data-set is of considerable size, and varies to a large degree
in terms of transactions sizes. These two attributes should
define a “typical system”, and we have shown that our ap-
proach has been applicable in this case.

However, in future studies, we would like to increase the
number/diversity of software systems evaluated, by includ-
ing “younger” software systems (i.e., with shorter develop-
ment histories), and by including more heterogeneous soft-
ware systems (containing a larger diversity of programming
languages).

Concerning T2 – Our quantitative evaluation in Sec-
tion 5.1 had the following experiment setup: For each trans-
action chosen, remove one item and define the remaining set
as the query. That removed item then becomes the expected
ideal outcome of executing the query. In other words, the
challenge to solve by the recommender is“to find the missing
item”.

This setup is different from the evaluation used in related
work: For example, Zimmerman does the opposite compared
to us, here the removed item becomes the query, and the
remaining items become the expected outcome [17].

We argue that our setup better fits our intended applica-
tion. In their case, a recommendation engine for developers
was presented, i.e., the backdrop is a more iterative context
in which the developer makes a change (e.g., one removed
item), and wants a recommendation for where to make other
changes. In this paper, we focus on test-recommendations.
Therefore, we assume that “all” changes have been made,
and the possible additional changes are constrained to bug-
fixes. As such, the number of code locations that need to
be addressed should be quite small, hence we define the ex-
pected outcome as only one item.
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However, we do want to further investigate the general-
izability of our approach, in order to assess our recommen-
dation strategy in a developer-recommendation setting, but
this is beyond the scope of the current paper.

Concerning T3 – In our qualitative analysis in Section 5.2,
we compare our test-plan recommendations with existing
plans from our industry partner. We found that in all three
cases, more than half of the common test-items appear in
the upper half of our generated test-plan. There is however
the implicit assumption that the test-plan of our industry
partner is “correct”, i.e., it covers all possibly affected code-
locations based on the new changes in the software, and
can be used as a gold standard. RB: I don’t think what we
have reported is based on this assumption. In particular,
we have not really made a strong conclusion with respect
to the validity of our test-plan. It is good to mention that
KM’s test-plan is only partially correct, but we did not con-
sider it a gold standard. However, it is not unlikely that
the existing plans are only partially correct, that some tests
included in the test-plan might be irrelevant to the change
at hand, and that there might be some relevant tests that
are missing from KM’s test-plan. As such, using these test-
plans as a gold standard may only be partly valid. Future
work includes a more thorough empirical evaluation of our
approach in the industrial setting.

7. RELATED WORK

7.1 Regression Testing
As mentioned before, a considerable amount of research has
been done on techniques to make regression testing less
expensive in resource usage and execution time. In gen-
eral, this work improves over the conservative retest-all ap-
proach by reducing the workload using techniques for test-
minimization, test-selection and/or test-prioritization. A
comprehensive review and analysis of these approaches is
provided in Yoo and Harman’s survey [15]. We will not
repeat that analysis here, but repeat the fact that exist-
ing test-selection techniques (aimed below the design level),
typically involve white-box static analysis of the program’s
source code, to analyze the existence of dependencies be-
tween changes and potentially relevant tests. Herein lies the
main difference with our approach, which is based on infer-
ring such dependencies by mining the change history of a
software system.

7.2 Early work on Association Rule Mining
The concept of association rule mining was first introduced
by Agrawal et al., with the goal of mining relations between
sets of items in large databases [2]. A year later the same
authors introduced the apriori algorithm as a fast way to
mine association rules [3]. The apriori algorithm computes
so-called support values for mined association rules, based
on the frequency of item-sets in the data. This makes it pos-
sible to prune the number of candidates using a minimum
support value or support threshold. If the support of an item
’a’ does not meet the minimum-support threshold, then nei-
ther can any other sets containing ’a’ have enough support.
While the apriori algorithm arguably has been the most in-
fluential in the field, improved algorithms have been devel-
oped that decrease execution times by an order of magnitude
(examples of these include Eclat [16] and FPGrowth [8]).

7.3 Targeted Association Rule Mining
The aforementioned algorithms try to solve the general prob-
lem of finding all frequent patterns in a data-set that meet
the support threshold. In the other end of the spectrum
there is targeted association rule mining. Here the goal is
to identify only the patterns relating to a specific query,
drastically reducing the number of rules that needs to be
generated. Furthermore, since association rules are gener-
ated on a per query basis, this approach is appropriate for
evolving data since rules always will be ”up to date”.

Kubat et al. present a method for utilizing item-set
trees [7] to generate targeted association rules [10]. The
item-set tree is a complete in-memory representation of a
transaction database, where each node stores one transac-
tion and the number of times the specific transaction occurs
in the database (the frequency). The approach has later
been refined to reduce the memory consumption of the item-
set trees [4], and adapted to also uncover rare rules (i.e., low
support, high confidence rules) [11].

Another approach to targeted association rule mining was
developed by Zimmerman et al., although the terminology
wasn’t explicitly used [17]. The targeted association rule
mining is done by first finding the transactions where all
the items of an input query had been changed earlier, and
then constructing single consequent rules for each item hav-
ing been changed with the query in the past. The query
then formed the antecedent of each of the generated rules.
Furthermore, minimum frequency and confidence numbers
were used to prune the resulting rule-set.

The main difference between this approach and our ap-
proach to targeted association rule mining is how we treat
the query in terms of rule generation. In our case we let
any (single) item from the query function as the antecedent.
Furthermore, rule mining is based on transactions where any
item from the query exists, not all items from the query. The
end result is that the amount of relevant transactions for a
query can be possibly larger in our approach.

The work of Zimmerman et al. [17] is also particularly
relevant to our work as, to our knowledge, it is the first
that focuses on the application of association rule mining in
a system’s version history to give developer recommenda-
tions. Their association rules are used to recommend where
software-developers should make further changes, based on
what other developers changed in the past. This is closely
related to our application of recommending relevant tests
based on a set of changes, and we share the use of a system’s
evolution history for uncovering relations between software
entities. Several papers have been written on the topic of
finding such evolutionary couplings, which will be discussed
next.

7.4 Evolutionary Coupling
Gall et al. used release information to detect what they at
the time referred to as logical coupling between 20 releases
of a large Telecommunication Switching System [5]. They
later continued this analysis to discover architectural weak-
nesses in source code (e.g., amount of modularization) [6].
The coupling were primarily found through analyzing se-
quences of releases in which modules were changed together.
Furthermore, couplings were also identified on a class level
through analyzing when and who (author/date) that made
class changes.

Hassan and Holt present several heuristics for predicting
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change-propagation/ripple effects that result from source
code changes [9]. In addition to evolutionary couplings1,
three other heuristics were also investigated, whereas one
used static dependencies such as Call/Use/Define relations,
and another used code-layout to identify couplings. Of all 4
heuristics, the use of evolutionary couplings gave the high-
est recall score, meaning it correctly identified the most cou-
plings (avg. 87%).

Ying et al. evaluated how good evolutionary couplings
were at predicting source code changes [14]. An association
rule mining approach using the FP-tree algorithm were used
to uncover couplings in the Mozilla and Eclipse open-source
projects. In the evaluation it was shown that several of the
uncovered couplings (proved real by manual investigation)
would have been undetectable by conventional static analy-
sis. Furthermore, it was clear that the nature of the software
investigated will affect the result of the association rule min-
ing. In this case, the Mozilla version history provided better
recall and precision metrics than the Eclipse history. Fi-
nally, it was apparent that the choice of minimum-support
significantly affected recall and precision.

8. CONCLUDING REMARKS
A considerable amount of research has gone into mak-
ing regression testing less expensive, improving over the
conservative retest-all approach with techniques for test-
minimization, test-selection and test-prioritization [15]. A
considerable amount of existing techniques typically involves
(white-box) static analysis of the program’s source code,
in order to analyze the existence of dependencies between
changes and potentially relevant tests. In this paper, we
explored an alternative approach for finding such change-
relevant tests, by looking at how a system has evolved over
time, utilizing the concept of evolutionary coupling [14] be-
tween files (i.e., exploiting information which files were chan-
ged together to address an issue). The contributions of this
paper are the following: (1) We proposed a novel method for
test-selection that uses evolutionary couplings found by min-
ing the evolution history of a software system. (2) We pro-
posed a novel method for prioritizing the selected tests that
is based on the frequency of evolutionary couplings between
source artifacts over time and evaluated several alternative
metrics for prioritization. (3) We implemented these meth-
ods in a prototype tool named HaRT (History-based Recom-
mendations for Testing) that recommends a regression test
plans based on a set of (proposed) changes and the evolution
history of the system. (4) We conducted a quantitative and
qualitative evaluation of the proposed methods by apply-
ing the prototype tool to three releases of a large industrial
software system. We conclude that exploiting evolutionary
coupling to find dependencies is an interesting alternative
to white-box static analysis of the program’s source code.
Advantage of the approach include that it is also effective in
situations where white-box static analysis cannot be applied,
such as across heterogeneous artifacts [13], and that it has
a better overall scalability, i.e. especially for large software
systems, the analysis of evolutionary coupling is computa-
tionally less expensive than performing static source code
analysis.
Directions for Future Research: Some interesting av-
enues for future research include the evaluation of alterna-

1the term “Historical Co-changes” were used in the paper.

tive metrics for prioritization, for example including histori-
cal evidence for the“fault-revealing success-factor”of certain
tests. Another extension that is welcomed by our industrial
collaborator aims to ensure that each tests is exercised reg-
ularly (i.e. avoiding “starvation” where certain tests are not
selected over a too long time period).
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